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Toil

Toil is a workflow engine entirely written in Python. It features:


	Easy installation, e.g. pip install toil.



	Common Workflow Language [http://commonwl.org] (CWL [http://commonwl.org]) support

Complete support for the draft-3 CWL specification, allowing it to execute
CWL workflows.



	Workflow Description Language [https://github.com/broadinstitute/wdl] (WDL [https://github.com/broadinstitute/wdl]) support

Draft support for the WDL specification, allowing it to execute
WDL workflows.



	Cross platform support

Develop and test on your laptop then deploy on any of the following:


	Commercial clouds:
- Amazon Web Services [https://aws.amazon.com/] (including the spot market [https://aws.amazon.com/ec2/spot/])
- Microsoft Azure [https://azure.microsoft.com]
- Google Compute Engine [https://cloud.google.com/compute/]

	Private clouds:
- OpenStack [https://www.openstack.org/]

	High Performance Computing Environments:
- GridEngine [http://gridscheduler.sourceforge.net/]
- Apache Mesos [http://mesos.apache.org/]
- Parasol [https://users.soe.ucsc.edu/~donnak/eng/parasol.htm]
- Individual multi-core machines





	A small API

Easily mastered, the Python user API for defining and running workflows is built upon one core class.



	Complete file and stream management:

Temporary and persistent file management that abstracts the details of the
underlying file system, providing a uniform interface regardless of
environment. Supports both atomic file transfer and streaming interfaces, and
provides encryption of user data.



	Scalability:

Toil can easily handle workflows concurrently using hundreds of nodes and
thousands of cores.



	Robustness:

Toil workflows support arbitrary worker and leader failure, with strong
check-pointing that always allows resumption.



	Efficiency:

Caching, fine grained, per task, resource requirement specifications, and
support for the AWS spot market mean workflows can be executed with little
waste.



	Declarative and dynamic workflow creation:

Workflows can be declared statically, but new jobs can be added dynamically
during execution within any existing job, allowing arbitrarily complex
workflow graphs with millions of jobs within them.



	Support for databases and services:

For example, Apache Spark clusters can be created quickly and easily
integrated within a toil workflow as a service, with precisely defined time
start and end times that fits with the flow of other jobs in the workflow.



	Open Source: An Apache license allows unrestricted use, incorporation and modification.
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Installation


Prerequisites


	Python 2.7.x

	pip [https://pip.readthedocs.org/en/latest/installing.html] > 7.x






Basic installation

To setup a basic Toil installation use

pip install toil





Toil uses setuptools’ extras [https://pythonhosted.org/setuptools/setuptools.html#declaring-extras-optional-features-with-their-own-dependencies] mechanism for dependencies of optional features
like support for Mesos or AWS. To install Toil with all bells and whistles use

pip install toil[aws,mesos,azure,google,encryption,cwl]





Here’s what each extra provides:


	The aws extra provides support for storing workflow state in Amazon AWS.
This extra has no native dependencies.

	The google extra is experimental and stores workflow state in
Google Cloud Storage. This extra has no native dependencies.

	The azure extra stores workflow state in Microsoft Azure Storage. This
extra has no native dependencies.

	The mesos extra provides support for running Toil on an Apache Mesos [http://mesos.apache.org/]
cluster. Note that running Toil on SGE (GridEngine), Parasol or a single
machine does not require an extra. The mesos extra requires the following
native dependencies:
	Apache Mesos

	Python headers and static libraries





	The encryption extra provides client-side encryption for files stored in
the Azure and AWS job stores. This extra requires the following native
dependencies:
	Python headers and static libraries

	Libffi headers and library





	The cwl extra provides support for running workflows written using the
Common Workflow Language [http://commonwl.org].




Apache Mesos

Only needed for the mesos extra. Toil has been tested with version
0.25.0. Mesos can be installed on Linux by following the instructions on
https://open.mesosphere.com/getting-started/install/. The Homebrew [http://brew.sh/]
package manager has a formula for Mesos such that running brew install
mesos is probably the easiest way to install Mesos on OS X. This assumes,
of course, that you already have Xcode [https://developer.apple.com/xcode/] and Homebrew [http://brew.sh/].

Please note that even though Toil depends on the Python bindings for Mesos,
it does not explicitly declare that dependency and they will not be
installed automatically when you run pip install toil[mesos]. You need
to install the bindings manually. The Homebrew [http://brew.sh/] formula for OS X installs
them by default. On Ubuntu you will need to download the appropriate .egg
from https://open.mesosphere.com/downloads/mesos/ and install it using
easy_install -a <path_to_egg>. Note that on Ubuntu Trusty you may need
to upgrade protobuf via pip install --upgrade protobuf before
running the above easy_install command.

If you intend to install Toil with the mesos extra into a virtualenv, be
sure to create that virtualenv with

virtualenv --system-site-packages





Otherwise, Toil will not be able to import the mesos.native module.




Python headers and static libraries

Only needed for the mesos and encryption extras. The Python headers
and static libraries can be installed on Ubuntu/Debian by running sudo
apt-get install build-essential python-dev and accordingly on other Linux
distributions. On Mac OS X, these headers and libraries are installed when
you install the Xcode [https://developer.apple.com/xcode/] command line tools by running xcode-select
--install, assuming, again, that you have Xcode [https://developer.apple.com/xcode/] installed.




Libffi headers and library

Libffi [https://sourceware.org/libffi/] is only needed for the encryption extra. To install Libffi [https://sourceware.org/libffi/]
on Ubuntu, run sudo apt-get install libffi-dev. On Mac OS X, run brew
install libffi. This assumes, of course, that you have Xcode [https://developer.apple.com/xcode/] and
Homebrew [http://brew.sh/] installed.






Building & testing

For developers and people interested in building the project from source the
following explains how to setup virtualenv to create an environment to use Toil
in.

After cloning the source and cd-ing into the project root, create a
virtualenv and activate it:

virtualenv venv
. venv/bin/activate





Simply running

make





from the project root will print a description of the available Makefile
targets.

Once you created and activated the virtualenv, the first step is to install the
build requirements. These are additional packages that Toil needs to be tested
and built, but not run:

make prepare





Once the virtualenv has been prepared with the build requirements, running

make develop





will create an editable installation of Toil and its runtime requirements in
the current virtualenv. The installation is called editable (also known as a
development mode [https://pythonhosted.org/setuptools/setuptools.html#development-mode] installation) because changes to the Toil source code
immediately affect the virtualenv. Optionally, set the extras variable to
ensure that make develop installs support for optional extras. Consult
setup.py for the list of supported extras. To install Toil in development
mode with all extras run

make develop extras=[aws,mesos,azure,google,encryption,cwl]





Note that some extras have native dependencies as listed in
Basic installation. Be sure to install them before running the above
command. If you get

ImportError: No module named mesos.native





make sure you install Mesos and the Mesos egg as described in Apache
Mesos and be sure to create the virtualenv with
--system-site-packages.

To build the docs, run make develop with all extras followed by

make docs





To invoke the tests (unit and integration) use

make test





Run an individual test with

make test tests=src/toil/test/sort/sortTest.py::SortTest::testSort





The default value for tests is "src" which includes all tests in the
src subdirectory of the project root. Tests that require a particular
feature will be skipped implicitly. If you want to explicitly skip tests that
depend on a currently installed feature, use

make test tests="-m 'not azure' src"





This will run only the tests that don’t depend on the azure extra, even if
that extra is currently installed. Note the distinction between the terms
feature and extra. Every extra is a feature but there are features that are
not extras, the gridengine and parasol features fall into that
category. So in order to skip tests involving both the Parasol feature and the
Azure extra, the following can be used:

make test tests="-m 'not azure and not parasol' src"






Running Mesos tests

See Apache Mesos. Be sure to create the virtualenv with
--system-site-packages to include the Mesos Python bindings. Verify by
activating the virtualenv and running .. pip list | grep mesos. On OS X,
this may come up empty. To fix it, run the following:

for i in /usr/local/lib/python2.7/site-packages/*mesos*; do ln -snf $i venv/lib/python2.7/site-packages/ ; done












Cloud installation


Installation on AWS for distributed computing

We use CGCloud [https://github.com/BD2KGenomics/cgcloud/] to provision instances and clusters in AWS. Thorough documentation of CGCloud [https://github.com/BD2KGenomics/cgcloud/] can be found
in the CGCloud-core [https://github.com/BD2KGenomics/cgcloud/blob/master/core/README.rst] and CGCloud-toil [https://github.com/BD2KGenomics/cgcloud/blob/master/toil/README.rst] documentation. Brief steps will be provided to those
interested in using CGCloud [https://github.com/BD2KGenomics/cgcloud/] for provisioning.


CGCloud in a nutshell

Setting up clusters with CGCloud [https://github.com/BD2KGenomics/cgcloud/] has the benefit of coming pre-packaged with Toil and Mesos, our preferred
batch system for running on AWS. If you encounter any issues following these steps, check official documentation
which contains Troubleshooting sections.


	virtualenv ~/cgcloud



	source ~/cgcloud/bin/activate



	pip install cgcloud-core



	pip install cgcloud-toil



	
	Add the following to your ~/.profile, use the appropriate region for your account.

	5a. export CGCLOUD_ZONE=us-west-2a

5b. export CGCLOUD_PLUGINS="cgcloud.toil:$CGCLOUD_PLUGINS"







	Setup credentials for your AWS account in ~/.aws/credentials:

[default]
aws_access_key_id=PASTE_YOUR_FOO_ACCESS_KEY_ID_HERE
aws_secret_access_key=PASTE_YOUR_FOO_SECRET_KEY_ID_HERE
region=us-west-2







	
	Register your SSH key. You can create one with ssh-keygen.

	7a. cgcloud register-key ~/.ssh/id_rsa.pub







	
	Create a template toil-box which will contain necessary prerequisites

	8a. cgcloud create -IT toil-box







	
	Create a small leader/worker cluster

	9a. cgcloud create-cluster toil -s 2 -t m3.large







	SSH into the leader: cgcloud ssh toil-leader





At this point, any toil script can be run on the distributed AWS cluster following instructions in Running on AWS.






Installation on Azure

[image: http://azuredeploy.net/deploybutton.png]
 [https://portal.azure.com/#create/Microsoft.Template/uri/https%3A%2F%2Fraw.githubusercontent.com%2FBD2KGenomics%2Ftoil%2Fmaster%2Fcontrib%2Fazure%2Fazuredeploy.json]While CGCloud does not currently support cloud providers other than Amazon, Toil comes with a cluster template to facilitate easy deployment of clusters running Toil on Microsoft Azure. The template allows these clusters to be created and managed through the Azure portal.

Detailed information about the template is available here [https://github.com/BD2KGenomics/toil/blob/master/contrib/azure/README.md].

To use the template to set up a Toil Mesos cluster on Azure, follow these steps.


	Make sure you have an SSH RSA public key, usually stored in ~/.ssh/id_rsa.pub. If not, you can use ssh-keygen -t rsa to create one.



	Click on the deploy button above, or navigate to https://portal.azure.com/#create/Microsoft.Template/uri/https%3A%2F%2Fraw.githubusercontent.com%2FBD2KGenomics%2Ftoil%2Fmaster%2Fcontrib%2Fazure%2Fazuredeploy.json in your browser.



	If necessary, sign into the Microsoft account that you use for Azure.



	You should be presented with a screen resembling the following:

[image: _images/azurescreenshot1.png]


	Fill out the form on the far right (marked “1” in the image), giving the following information. Important fields for which you will want to override the defaults are in bold:


	AdminUsername: Enter a username for logging into the cluster. It is easiest to set this to match your username on your local machine.

	AdminPassword: Choose a strong root password. Since you will be configuring SSH keys, you will not actually need to use this password to log in in practice, so choose something long and complex and store it safely.

	DnsNameForMastersPublicIp: Enter a unique DNS name fragment to identify your cluster within your region. For example, if you are putting your cluster in westus, and you choose awesomecluster, your cluster’s public IP would be assigned the name awesomecluster.westus.cloudapp.azure.com.

	JumpboxConfiguration: If you would like, you can select to have either a Linux or Windows “jumpbox” with remote desktop software set up on the cluster’s internal network. By default this is turned off, since it is unnecessary.

	DnsNameForJumpboxPublicIp: If you are using a jumpbox, enter another unique DNS name fragment here to set its DNS name. See DnsNameForMastersPublicIp above.

	NewStorageAccountNamePrefix: Enter a globally unique prefix to be used in the names of new storage accounts created to support the cluster. Storage account names must be 3 to 24 characters long, include only numbers and lower-case letters, and be globally unique. Since the template internally appends to this prefix, it must be shorter than the full 24 characters. Up to 20 should work.

	AgentCount: Choose how many agents (i.e. worker nodes) you want in the cluster. Be mindful of your Azure subscription limits on both VMs (20 per region by default) and total cores (also 20 per region by default); if you ask for more agents or more total cores than you are allowed, you will not get them all, errors will occur during template instantiation, and the resulting cluster will be smaller than you wanted it to be.

	AgentVmSize: Choose from the available VM instance sizes to determine how big each node will be. Again, be mindful of your Azure subscription’s core limits. Also be mindful of how many cores and how much disk and memory your Toil jobs will need: if any requirement is greater than that provided by an entire node, a job may never be scheduled to run.

	MasterCount: Choose the number of “masters” or leader nodes for the cluster. By default only one is used, because although the underlying Mesos batch system supports master failover, currently Toil does not. You can increase this if multiple Toil jobs will be running and you want them to run from different leader nodes. Remember that the leader nodes also count against your VM and core limits.

	MasterVmSize: Select one of the available VM sizes to use for the leader nodes. Generally the leader node can be relatively small.

	MasterConfiguration: This is set to masters-are-not-agents by default, meaning that the leader nodes will not themselves run any jobs. If you are worried about wasting unused computing power on your leader nodes, you can set this to masters-are-agents to allow them to run jobs. However, this may slow them down for interactive use, making it harder to monitor and control your Toil workflows.

	JumpboxVmSize: If you are using a jumpbox, you can select a VM instance size for it to use here. Again, remember that it counts against your Azure subscription limits.

	ClusterPrefix: This prefix gets used to generate the internal hostnames of all the machines in the cluster. You can use it to give clusters friendly names to differentiate them. It has to be a valid part of a DNS name; you might consider setting it to match DnsNameForMastersPublicIp. You can also leave it at the default.

	SwarmEnabled: You can set this to true to install Swarm, a system for scheduling Docker containers. Toil does not use Swarm, and Swarm has a tendency to allocate all the cluster’s resources for itself, so you should probably leave this set to false unless you also find yourself needing a Swarm cluster.

	MarathonEnabled: You can set this to true to install Marathon, a scheduling system for persistent jobs run in Docker containers. It also has nothing to do with Toil, and should probably remains et to false.

	ChronosEnabled: You can set this to true to install Chronos, which is a way to periodically run jobs on the cluster. Unless you find yourself needing this functionality, leave this set to false. (All these extra frameworks are here because the Toil Azure template was derived from a Microsoft template for a generic Mesos cluster, offering these services.)

	ToilEnabled: You should leave this set to true. If you set it to false, Toil will not be installed on the cluster, which rather defeats the point.

	SshRsaPublicKey: Replace default with your SSH public key contents, beginning with ssh-rsa. Paste in the whole line. Only one key is supported, and as the name suggests it must be an RSA key. This enables SSH key-based login on the cluster.

	GithubSource: If you would like to install Toil from a nonstandard fork on Github (for example, installing a version inclusing your own patches), set this to the Github fork (formatted as <username>/<reponame>) from which Toil should be downloaded and installed. If not, leave it set to the default of BD2KGenomics/toil.

	GithubBranch: To install Toil from a branch other than master, enter the name of its branch here. For example, for the latest release of Toil 3.1, enter releases/3.1.x. By default, you will get the latest and greatest Toil, but it may have bugs or breaking changes introduced since the last release.





	Click OK (marked “2” in the screenshot).



	Choose a subscription and select or create a Resource Group (marked “3” in the screenshot). If creating a Resource Group, select a region in which to place it. It is recommended to create a new Resource Group for every cluster; the template creates a large number of Azure entitites besides just the VMs (like virtual networks), and if they are organized into their own Resource Group they can all be cleaned up at once when you are done with the cluster, by deleting the Resource Group.



	Read the Azure terms of service (by clicking on the item marked “4” in the screenshot) and accept them by clicking the “Create” button on the right (not shown). This is the contract that you are accepting with Microsoft, under which you are purchasing the cluster.



	Click the main “Create” button (marked “5” in the screenshot). This will kick off the process of creating the cluster.



	Eventually you will receive a notification (Bell icon on the top bar of the Azure UI) letting you know that your cluster has been created. At this point, you should be able to connect to it; however, note that it will not be ready to run any Toil jobs until it is finished setting itself up.



	SSH into the first (and by default only) leader node. For this, you need to know the AdminUsername and DnsNameForMastersPublicIp you set above, and the name of the region you placed your cluster in. If you named your user phoebe and named your cluster toilisgreat, and placed it in the centralus region, the hostname of the cluster would be toilisgreat.centralus.cloudapp.azure.com, and you would want to connect as phoebe. SSH is forwarded through the cluster’s load balancer to the first leader node on port 2211, so you would run ssh phoebe@toilisgreat.centralus.cloudapp.azure.com -p 2211.



	Wait for the leader node to finish setting itself up. Run tail -f /var/log/azure/cluster-bootstrap.log and wait until the log reaches the line completed mesos cluster configuration. At that point, kill tail with a ctrl-c. Your leader node is now ready.



	At this point, you can start running Toil jobs, using the Mesos batch system (by passing --batchSystem mesos --mesosMaster 10.0.0.5:5050) and the Azure job store (for which you will need a separate Azure Storage account set up, ideally in the same region as your cluster but in a different Resource Group). The nodes of the cluster may take a few more minutes to finish installing, but when they do they will report in to Mesos and begin running any scheduled jobs.



	Whan you are done running your jobs, go back to the Azure portal, find the Resource Group you created for your cluster, and delete it. This will destroy all the VMs and any data stored on them, and stop Microsoft charging you money for keeping the cluster around. As long as you used a separate Asure Storage account in a different Resource Group, any information kept in the job stores and file stores you were using will be retained.





For more information about how your new cluster is organized, for information on how to access the Mesos Web UI, or for troubleshooting advice, please see the template documentation [https://github.com/BD2KGenomics/toil/blob/master/contrib/azure/README.md].




Installation on OpenStack

Our group is working to expand distributed cluster support to OpenStack by providing
convenient Docker containers to launch Mesos from. Currently, OpenStack nodes can be setup
to run Toil in singleMachine mode following the basic installation instructions: Basic installation




Installation on Google Compute Engine

Support for running on Google Cloud is experimental, and our group is working to expand
distributed cluster support to Google Compute by writing a cluster provisioning tool based around
a Dockerized Mesos setup. Currently, Google Compute Engine nodes can be configured to
run Toil in singleMachine mode following the basic installation instructions: Basic installation
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Running a workflow


Running quick start

Starting with Python, a Toil workflow can be run with just three steps.


	pip install toil



	Copy and paste the following code block into HelloWorld.py:

from toil.job import Job

def helloWorld(message, memory="2G", cores=2, disk="3G"):
    return "Hello, world!, here's a message: %s" % message

j = Job.wrapFn(helloWorld, "You did it!")

if __name__=="__main__":
    parser = Job.Runner.getDefaultArgumentParser()
    options = parser.parse_args()
    print Job.Runner.startToil(j, options) #Prints Hello, world!, ...







	python HelloWorld.py file:jobStore





Now you have run Toil on singleMachine (default batch system) using the FileStore job store. The first
positional argument after the .py is the location of the job store, a place where intermediate files are
written to. In this example, a folder called jobStore will be created where HelloWorld.py is run from.
Information on the jobStore can be found at The job store interface.

Run python HelloWorld.py --help to see a complete list of available options.

For something beyond a hello world example, refer to Running a Toil pipeline in detail




Running CWL workflows

The Common Workflow Language [http://commonwl.org] (CWL) is an emerging standard for writing
workflows that are portable across multiple workflow engines and platforms.  To
run workflows written using CWL, first ensure that Toil is installed with the
“cwl” extra as described in Basic installation.  This will install the
executables cwl-runner and cwltoil (these are identical, where
cwl-runner is the portable name for the default system CWL runner).  To
learn more about CWL, see the CWL User Guide [http://commonwl.org/draft-3/UserGuide.html].

To run in local batch mode, simply provide the CWL file and the input object
file:

cwltoil example.cwl example-job.yml





To run in cloud and HPC configurations, you may need to provide additional
command line parameters to select and configure the batch system to use.
Consult the appropriate sections.




Running a Toil pipeline in detail

For a detailed example and explanation, we’ll walk through running a pipeline
that performs merge-sort on a temporary file.


	Copy and paste the following code into toil-sort-example.py:

from __future__ import absolute_import
from argparse import ArgumentParser
import os
import logging
import random

from toil.job import Job


def setup(job, input_file, n, down_checkpoints):
    """Sets up the sort.
    """
    # Write the input file to the file store
    input_filestore_id = job.fileStore.writeGlobalFile(input_file, True)
    job.fileStore.logToMaster(" Starting the merge sort ")
    job.addFollowOnJobFn(cleanup, job.addChildJobFn(down,
                                                    input_filestore_id, n,
                                                    down_checkpoints=down_checkpoints,
                                                    memory='1000M').rv(), input_file)


def down(job, input_file_store_id, n, down_checkpoints):
    """Input is a file and a range into that file to sort and an output location in which
    to write the sorted file.
    If the range is larger than a threshold N the range is divided recursively and
    a follow on job is then created which merges back the results else
    the file is sorted and placed in the output.
    """
    # Read the file
    input_file = job.fileStore.readGlobalFile(input_file_store_id, cache=False)
    length = os.path.getsize(input_file)
    if length > n:
        # We will subdivide the file
        job.fileStore.logToMaster("Splitting file: %s of size: %s"
                                  % (input_file_store_id, length), level=logging.CRITICAL)
        # Split the file into two copies
        mid_point = get_midpoint(input_file, 0, length)
        t1 = job.fileStore.getLocalTempFile()
        with open(t1, 'w') as fH:
            copy_subrange_of_file(input_file, 0, mid_point + 1, fH)
        t2 = job.fileStore.getLocalTempFile()
        with open(t2, 'w') as fH:
            copy_subrange_of_file(input_file, mid_point + 1, length, fH)
        # Call down recursively
        return job.addFollowOnJobFn(up, job.addChildJobFn(down, job.fileStore.writeGlobalFile(t1), n,
                                    down_checkpoints=down_checkpoints, memory='1000M').rv(),
                                    job.addChildJobFn(down, job.fileStore.writeGlobalFile(t2), n,
                                                      down_checkpoints=down_checkpoints,
                                                      memory='1000M').rv()).rv()
    else:
        # We can sort this bit of the file
        job.fileStore.logToMaster("Sorting file: %s of size: %s"
                                  % (input_file_store_id, length), level=logging.CRITICAL)
        # Sort the copy and write back to the fileStore
        sort(input_file)
        return job.fileStore.writeGlobalFile(input_file)


def up(job, input_file_id_1, input_file_id_2):
    """Merges the two files and places them in the output.
    """
    with job.fileStore.writeGlobalFileStream() as (fileHandle, output_id):
        with job.fileStore.readGlobalFileStream(input_file_id_1) as inputFileHandle1:
            with job.fileStore.readGlobalFileStream(input_file_id_2) as inputFileHandle2:
                merge(inputFileHandle1, inputFileHandle2, fileHandle)
                job.fileStore.logToMaster("Merging %s and %s to %s"
                                          % (input_file_id_1, input_file_id_2, output_id))
        # Cleanup up the input files - these deletes will occur after the completion is successful.
        job.fileStore.deleteGlobalFile(input_file_id_1)
        job.fileStore.deleteGlobalFile(input_file_id_2)
        return output_id


def cleanup(job, temp_output_id, output_file):
    """Copies back the temporary file to input once we've successfully sorted the temporary file.
    """
    job.fileStore.readGlobalFile(temp_output_id, userPath=output_file)
    job.fileStore.logToMaster("Finished copying sorted file to output: %s" % output_file)


# convenience functions
def sort(file):
    """Sorts the given file.
    """
    filehandle = open(file, 'r')
    lines = filehandle.readlines()
    filehandle.close()
    lines.sort()
    filehandle = open(file, 'w')
    for line in lines:
        filehandle.write(line)
    filehandle.close()


def merge(filehandle_1, filehandle_2, output_filehandle):
    """Merges together two files maintaining sorted order.
    """
    line2 = filehandle_2.readline()
    for line1 in filehandle_1.readlines():
        while line2 != '' and line2 <= line1:
            output_filehandle.write(line2)
            line2 = filehandle_2.readline()
        output_filehandle.write(line1)
    while line2 != '':
        output_filehandle.write(line2)
        line2 = filehandle_2.readline()


def copy_subrange_of_file(input_file, file_start, file_end, output_filehandle):
    """Copies the range (in bytes) between fileStart and fileEnd to the given
    output file handle.
    """
    with open(input_file, 'r') as fileHandle:
        fileHandle.seek(file_start)
        data = fileHandle.read(file_end - file_start)
        assert len(data) == file_end - file_start
        output_filehandle.write(data)


def get_midpoint(file, file_start, file_end):
    """Finds the point in the file to split.
    Returns an int i such that fileStart <= i < fileEnd
    """
    filehandle = open(file, 'r')
    mid_point = (file_start + file_end) / 2
    assert mid_point >= file_start
    filehandle.seek(mid_point)
    line = filehandle.readline()
    assert len(line) >= 1
    if len(line) + mid_point < file_end:
        return mid_point + len(line) - 1
    filehandle.seek(file_start)
    line = filehandle.readline()
    assert len(line) >= 1
    assert len(line) + file_start <= file_end
    return len(line) + file_start - 1


def make_file_to_sort(file_name, lines, line_length):
    with open(file_name, 'w') as fileHandle:
        for _ in xrange(lines):
            line = "".join(random.choice('actgACTGNXYZ') for _ in xrange(line_length - 1)) + '\n'
            fileHandle.write(line)


def main():
    parser = ArgumentParser()
    Job.Runner.addToilOptions(parser)

    parser.add_argument('--num-lines', default=1000, help='Number of lines in file to sort.', type=int)
    parser.add_argument('--line-length', default=50, help='Length of lines in file to sort.', type=int)
    parser.add_argument("--N",
                        help="The threshold below which a serial sort function is used to sort file. "
                        "All lines must of length less than or equal to N or program will fail",
                        default=10000)

    options = parser.parse_args()

    if int(options.N) <= 0:
        raise RuntimeError("Invalid value of N: %s" % options.N)

    make_file_to_srt(file_name='file_to_sort.txt', lines=options.num_lines, line_length=options.line_length)

    # Now we are ready to run
    Job.Runner.startToil(Job.wrapJobFn(setup, 'file_to_sort.txt', int(options.N), False,
                                       memory='1000M'), options)

if __name__ == '__main__':
    main()







	Run with default settings: python toil-sort-example.py file:jobStore.



	Run with options: python toil-sort-example.py file:jobStore --num-lines 5000 --line-length 10 --workDir /tmp/





The if __name__ == '__main__' boilerplate is required to enable Toil to import the job
functions defined in the script into the context of a Toil worker process. By invoking the script
you created the leader process. A worker process is a separate process whose sole purpose is to
host the execution of one or more jobs defined in that script. When using the single-machine batch
system (the default), the worker processes will be running on the same machine as the leader
process. With full-fledged batch systems like Mesos the worker processes will typically be started
on separate machines. The boilerplate ensures that the pipeline is only started once–on the
leader–but not when its job functions are imported and executed on the individual workers.

Typing python toil-sort-example.py --help will show the complete list of arguments for the workflow which includes
both Toil’s and ones defined inside toil-sort-example.py.  A complete explanation of Toil’s arguments can be found
in Command line interface and arguments.


Changing the log statements

When we run the pipeline, we see some logs printed to the screen.  At the top there’s some information provided
to the user about the environment Toil is being setup in, and then as the pipeline runs we get INFO level messages
from the batch system that tell us when jobs are being executed.  We also see both INFO and CRITICAL level messages
that are in the user script.  By changing the logLevel, we can change what we see output to screen. For only
CRITICAL level messages: python toil-sort-examply.py file:jobStore --logLevel=critical.  This hides most of the
information we get from the Toil run. For more detail, we can run the pipeline with --logLevel=debug
to see a comprehensive output.  For more information see Logging.




Restarting after introducing a bug

Let’s now introduce a bug in the code, so we can understand what a failure looks like in Toil, and how we would go about
resuming the pipeline. On line 30, the first line of the down() function, let’s add the line
assert 1==2, 'Test Error!'.  Now when we run the pipeline, python toil-sort-example.py file:jobStore, we’ll
see a failure log under the header - - - TOIL WORKER OUTPUT LOG- - -, that contains the stack trace. We see
a detailed message telling us that on line 30, in the down fuction, we encountered an error.

If we try and run the pipeline again, we get an error message telling us that a jobStore of the same name already
exists.  The default behavior for the job store is that it is not cleaned up in the event of failure
so that you can restart it from the last succesful job. We can restart the pipeline by running
python toil-sort-example.py file:jobStore --restart.  We can also change the number of times Toil will
attempt to retry a failed job, python toil-sort-example.py --retryCount 2 --restart.
You’ll now see Toil attempt to rerun the failed job, decrementing a counter until that job has exhausted the
retry count.  --retryCount is useful for non-systemic errors, like downloading a file that may experience
a sporadic interruption, or some other non-deterministic failure.

To succesfully restart our pipeline, we can edit our script to comment out line 30, or remove it, and then run
python toil-sort-example.py --restart. The pipeline will successfully complete, and the job store will be removed.




Getting stats from our pipeline run

We can execute the pipeline to let use retrieve statistics with python toil-sort-example.py --stats.  Our
pipeline will finish successfully, but leave behind the job store.  Now we can type toil stats file:jobStore and
get back information about total runtime and stats pertaining to each job function.

We can then cleanup our jobStore by running toil clean file:jobStore








Running in the cloud

There are several recommended ways to run Toil jobs in the cloud. Of these, running on Amazon Web Services (AWS) is currently the best-supported solution.

On all cloud providers, it is recommended that you run long-running jobs on remote systems under screen. Simply type screen to open a new screen` session. Later, type ``ctrl-a and then d to disconnect from it, and run screen -r to reconnect to it. Commands running under screen will continue running even when you are disconnected, allowing you to unplug your laptop and take it home without ending your Toil jobs.


Running on AWS

See Installation on AWS for distributed computing to get setup for running on AWS.

Having followed the Running quick start guide, the user can run their HelloWorld.py script on a distributed cluster
just by modifiying the run command.  Since our cluster is distributed, we’ll use the AWS Jobstore
which creates a job store in S3 instead of on file system.

Place the HelloWorld.py script on the leader node, and run:

python --batchSystem=mesos --mesosMaster=mesos-master:5050 \
                HelloWorld.py aws:us-west-2:my-s3-jobstore





To run a CWL workflow:

cwltoil --batchSystem=mesos --mesosMaster=mesos-master:5050 \
                --jobStore=aws:us-west-2:my-s3-jobstore \
                example.cwl example-job.yml





When running a CWL workflow on AWS, input files can be provided either on the
local file system or in S3 buckets using s3:// URL references.  Final output
files will be copied to the local file system of the leader node.




Running on Azure

See Installation on Azure to get setup for running on Azure. This section assumes that you are SSHed into your cluster’s leader node.

The Azure templates do not create a shared filesystem; you need to use the Azure Jobstore, which needs an Azure Storage Account in which to store its job data. (Note that you can store multiple job stores in a single Azure Storage Account.)

To create a new Storage Account, if you do not already have one:


	Click here [https://portal.azure.com/#create/Microsoft.StorageAccount], or navigate to https://portal.azure.com/#create/Microsoft.StorageAccount in your browser.

	If necessary, log into the Microsoft Account that you use for Azure.

	Fill out the presented form. The Name for the account, notably, must be a 3-to-24-character string of letters and lowercase numbers that is globally unique. For Deployment model, choose “Resource manager”. For Resource group, choose or create a resource group different than the one in which you created your cluster. For Location, choose the same region that you used for your cluster.

	Press the “Create” button. Wait for your Storage Account to be created; you should get a notification in the notifications area at the upper right.



Once you have a Storage Account, you need to authorize the cluster to access the Storage Account, by giving it the access key. To do find your Storage Account’s access key:


	When your Storage Account has been created, open it up and click the “Settings” icon.

	In the “Settings” panel, select “Access keys”.

	Select the text in the “Key1” box and copy it to the clipboard, or use the copy-to-clipboard icon.



You then need to share the key with the cluster. To do this temporarily, for the duration of an SSH or screen session:


	On the leader node, run export AZURE_ACCOUNT_KEY="<KEY>", replacing <KEY> with the access key you copied from the Azure portal.



To do this permanently:


	On the leader node, run nano ~/.toilAzureCredentials.



	In the editor that opens, navigate with the arrow keys, and give the file the following contents:

[AzureStorageCredentials]
<accountname>=<accountkey>





Be sure to replace <accountname> with the name that you used for your Azure Storage Account, and <accountkey> with the key you obtained above. (If you want, you can have multiple accounts with different keys in this file, by adding multipe lines. If you do this, be sure to leave the AZURE_ACCOUNT_KEY environment variable unset.)



	Press ctrl-o to save the file, and ctrl-x to exit the editor.





Once that’s done, you are now ready to actually execute a job, storing your job store in that Azure Storage Account. Assuming you followed the Running quick start guide above, you have an Azure Storage Account created, and you have placed the Storage Account’s access key on the cluster, you can run the HelloWorld.py script by doing the following:


	Place your script on the leader node, either by downloading it from the command line or typing or copying it into a command-line editor.



	Run the command:

python --batchSystem=mesos --mesosMaster=10.0.0.5:5050 \
                HelloWorld.py azure:<accountname>:hello-world001





To run a CWL workflow:

cwltoil --batchSystem=mesos --mesosMaster=10.0.0.5:5050 \
                --jobStore=azure:<accountname>:hello-world001 \
                example.cwl example-job.yml





Be sure to replace <accountname> with the name of your Azure Storage Account.





Note that once you run a job with a particular job store name (the part after the account name) in a particular Storage Account, you cannot re-use that name in that account unless one of the following happens:


	You are restarting the same job with the --restart option.

	You clean the job store with toil clean azure:<accountname>:<jobstore>.

	You delete all the items created by that job, and the main job store table used by Toil, from the account (destroying all other job stores using the account).

	The job finishes successfully and cleans itself up.






Running on Open Stack

After getting setup with Installation on OpenStack, Toil scripts can be run just by designating a job store
location as shown in Running quick start.  The location of temporary directories Toil creates to run jobs
can be specified with --workDir:

python HelloWorld.py file:jobStore --workDir /tmp/








Running on Google Compute Engine

After getting setup with Installation on Google Compute Engine, Toil scripts can be run just by designating a job store
location as shown in Running quick start.

If you wish to use the Google Storage job store, you must install Toil with the ‘google’ extra.
Having done this, you must create a file named ‘.boto’ in your home directory with the following format:

[Credentials]
gs_access_key_id = KEY_ID
gs_secret_access_key = SECRET_KEY

[Boto]
https_validate_certificates = True

[GSUtil]
content_language = en
default_api_version = 2





The gs_access_key_id and gs_secret_access_key can be generated by navigating to your Google Cloud Storage console and clicking on ‘Settings’.
Then, on the Settings page, navigate to the Interoperability tab and click ‘Enable interoperability access’. On this page you can now click ‘Create a new key’ to generate an access key and a matching secret.
Insert these into their respective places in the .boto file and you will be able to use a Google job store when invoking a Toil script, as in the following example:

python HelloWorld.py google:projectID:jobStore





The ‘projectID’ component of the job store argument above refers your Google Cloud project ID in the Google Cloud Console, and will be visible in the console’s banner at the top of the screen.
The ‘jobStore’ component is a name of your choosing that you will use to refer to this job store.
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Command line interface and arguments

Toil provides many command line options when running a toil script (see Running a workflow),
or using Toil to run a CWL or WDL script. Many of these are described below.
For most Toil scripts executing ‘–help’ will show this list of options.

It is also possible to set and manipulate the options described when invoking a
Toil workflow from within Python using toil.job.Job.Runner.getDefaultOptions(), e.g.:

options = Job.Runner.getDefaultOptions("./toilWorkflow") # Get the options object
options.logLevel = "INFO" # Set the log level to the info level.

Job.Runner.startToil(Job(), options) # Run the script






Logging

Toil hides stdout and stderr by default except in case of job failure.
For more robust logging options (default is INFO), use --logDebug or more generally, use
--logLevel=, which may be set to either OFF (or CRITICAL), ERROR, WARN (or WARNING),
INFO or DEBUG. Logs can be directed to a file with --logFile=.

If large logfiles are a problem, --maxLogFileSize (in bytes) can be set as well as --rotatingLogging, which
prevents logfiles from getting too large.




Stats

The --stats argument records statistics about the Toil workflow in the job store. After a Toil run has finished,
the entrypoint toil stats <jobStore> can be used to return statistics about cpu, memory, job duration, and more.
The job store will never be deleted with --stats, as it overrides --clean.




Restart

In the event of failure, Toil can resume the pipeline by adding the argument --restart and rerunning the
python script. Toil pipelines can even be edited and resumed which is useful for development or troubleshooting.




Clean

If a Toil pipeline didn’t finish successfully, or is using a variation of --clean, the job store will exist
until it is deleted. toil clean <jobStore> ensures that all artifacts associated with a job store are removed.
This is particularly useful for deleting AWS job stores, which reserves an SDB domain as well as an S3 bucket.

The deletion of the job store can be modified by the --clean argument, and may be set to always, onError,
never, or onSuccess (default).

Temporary directories where jobs are running can also be saved from deletion using the --cleanWorkDir, which has
the same options as --clean.  This option should only be run when debugging, as intermediate jobs will fill up
disk space.




Batch system

Toil supports several different batch systems using the --batchSystem argument.
More information in the The batch system interface.




Default cores, disk, and memory

Toil uses resource requirements to intelligently schedule jobs. The defaults for cores (1), disk (2G), and memory (2G),
can all be changed using --defaultCores, --defaultDisk, and --defaultMemory. Standard suffixes
like K, Ki, M, Mi, G or Gi are supported.




Job store

Running toil scripts has one required positional argument: the job store.  The default job store is just a path
to where the user would like the job store to be created. To use the Running quick start example,
if you’re on a node that has a large /scratch volume, you can specify the jobstore be created there by
executing: python HelloWorld.py /scratch/my-job-store, or more explicitly,
python HelloWorld.py file:/scratch/my-job-store.  Toil uses the colon as way to explicitly name what type of
job store the user would like.  Different types of job store options can be looked up in The job store interface.




Miscellaneous

Here are some additional useful arguments that don’t fit into another category.


	--workDir sets the location where temporary directories are created for running jobs.

	--retryCount sets the number of times to retry a job in case of failure. Useful for non-systemic failures like HTTP requests.

	--sseKey accepts a path to a 32-byte key that is used for server-side encryption when using the AWS job store.

	--cseKey accepts a path to a 256-bit key to be used for client-side encryption on Azure job store.

	--setEnv <NAME=VALUE> sets an environment variable early on in the worker
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Developing a workflow

This tutorial walks through the features of Toil necessary for developing a workflow
using the Toil Python API.


Scripting quick start

To begin, consider this short toil script which illustrates defining a workflow:

from toil.job import Job

def helloWorld(message, memory="2G", cores=2, disk="3G"):
    return "Hello, world!, here's a message: %s" % message

j = Job.wrapFn(helloWorld, "woot")

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflow")
    print Job.Runner.startToil(j, options) #Prints Hello, world!, ...





The workflow consists of a single job. The resource
requirements for that job are (optionally) specified by keyword arguments (memory, cores, disk).
The script is run using toil.job.Job.Runner.getDefaultOptions().
Below we explain the components of this code in detail.




Job basics

The atomic unit of work in a Toil workflow is a job (toil.job.Job). User
scripts inherit from this base class to define units of work.
For example, here is a more long-winded class-based version of the job in the quick start example:

from toil.job import Job

class HelloWorld(Job):
    def __init__(self, message):
        Job.__init__(self,  memory="2G", cores=2, disk="3G")
        self.message = message

    def run(self, fileStore):
        return "Hello, world!, here's a message: %s" % self.message





In the example a class, HelloWorld, is defined.
The constructor requests 2 gigabytes of memory, 2 cores and 3 gigabytes of local disk
to complete the work.

The toil.job.Job.run() method is the function the user overrides to get work done.
Here it just logs a message using toil.job.Job.FileStore.logToMaster(), which
will be registered in the log output of the leader process of the workflow.




Invoking a workflow

We can add to the previous example to turn it into a complete workflow by adding
the necessary function calls to create an instance of HelloWorld and to run this
as a workflow containing a single job. This uses the toil.job.Job.Runner
class, which is used to start and resume Toil workflows. For example:

from toil.job import Job

class HelloWorld(Job):
    def __init__(self, message):
        Job.__init__(self,  memory="2G", cores=2, disk="3G")
        self.message = message

    def run(self, fileStore):
        return "Hello, world!, here's a message: %s" % self.message

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    print Job.Runner.startToil(HelloWorld("woot"), options)





Alternatively, the more powerful toil.common.Toil class can be used to run and resume
workflows. It is used as a context manager and allows for preliminary setup, such as staging of
files into the job store on the leader node. An instance of the class is initialized by specifying
an options object. The actual workflow is then invoked by calling the toil.common.Toil.start()
method, passing the root job of the workflow, or, if a workflow is being restarted, toil.common.Toil.restart()
should be used. Note that the context manager should have explicit if else branches addressing restart and
non restart cases. The boolean value for these if else blocks is toil.options.restart.

For example:

from toil.job import Job
from toil.common import Toil

class HelloWorld(Job):
    def __init__(self, message):
        Job.__init__(self,  memory="2G", cores=2, disk="3G")
        self.message = message

    def run(self, fileStore):
        fileStore.logToMaster("Hello, world!, I have a message: %s"
                              % self.message)
if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"

    with Toil(options) as toil:
        if not toil.options.restart:
            job = HelloWorld("Smitty Werbenmanjensen, he was #1")
            toil.start(job)
        else:
            toil.restart()





The call to toil.job.Job.Runner.getDefaultOptions() creates a set of default
options for the workflow. The only argument is a description of how to store the
workflow’s state in what we call a job-store. Here the job-store is contained
in a directory within the current working directory
called “toilWorkflowRun”. Alternatively this string can encode other ways to store the
necessary state, e.g. an S3 bucket or Azure
object store location. By default the job-store is deleted if the workflow completes
successfully.

The workflow is executed in the final line, which creates an instance of HelloWorld and
runs it as a workflow. Note all Toil workflows start from a single starting job, referred to as
the root job. The return value of the root job is returned as the result of the completed
workflow (see promises below to see how this is a useful feature!).




Specifying arguments via the command line

To allow command line control of the options we can use the
toil.job.Job.Runner.getDefaultArgumentParser()
method to create a argparse.ArgumentParser object which can be used to
parse command line options for a Toil script. For example:

from toil.job import Job

class HelloWorld(Job):
    def __init__(self, message):
        Job.__init__(self,  memory="2G", cores=2, disk="3G")
        self.message = message

    def run(self, fileStore):
        return "Hello, world!, here's a message: %s" % self.message

if __name__=="__main__":
    parser = Job.Runner.getDefaultArgumentParser()
    options = parser.parse_args()
    print Job.Runner.startToil(HelloWorld("woot"), options)





Creates a fully fledged script with all the options Toil exposed as command line
arguments. Running this script with “–help” will print the full list of options.

Alternatively an existing argparse.ArgumentParser or
optparse.OptionParser object can have Toil script command line options
added to it with the toil.job.Job.Runner.addToilOptions() method.




Resuming a workflow

In the event that a workflow fails, either because of programmatic error within
the jobs being run, or because of node failure, the workflow can be resumed. Workflows
can only not be reliably resumed if the job-store itself becomes corrupt.

Critical to resumption is that jobs can be rerun, even if they have apparently completed successfully.
Put succinctly, a user defined job should not corrupt its input arguments. That way, regardless of node, network
or leader failure the job can be restarted and the workflow resumed.

To resume a workflow specify the “restart” option in the options object passed to
toil.job.Job.Runner.startToil(). If node failures are expected it can also be useful
to use the integer “retryCount” option, which will attempt to rerun a job retryCount
number of times before marking it fully failed.

In the common scenario that a small subset of jobs fail (including retry attempts)
within a workflow Toil will continue to run other jobs until it can do no more, at
which point toil.job.Job.Runner.startToil() will raise a toil.job.leader.FailedJobsException
exception. Typically at this point the user can decide to fix the script and resume the workflow
or delete the job-store manually and rerun the complete workflow.




Functions and job functions

Defining jobs by creating class definitions generally involves the boilerplate of creating
a constructor. To avoid this the classes toil.job.FunctionWrappingJob and
toil.job.JobFunctionWrappingTarget allow functions to be directly converted to
jobs.
For example, the quick start example (repeated here):

from toil.job import Job

def helloWorld(message, memory="2G", cores=2, disk="3G"):
    return "Hello, world!, here's a message: %s" % message

j = Job.wrapFn(helloWorld, "woot")

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    print Job.Runner.startToil(j, options)





Is equivalent to the previous example, but using a function to define the job.

The function
call:

Job.wrapFn(helloWorld, "woot")





Creates the instance of the toil.job.FunctionWrappingTarget that wraps the
function.

The keyword arguments memory, cores and disk allow resource requirements to be specified as before. Even
if they are not included as keyword arguments within a function header
they can be passed as arguments when wrapping a function as a job and will be used to specify resource requirements.

We can also use the function wrapping syntax to a
job function, a function whose first argument is a reference to the wrapping job.
Just like a self argument in a class, this allows access to the methods of the wrapping
job, see toil.job.JobFunctionWrappingTarget. For example:

from toil.job import Job

def helloWorld(job, message):
    job.fileStore.logToMaster("Hello world, "
    "I have a message: %s" % message) # This uses a logging function
    # of the Job.FileStore class

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"
    print Job.Runner.startToil(Job.wrapJobFn(helloWorld, "woot"), options)





Here helloWorld2 is a job function. It accesses the toil.job.Job.FileStore
attribute of the job to log a message that will be printed to the output console.
Here the only subtle difference to note is the
line:

Job.Runner.startToil(Job.wrapJobFn(helloWorld, "woot"), options)





Which uses the function toil.job.Job.wrapJobFn() to wrap the job function
instead of toil.job.Job.wrapFn() which wraps a vanilla function.




Workflows with multiple jobs

A parent job can have child jobs and follow-on jobs. These relationships are
specified by methods of the job class, e.g. toil.job.Job.addChild()
and toil.job.Job.addFollowOn().

Considering a set of jobs the nodes in a job graph and the child and follow-on
relationships the directed edges of the graph, we say that a job B that is on a directed
path of child/follow-on edges from a job A in the job graph is a successor of A,
similarly A is a predecessor of B.

A parent job’s child jobs are run directly after the parent job has completed, and in parallel.
The follow-on jobs of a job are run after its child jobs and their successors
have completed. They are also run in parallel. Follow-ons allow the easy specification of
cleanup tasks that happen after a set of parallel child tasks. The following shows
a simple example that uses the earlier helloWorld job function:

from toil.job import Job

def helloWorld(job, message, memory="2G", cores=2, disk="3G"):
    job.fileStore.logToMaster("Hello world, "
    "I have a message: %s" % message) # This uses a logging function
    # of the Job.FileStore class

j1 = Job.wrapJobFn(helloWorld, "first")
j2 = Job.wrapJobFn(helloWorld, "second or third")
j3 = Job.wrapJobFn(helloWorld, "second or third")
j4 = Job.wrapJobFn(helloWorld, "last")
j1.addChild(j2)
j1.addChild(j3)
j1.addFollowOn(j4)

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"
    Job.Runner.startToil(j1, options)





In the example four jobs are created, first j1 is run,
then j2 and j3 are run in parallel as children of j1,
finally j4 is run as a follow-on of j1.

There are multiple short hand functions to achieve the same workflow,
for example:

from toil.job import Job

def helloWorld(job, message, memory="2G", cores=2, disk="3G"):
    job.fileStore.logToMaster("Hello world, "
    "I have a message: %s" % message) # This uses a logging function
    # of the Job.FileStore class

j1 = Job.wrapJobFn(helloWorld, "first")
j2 = j1.addChildJobFn(helloWorld, "second or third")
j3 = j1.addChildJobFn(helloWorld, "second or third")
j4 = j1.addFollowOnJobFn(helloWorld, "last")

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"
    Job.Runner.startToil(j1, options)





Equivalently defines the workflow, where the functions toil.job.Job.addChildJobFn()
and toil.job.Job.addFollowOnJobFn() are used to create job functions as children or
follow-ons of an earlier job.

Jobs graphs are not limited to trees, and can express arbitrary directed acylic graphs. For a
precise definition of legal graphs see toil.job.Job.checkJobGraphForDeadlocks(). The previous
example could be specified as a DAG as
follows:

from toil.job import Job

def helloWorld(job, message, memory="2G", cores=2, disk="3G"):
    job.fileStore.logToMaster("Hello world, "
    "I have a message: %s" % message) # This uses a logging function
    # of the Job.FileStore class

j1 = Job.wrapJobFn(helloWorld, "first")
j2 = j1.addChildJobFn(helloWorld, "second or third")
j3 = j1.addChildJobFn(helloWorld, "second or third")
j4 = j2.addChildJobFn(helloWorld, "last")
j3.addChild(j4)

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"
    Job.Runner.startToil(j1, options)





Note the use of an extra child edge to make j4 a child of both j2 and j3.




Dynamic job creation

The previous examples show a workflow being defined outside of a job.
However, Toil also allows jobs to be created dynamically within jobs.
For example:

from toil.job import Job

def binaryStringFn(job, message="", depth):
    if depth > 0:
        job.addChildJobFn(binaryStringFn, message + "0", depth-1)
        job.addChildJobFn(binaryStringFn, message + "1", depth-1)
    else:
        job.fileStore.logToMaster("Binary string: %s" % message)

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"
    Job.Runner.startToil(Job.wrapJobFn(binaryStringFn, depth=5), options)





The binaryStringFn logs all possible binary strings of length n (here n=5), creating a total of 2^(n+2) - 1
jobs dynamically and recursively. Static and dynamic creation of jobs can be mixed
in a Toil workflow, with jobs defined within a job or job function being created
at run-time.




Promises

The previous example of dynamic job creation shows variables from a parent job
being passed to a child job. Such forward variable passing is naturally specified
by recursive invocation of successor jobs within parent jobs. This can also be
achieved statically by passing around references to the return variables of jobs.
In Toil this is achieved with promises, as illustrated in the following
example:

from toil.job import Job

def fn(job, i):
    job.fileStore.logToMaster("i is: %s" % i, level=100)
    return i+1

j1 = Job.wrapJobFn(fn, 1)
j2 = j1.addChildJobFn(fn, j1.rv())
j3 = j1.addFollowOnJobFn(fn, j2.rv())

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"
    Job.Runner.startToil(j1, options)





Running this workflow results in three log messages from the jobs: “i is 1” from j1,
“i is 2” from j2 and “i is 3” from j3.

The return value from the first job is promised to the second job by the call to
toil.job.Job.rv() in the
line:

j2 = j1.addChildFn(fn, j1.rv())





The value of j1.rv() is a promise, rather than the actual return value of the function,
because j1 for the given input has at that point not been evaluated. A promise
(toil.job.Promise) is essentially a pointer to the return value
that is replaced by the actual return value once it has been evaluated. Therefore when j2
is run the promise becomes 2.

Promises can be quite useful. For example, we can combine dynamic job creation
with promises to achieve a job creation process that mimics the functional patterns
possible in many programming
languages:

from toil.job import Job

def binaryStrings(job, message="", depth):
    if depth > 0:
        s = [ job.addChildJobFn(binaryStrings, message + "0",
                                depth-1).rv(),
              job.addChildJobFn(binaryStrings, message + "1",
                                depth-1).rv() ]
        return job.addFollowOnFn(merge, s).rv()
    return [message]

def merge(strings):
    return strings[0] + strings[1]

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    l = Job.Runner.startToil(Job.wrapJobFn(binaryStrings, depth=5), options)
    print l #Prints a list of all binary strings of length 5





The return value l of the workflow is a list of all binary strings of length 10,
computed recursively. Although a toy example, it demonstrates how closely Toil workflows
can mimic typical programming patterns.




Managing files within a workflow

It is frequently the case that a workflow will want to create files, both persistent and temporary,
during its run. The toil.job.Job.FileStore class is used by jobs to manage these
files in a manner that guarantees cleanup and resumption on failure.

The toil.job.Job.run() method has a file-store instance as an argument. The following example
shows how this can be used to create temporary files that persist for the length of the job,
be placed in a specified local disk of the node and that
will be cleaned up, regardless of failure, when the job
finishes:

from toil.job import Job

class LocalFileStoreJob(Job):
    def run(self, fileStore):
        scratchDir = fileStore.getLocalTempDir() #Create a temporary
        # directory safely within the allocated disk space
        # reserved for the job.

        scratchFile = fileStore.getLocalTempFile() #Similarly
        # create a temporary file.

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    #Create an instance of FooJob which will
    # have at least 10 gigabytes of storage space.
    j = LocalFileStoreJob(disk="10G")
    #Run the workflow
    Job.Runner.startToil(j, options)





Job functions can also access the file-store for the job. The equivalent of the LocalFileStoreJob
class is
equivalently:

def localFileStoreJobFn(job):
    scratchDir = job.fileStore.getLocalTempDir()
    scratchFile = job.fileStore.getLocalTempFile()





Note that the fileStore attribute is accessed as an attribute of the job argument.

In addition to temporary files that exist for the duration of a job, the file-store allows the
creation of files in a global store, which persists during the workflow and are globally
accessible (hence the name) between jobs.
For example:

from toil.job import Job
import os

def globalFileStoreJobFn(job):
    job.fileStore.logToMaster("The following example exercises all the"
                              " methods provided by the"
                              " Job.FileStore class")

    scratchFile = job.fileStore.getLocalTempFile() # Create a local
    # temporary file.

    with open(scratchFile, 'w') as fH: # Write something in the
        # scratch file.
        fH.write("What a tangled web we weave")

    # Write a copy of the file into the file-store;
    # fileID is the key that can be used to retrieve the file.
    fileID = job.fileStore.writeGlobalFile(scratchFile) #This write
    # is asynchronous by default

    # Write another file using a stream; fileID2 is the
    # key for this second file.
    with job.fileStore.writeGlobalFileStream(cleanup=True) as (fH, fileID2):
        fH.write("Out brief candle")

    # Now read the first file; scratchFile2 is a local copy of the file
    # that is read only by default.
    scratchFile2 = job.fileStore.readGlobalFile(fileID)

    # Read the second file to a desired location: scratchFile3.
    scratchFile3 = os.path.join(job.fileStore.getLocalTempDir(), "foo.txt")
    job.fileStore.readGlobalFile(fileID, userPath=scratchFile3)

    # Read the second file again using a stream.
    with job.fileStore.readGlobalFileStream(fileID2) as fH:
        print fH.read() #This prints "Out brief candle"

    # Delete the first file from the global file-store.
    job.fileStore.deleteGlobalFile(fileID)

    # It is unnecessary to delete the file keyed by fileID2
    # because we used the cleanup flag, which removes the file after this
    # job and all its successors have run (if the file still exists)

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    Job.Runner.startToil(Job.wrapJobFn(globalFileStoreJobFn), options)





The example demonstrates the global read, write and delete functionality of the file-store, using both
local copies of the files and streams to read and write the files. It covers all the methods
provided by the file-store interface.

What is obvious is that the file-store provides no functionality
to update an existing “global” file, meaning that files are, barring deletion, immutable.
Also worth noting is that there is no file system hierarchy for files in the global file
store. These limitations allow us to fairly easily support different object stores and to
use caching to limit the amount of network file transfer between jobs.


Staging of files into the job store

External files can be imported into or exported out of the job store prior to running a workflow
when the toil.common.Toil context manager is used on the leader. The context manager
provides methods toil.common.Toil.importFile(), and toil.common.Toil.exportFile() for
this purpose. The destination and source locations of such files are described with URLs passed
to the two methods. A list of the currently supported URLs can be found at
toil.jobStores.abstractJobStore.AbstractJobStore.importFile(). To import an external file
into the job store as a shared file, pass the optional sharedFileName parameter to that
method.

If a workflow fails for any reason an imported file acts as any other file in the job store. If the
workflow was configured such that it not be cleaned up on a failed run, the file will persist in the
job store and needs not be staged again when the workflow is resumed.

Example:

from toil.common import Toil
from toil.job import Job

class HelloWorld(Job):
    def __init__(self, inputFileID):
        Job.__init__(self,  memory="2G", cores=2, disk="3G")
        self.inputFileID = inputFileID

    with fileStore.readGlobalFileStream(self.inputFileID) as fi:
        with fileStore.writeGlobalFileStream() as (fo, outputFileID):
            fo.write(fi.read() + 'World!')
        return outputFileID


if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    options.logLevel = "INFO"


    with Toil(options) as toil:
        if not toil.options.restart:
            inputFileID = toil.importFile('file:///some/local/path')
            outputFileID = toil.start(HelloWorld(inputFileID))
        else:
            outputFileID = toil.restart()

        toil.exportFile(outputFileID, 'file:///some/other/local/path')










Services

It is sometimes desirable to run services, such as a database or server, concurrently
with a workflow. The toil.job.Job.Service class provides a simple mechanism
for spawning such a service within a Toil workflow, allowing precise specification
of the start and end time of the service, and providing start and end methods to use
for initialization and cleanup. The following simple, conceptual example illustrates how
services work:

from toil.job import Job

class DemoService(Job.Service):

    def start(self, fileStore):
        # Start up a database/service here
        return "loginCredentials" # Return a value that enables another
        # process to connect to the database

    def check(self):
        # A function that if it returns False causes the service to quit
        # If it raises an exception the service is killed and an error is reported
        return True

    def stop(self, fileStore):
        # Cleanup the database here
        pass

j = Job()
s = DemoService()
loginCredentialsPromise = j.addService(s)

def dbFn(loginCredentials):
    # Use the login credentials returned from the service's start method
    # to connect to the service
    pass

j.addChildFn(dbFn, loginCredentialsPromise)

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    Job.Runner.startToil(j, options)





In this example the DemoService starts a database in the start method,
returning an object from the start method indicating how a client job would access the database.
The service’s stop method cleans up the database, while the service’s check method is polled
periodically to check the service is alive.

A DemoService instance is added as a service of the root job j, with resource requirements
specified. The return value from toil.job.Job.addService() is a promise to the return
value of the service’s start method. When the promised is fulfilled it will represent how
to connect to the database. The promise is passed to a child job of j, which
uses it to make a database connection. The services of a job are started before any of
its successors have been run and stopped after all the successors of the job have completed
successfully.

Multiple services can be created per job, all run in parallel. Additionally, services
can define sub-services using toil.job.Job.Service.addChild(). This allows complex
networks of services to be created, e.g. Apache Spark clusters, within a workflow.




Checkpoints

Services complicate resuming a workflow after failure, because they can create complex dependencies between jobs.
For example, consider a service that provides a database that multiple jobs update. If the database
service fails and loses state, it is not clear that just restarting the service will allow
the workflow to be resumed, because jobs that created that state may have already finished.
To get around this problem Toil supports “checkpoint” jobs, specified
as the boolean keyword argument “checkpoint” to a job or wrapped function, e.g.:

j = Job(checkpoint=True)





A checkpoint job is rerun if one or more of its successors fails its retry attempts, until it itself
has exhausted its retry attempts. Upon restarting a checkpoint job all its
existing successors are first deleted, and then the job is rerun to define new successors.
By checkpointing a job that defines a service, upon failure of the service the
database and the jobs that access the service can be redefined and rerun.

To make the implementation of checkpoint jobs simple, a job can only be a checkpoint if
when first defined it has no successors, i.e. it can only define successors
within its run method.




Encapsulation

Let A be a root job potentially with children and follow-ons. Without an encapsulated job the simplest way to specify a job B which runs after A and all its successors is to create a parent of A, call it Ap, and then make B a follow-on of Ap. e.g.:

from toil.job import Job

# A is a job with children and follow-ons, for example:
A = Job()
A.addChild(Job())
A.addFollowOn(Job())

# B is a job which needs to run after A and its successors
B = Job()

# The way to do this without encapsulation is to make a
# parent of A, Ap, and make B a follow-on of Ap.
Ap = Job()
Ap.addChild(A)
Ap.addFollowOn(B)

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    Job.Runner.startToil(Ap, options)





An encapsulated job of E(A) of A saves making Ap, instead we can
write:

from toil.job import Job

# A
A = Job()
A.addChild(Job())
A.addFollowOn(Job())

#Encapsulate A
A = A.encapsulate()

# B is a job which needs to run after A and its successors
B = Job()

# With encapsulation A and its successor subgraph appear
# to be a single job, hence:
A.addChild(B)

if __name__=="__main__":
    options = Job.Runner.getDefaultOptions("./toilWorkflowRun")
    Job.Runner.startToil(A, options)





Note the call to toil.job.Job.encapsulate() creates the toil.job.Job.EncapsulatedJob.
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Toil API


Job methods

Jobs are the units of work in Toil which are composed into workflows.


	
class toil.job.Job(memory=None, cores=None, disk=None, preemptable=None, cache=None, checkpoint=False)[source]

	Class represents a unit of work in toil.

This method must be called by any overriding constructor.





	Parameters:	
	memory – the maximum number of bytes of memory the job will         require to run.

	cores – the number of CPU cores required.

	disk – the amount of local disk space required by the job,         expressed in bytes.

	preemptable – if the job can be run on a preemptable node.

	cache – the amount of disk (so that cache <= disk), expressed in bytes,         for storing files from previous jobs so that they can be accessed from a local copy.

	checkpoint – if any of this job’s successor jobs completely fails,









exhausting all their retries, remove any successor jobs and rerun this job to restart the subtree.         Job must be a leaf vertex in the job graph when initially defined,         see toil.job.Job.checkNewCheckpointsAreCutVertices().
:type cores: int or string convertable by bd2k.util.humanize.human2bytes to an int
:type disk: int or string convertable by bd2k.util.humanize.human2bytes to an int
:type preemptable: boolean
:type cache: int or string convertable by bd2k.util.humanize.human2bytes to an int
:type memory: int or string convertable by bd2k.util.humanize.human2bytes to an int


	
addChild(childJob)[source]

	Adds childJob to be run as child of this job. Child jobs will be run         directly after this job’s toil.job.Job.run() method has completed.





	Parameters:	childJob (toil.job.Job) – 


	Returns:	childJob


	Return type:	toil.job.Job










	
addChildFn(fn, *args, **kwargs)[source]

	Adds a function as a child job.





	Parameters:	fn – Function to be run as a child job with *args and **kwargs as         arguments to this function. See toil.job.FunctionWrappingJob for reserved         keyword arguments used to specify resource requirements.


	Returns:	The new child job that wraps fn.


	Return type:	toil.job.FunctionWrappingJob










	
addChildJobFn(fn, *args, **kwargs)[source]

	Adds a job function as a child job. See toil.job.JobFunctionWrappingJob
for a definition of a job function.





	Parameters:	fn – Job function to be run as a child job with *args and **kwargs as         arguments to this function. See toil.job.JobFunctionWrappingJob for reserved         keyword arguments used to specify resource requirements.


	Returns:	The new child job that wraps fn.


	Return type:	toil.job.JobFunctionWrappingJob










	
addFollowOn(followOnJob)[source]

	Adds a follow-on job, follow-on jobs will be run after the child jobs and         their successors have been run.





	Parameters:	followOnJob (toil.job.Job) – 


	Returns:	followOnJob


	Return type:	toil.job.Job










	
addFollowOnFn(fn, *args, **kwargs)[source]

	Adds a function as a follow-on job.





	Parameters:	fn – Function to be run as a follow-on job with *args and **kwargs as         arguments to this function. See toil.job.FunctionWrappingJob for reserved         keyword arguments used to specify resource requirements.


	Returns:	The new follow-on job that wraps fn.


	Return type:	toil.job.FunctionWrappingJob










	
addFollowOnJobFn(fn, *args, **kwargs)[source]

	Add a follow-on job function. See toil.job.JobFunctionWrappingJob
for a definition of a job function.





	Parameters:	fn – Job function to be run as a follow-on job with *args and **kwargs as         arguments to this function. See toil.job.JobFunctionWrappingJob for reserved         keyword arguments used to specify resource requirements.


	Returns:	The new follow-on job that wraps fn.


	Return type:	toil.job.JobFunctionWrappingJob










	
addService(service, parentService=None)[source]

	Add a service.

The toil.job.Job.Service.start() method of the service will be called         after the run method has completed but before any successors are run.         The service’s toil.job.Job.Service.stop() method will be called once         the successors of the job have been run.

Services allow things like databases and servers to be started and accessed         by jobs in a workflow.





	Raises:	toil.job.JobException – If service has already been made the child of a job or another service.




	Parameters:	
	service (toil.job.Job.Service) – Service to add.

	parentService (toil.job.Job.Service) – Service that will be started before ‘service’ is
started. Allows trees of services to be established. parentService must be a service
of this job.






	Returns:	a promise that will be replaced with the return value from
toil.job.Job.Service.start() of service in any successor of the job.







:rtype:toil.job.Promise






	
allocatePromiseFile(index)[source]

	




	
checkJobGraphAcylic()[source]

	



	Raises:	toil.job.JobGraphDeadlockException – if the connected component         of jobs containing this job contains any cycles of child/followOn dependencies         in the augmented job graph (see below). Such cycles are not allowed         in valid job graphs.





A follow-on edge (A, B) between two jobs A and B is equivalent         to adding a child edge to B from (1) A, (2) from each child of A,         and (3) from the successors of each child of A. We call each such edge         an edge an “implied” edge. The augmented job graph is a job graph including         all the implied edges.

For a job graph G = (V, E) the algorithm is O(|V|^2). It is O(|V| + |E|) for         a graph with no follow-ons. The former follow-on case could be improved!






	
checkJobGraphConnected()[source]

	



	Raises:	toil.job.JobGraphDeadlockException – if toil.job.Job.getRootJobs() does         not contain exactly one root job.





As execution always starts from one root job, having multiple root jobs will         cause a deadlock to occur.






	
checkJobGraphForDeadlocks()[source]

	



	Raises:	toil.job.JobGraphDeadlockException – if the job graph         is cyclic, contains multiple roots or contains checkpoint jobs that are





not leaf vertices when defined (see toil.job.Job.checkNewCheckpointsAreLeaves()).

See toil.job.Job.checkJobGraphConnected(),         toil.job.Job.checkJobGraphAcyclic() and         toil.job.Job.checkNewCheckpointsAreLeafVertices() for more info.






	
checkNewCheckpointsAreLeafVertices()[source]

	A checkpoint job is a job that is restarted if either it fails, or if any of         its successors completely fails, exhausting their retries.

A job is a leaf it is has no successors.

A checkpoint job must be a leaf when initially added to the job graph. When its         run method is invoked it can then create direct successors. This restriction is made
to simplify implementation.





	Raises:	toil.job.JobGraphDeadlockException – if there exists a job being added to the graph for which         checkpoint=True and which is not a leaf.










	
effectiveRequirements(config)[source]

	Determine and validate the effective requirements for this job, substituting a missing
explict requirement with a default from the configuration.





	Return type:	Expando


	Returns:	a dictionary/object hybrid with one entry/attribute for each requirement










	
encapsulate()[source]

	Encapsulates the job, see toil.job.EncapsulatedJob.
Convenience function for constructor of toil.job.EncapsulatedJob.





	Returns:	an encapsulated version of this job.


	Return type:	toil.job.EncapsulatedJob.










	
getRootJobs()[source]

	



	Returns:	The roots of the connected component of jobs that contains this job.         A root is a job with no predecessors.





:rtype : set of toil.job.Job instances






	
getTopologicalOrderingOfJobs()[source]

	



	Returns:	a list of jobs such that for all pairs of indices i, j for which i < j,         the job at index i can be run before the job at index j.


	Return type:	list










	
getUserScript()[source]

	




	
hasChild(childJob)[source]

	Check if childJob is already a child of this job.





	Parameters:	childJob (toil.job.Job) – 


	Returns:	True if childJob is a child of the job, else False.


	Return type:	Boolean










	
run(fileStore)[source]

	Override this function to perform work and dynamically create successor jobs.





	Parameters:	fileStore (toil.job.Job.FileStore) – Used to create local and globally         sharable temporary files and to send log messages to the leader process.


	Returns:	The return value of the function can be passed to other jobs         by means of toil.job.Job.rv().










	
rv(index=None)[source]

	Creates a promise (toil.job.Promise) representing a return value of the job’s
run method, or, in case of a function-wrapping job, the wrapped function’s return value.





	Parameters:	index (int|None) – If None the complete return value will be used, otherwise an
index to select an individual item from the return value in which case the return
value must be of a type that implements the __getitem__ magic method, e.g. dict,
list or tuple.


	Returns:	A promise representing the return value of this jobs toil.job.Job.run()
method.


	Return type:	toil.job.Promise










	
static wrapFn(fn, *args, **kwargs)[source]

	Makes a Job out of a function.         Convenience function for constructor of toil.job.FunctionWrappingJob.





	Parameters:	fn – Function to be run with *args and **kwargs as arguments.         See toil.job.JobFunctionWrappingJob for reserved keyword arguments used         to specify resource requirements.


	Returns:	The new function that wraps fn.


	Return type:	toil.job.FunctionWrappingJob










	
static wrapJobFn(fn, *args, **kwargs)[source]

	Makes a Job out of a job function.         Convenience function for constructor of toil.job.JobFunctionWrappingJob.





	Parameters:	fn – Job function to be run with *args and **kwargs as arguments.         See toil.job.JobFunctionWrappingJob for reserved keyword arguments used         to specify resource requirements.


	Returns:	The new job function that wraps fn.


	Return type:	toil.job.JobFunctionWrappingJob
















Job.FileStore

The FileStore is an abstraction of a Toil run’s shared storage.


	
class Job.FileStore(jobStore, jobWrapper, localTempDir, inputBlockFn)[source]

	Class used to manage temporary files, read and write files from the job store        and log messages, passed as argument to the toil.job.Job.run() method.

This constructor should not be called by the user,             FileStore instances are only provided as arguments to the run function.





	Parameters:	
	jobStore (toil.jobStores.abstractJobStore.JobStore) – The job store             for the workflow.

	jobWrapper (toil.jobWrapper.JobWrapper) – The jobWrapper for the job.

	localTempDir (string) – A temporary directory in which local temporary             files will be placed.

	inputBlockFn (method) – A function which blocks and which is called before             the fileStore completes atomically updating the jobs files in the job store.










	
asyncWrite()[source]

	




	
deleteGlobalFile(fileStoreID)[source]

	Deletes a global file with the given job store ID.

To ensure that the job can be restarted if necessary, the delete             will not happen until after the job’s run method has completed.





	Parameters:	fileStoreID – the job store ID of the file to be deleted.










	
exportFile(jobStoreFileID, dstUrl)[source]

	




	
getLocalTempDir()[source]

	Get a new local temporary directory in which to write files that persist             for the duration of the job.





	Returns:	The absolute path to a new local temporary directory.             This directory will exist for the duration of the job only, and is             guaranteed to be deleted once the job terminates, removing all files             it contains recursively.


	Return type:	string










	
getLocalTempFile()[source]

	Get a new local temporary file that will persist for the duration of the job.





	Returns:	The absolute path to a local temporary file.             This file will exist for the duration of the job only, and             is guaranteed to be deleted once the job terminates.


	Return type:	string










	
getLocalTempFileName()[source]

	Get a valid name for a new local file. Do it in a really stupid way by creating and then
deleting a temp file (haha).
:return: Path to valid file






	
importFile(srcUrl, sharedFileName=None)[source]

	




	
logToMaster(text, level=20)[source]

	Send a logging message to the leader. The message will also be             logged by the worker at the same level.





	Parameters:	
	text – The string to log.

	level (int) – The logging level.














	
open(*args, **kwds)[source]

	This is a dummy context manager that has a true purpose in Job.CachedFileStore where the
__enter__ and __exit__ methods carry out cache eviction, and cache cleanup operations.
:param job:
:return:






	
readGlobalFile(fileStoreID, userPath=None, cache=True, mutable=None)[source]

	Get a copy of a file in the job store.





	Parameters:	
	userPath (string) – a path to the name of file to which the global             file will be copied or hard-linked (see below).

	cache (boolean) – If True will use caching (see below). Caching will             attempt to keep copies of files between sequences of jobs run on the same             worker.

	mutable (boolean) – If True, the file path returned points to a file that is









modifiable by the user. The value defaults to the False unless backwards compatibility
was requested.

If cache=True and userPath is either: (1) a file path contained within             a directory or, recursively, a subdirectory of a temporary directory             returned by Job.FileStore.getLocalTempDir(), or (2) a file path returned by             Job.FileStore.getLocalTempFile() then the file will be cached and returned file             will be read only (have permissions 444).

If userPath is specified and the file is already cached, the userPath file             will be a hard link to the actual location, else it will be an actual copy             of the file.

If the cache=False or userPath is not either of the above the file will not             be cached and will have default permissions. Note, if the file is already cached             this will result in two copies of the file on the system.





	Returns:	an absolute path to a local, temporary copy of the file keyed             by fileStoreID.





:rtype : string






	
readGlobalFileStream(fileStoreID)[source]

	Similar to readGlobalFile, but allows a stream to be read from the job             store.





	Returns:	a context manager yielding a file handle which can be read from.             The yielded file handle does not need to and should not be closed explicitly.










	
writeGlobalFile(localFileName, cleanup=False)[source]

	Takes a file (as a path) and uploads it to the job store.

If the local file is a file returned by toil.job.Job.FileStore.getLocalTempFile()
or is in a directory, or, recursively, a subdirectory, returned by
toil.job.Job.FileStore.getLocalTempDir() then the write is asynchronous,
so further modifications during execution to the file pointed by localFileName will
result in undetermined behavior. Otherwise, the method will block until the file is
written to the file store.





	Parameters:	
	localFileName (string) – The path to the local file to upload.

	cleanup (Boolean) – if True then the copy of the global file will             be deleted once the job and all its successors have completed running.             If not the global file must be deleted manually.






	Returns:	an ID that can be used to retrieve the file.












	
writeGlobalFileStream(cleanup=False)[source]

	Similar to writeGlobalFile, but allows the writing of a stream to the job store.





	Parameters:	cleanup (Boolean) – is as in toil.job.Job.FileStore.writeGlobalFile().


	Returns:	a context manager yielding a tuple of 1) a file handle which             can be written to and 2) the ID of the resulting file in the job store.             The yielded file handle does not need to and should not be closed explicitly.
















Job.Runner

The Runner contains the methods needed to configure and start a Toil run.


	
class Job.Runner[source]

	Used to setup and run Toil workflow.


	
static addToilOptions(parser)[source]

	Adds the default toil options to an optparse or argparse
parser object.





	Parameters:	parser (optparse.OptionParser or argparse.ArgumentParser) – Options object to add toil options to.










	
static getDefaultArgumentParser()[source]

	Get argument parser with added toil workflow options.





	Returns:	The argument parser used by a toil workflow with added Toil options.


	Return type:	argparse.ArgumentParser










	
static getDefaultOptions(jobStore)[source]

	Get default options for a toil workflow.





	Parameters:	jobStore (string) – A string describing the jobStore             for the workflow.


	Returns:	The options used by a toil workflow.


	Return type:	argparse.ArgumentParser values object










	
static startToil(job, options)[source]

	Deprecated by toil.common.Toil.run. Runs the toil workflow using the given options
(see Job.Runner.getDefaultOptions and Job.Runner.addToilOptions) starting with this
job.
:param toil.job.Job job: root job of the workflow
:raises: toil.leader.FailedJobsException if at the end of function             their remain failed jobs.
:return: The return value of the root job’s run function.
:rtype: Any












Toil

The Toil class provides for a more general way to configure and start a Toil run.


	
class toil.common.Toil(options)[source]

	A context manager that represents a Toil workflow, specifically the batch system, job store,
and its configuration.

Initialize a Toil object from the given options. Note that this is very light-weight and
that the bulk of the work is done when the context is entered.





	Parameters:	options (argparse.Namespace) – command line options specified by the user






	
static createBatchSystem(config, jobStore=None, userScript=None)[source]

	Creates an instance of the batch system specified in the given config. If a job store and 
a user script are given then the user script can be hot deployed into the workflow.





	Parameters:	
	config (toil.common.Config) – the current configuration

	jobStore (jobStores.abstractJobStore.AbstractJobStore) – an instance of a jobStore

	userScript (ModuleDescriptor) – a user supplied script to use for hot development






	Returns:	an instance of a concrete subclass of AbstractBatchSystem




	Return type:	batchSystems.abstractBatchSystem.AbstractBatchSystem












	
exportFile(jobStoreFileID, dstUrl)[source]

	




	
static getWorkflowDir(workflowID, configWorkDir=None)[source]

	Returns a path to the directory where worker directories and the cache will be located 
for this workflow.





	Parameters:	
	workflowID (str) – Unique identifier for the workflow

	configWorkDir (str) – Value passed to the program using the –workDir flag






	Returns:	Path to the workflow directory




	Return type:	str












	
importFile(srcUrl, sharedFileName=None)[source]

	




	
static loadOrCreateJobStore(jobStoreString, config=None)[source]

	Loads an existing jobStore if it already exists. Otherwise a new instance of a jobStore is
created and returned.





	Parameters:	
	jobStoreString (str) – see exception message below

	config (toil.common.Config) – see AbstractJobStore.__init__






	Returns:	an instance of a concrete subclass of AbstractJobStore




	Return type:	toil.jobStores.abstractJobStore.AbstractJobStore












	
restart()[source]

	Restarts a workflow that has been interrupted. This method should be called if and only 
if a workflow has previously been started and has not finished.





	Returns:	The root job’s return value










	
start(rootJob)[source]

	Invoke a Toil workflow with the given job as the root for an initial run. This method 
must be called in the body of a with Toil(...) as toil: statement. This method should 
not be called more than once for a workflow that has not finished.





	Parameters:	rootJob (toil.job.Job) – The root job of the workflow


	Returns:	The root job’s return value
















Job.Service

The Service class allows databases and servers to be spawned within a Toil workflow.


	
class Job.Service(memory=None, cores=None, disk=None, preemptable=None)[source]

	Abstract class used to define the interface to a service.

Memory, core and disk requirements are specified identically to as in             toil.job.Job.__init__().


	
check()[source]

	Checks the service is still running.





	Raises:	RuntimeError – If the service failed, this will cause the service job to be labeled failed.


	Returns:	True if the service is still running, else False. If False then the service job will be terminated,





and considered a success. Important point: if the service job exits due to a failure, it should raise a
RuntimeError, not return False!






	
start(fileStore)[source]

	Start the service.





	Parameters:	fileStore (toil.job.Job.FileStore) – A fileStore object to create temporary files with.


	Returns:	An object describing how to access the service. The object must be pickleable             and will be used by jobs to access the service (see toil.job.Job.addService()).










	
stop(fileStore)[source]

	Stops the service.





	Parameters:	fileStore (toil.job.Job.FileStore) – A fileStore object to create temporary files with.





Function can block until complete.












FunctionWrappingJob

The subclass of Job for wrapping user functions.


	
class toil.job.FunctionWrappingJob(userFunction, *args, **kwargs)[source]

	Job used to wrap a function. In its run method the wrapped function is called.





	Parameters:	userFunction – The function to wrap. The userFunction will be called         with the *args and **kwargs as arguments.





The keywords “memory”, “cores”, “disk”, “cache” are reserved keyword arguments         that if specified will be used to determine the resources for the job,         as toil.job.Job.__init__(). If they are keyword arguments to the function
they will be extracted from the function definition, but may be overridden by
the user (as you would expect).


	
getUserScript()[source]

	




	
run(fileStore)[source]

	










JobFunctionWrappingJob

The subclass of FunctionWrappingJob for wrapping user job functions.


	
class toil.job.JobFunctionWrappingJob(userFunction, *args, **kwargs)[source]

	A job function is a function whose first argument is a job.Job     instance that is the wrapping job for the function. This can be used to     add successor jobs for the function and perform all the functions the     job.Job class provides.

To enable the job function to get access to the toil.job.Job.FileStore     instance (see toil.job.Job.Run()), it is made a variable of the wrapping job     called fileStore.





	Parameters:	userFunction – The function to wrap. The userFunction will be called         with the *args and **kwargs as arguments.





The keywords “memory”, “cores”, “disk”, “cache” are reserved keyword arguments         that if specified will be used to determine the resources for the job,         as toil.job.Job.__init__(). If they are keyword arguments to the function
they will be extracted from the function definition, but may be overridden by
the user (as you would expect).


	
run(fileStore)[source]

	










EncapsulatedJob

The subclass of Job for encapsulating a job, allowing a subgraph of jobs to be treated as a single job.


	
class toil.job.EncapsulatedJob(job)[source]

	A convenience Job class used to make a job subgraph appear to be a single job.

Let A be the root job of a job subgraph and B be another job we’d like to run after A
and all its successors have completed, for this use encapsulate:

A, B = A(), B() #Job A and subgraph, Job B
A' = A.encapsulate()
A'.addChild(B) #B will run after A and all its successors have
# completed, A and its subgraph of successors in effect appear
# to be just one job.





The return value of an encapsulatd job (as accessed by the toil.job.Job.rv() function)     is the return value of the root job, e.g. A().encapsulate().rv() and A().rv()     will resolve to the same value after A or A.encapsulate() has been run.





	Parameters:	job (toil.job.Job) – the job to encapsulate.






	
addChild(childJob)[source]

	




	
addFollowOn(followOnJob)[source]

	




	
addService(service)[source]

	




	
rv(index=None)[source]

	










Promise

The class used to reference return values of jobs/services not yet run/started.


	
class toil.job.Promise(job, index)[source]

	References a return value from a toil.job.Job.run() or
toil.job.Job.Service.start() method as a promise before the method itself is run.

Let T be a job. Instances of Promise (termed a promise) are returned by T.rv(),
which is used to reference the return value of T’s run function. When the promise is passed
to the constructor (or as an argument to a wrapped function) of a different, successor job
the promise will be replaced by the actual referenced return value. This mechanism allows a
return values from one job’s run method to be input argument to job before the former job’s
run function has been executed.





	Parameters:	job (Job) – the job whose return value this promise references






	
filesToDelete = set([])

	A set of IDs of files containing promised values when we know we won’t need them anymore










	
class toil.job.PromisedRequirement(valueOrCallable, *args)[source]

	Class for dynamically allocating job function resource requirements involving
toil.job.Promise instances.

Use when resource requirements depend on the return value of a parent function.
PromisedRequirements can be modified by passing a function that takes the
Promise as input.

For example, let f, g, and h be functions. Then a Toil workflow can be
defined as follows:

A = Job.wrapFn(f)
B = A.addChildFn(g, cores=PromisedRequirement(A.rv())
C = B.addChildFn(h, cores=PromisedRequirement(lambda x: 2*x, B.rv()))









	Parameters:	
	valueOrCallable – A single Promise instance or a function that
takes *args as input parameters.

	*args (int|Promise) – variable length argument list












	
static convertPromises(kwargs)[source]

	Returns True if reserved resource keyword is a Promise or
PromisedRequirement instance. Converts Promise instance
to PromisedRequirement.





	Parameters:	kwargs – function keyword arguments


	Returns:	bool










	
getValue()[source]

	Returns PromisedRequirement value












Exceptions

Toil specific exceptions.


	
class toil.job.JobException(message)[source]

	General job exception.






	
class toil.job.JobGraphDeadlockException(string)[source]

	An exception raised in the event that a workflow contains an unresolvable     dependency, such as a cycle. See toil.job.Job.checkJobGraphForDeadlocks().
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Toil architecture

The following diagram layouts out the software architecture of Toil.


[image: alternate text]
Figure 1: The basic components of the toil architecture. Note the node provisioning
is coming soon.




	These components are described below:

	
	
	the leader:

	The leader is responsible for deciding which jobs should be run. To do this
it traverses the job graph. Currently this is a single threaded process,
but we make aggressive steps to prevent it becoming a bottleneck
(see Read-only Leader described below).







	
	the job-store:

	Handles all files shared between the components. Files in the job-store are the means
by which the state of the workflow is maintained. Each job is backed by a file
in the job store, and atomic updates to this state are used to ensure the workflow
can always be resumed upon failure. The job-store can also store all user
files, allowing them to be shared between jobs. The job-store is defined by the abstract
class toil.jobStores.AbstractJobStore. Multiple implementations of this
class allow Toil to support different back-end file stores, e.g.: S3, network file systems,
Azure file store, etc.







	
	workers:

	The workers are temporary processes responsible for running jobs,
one at a time per worker. Each worker process is invoked with a job argument
that it is responsible for running. The worker monitors this job and reports
back success or failure to the leader by editing the job’s state in the file-store.
If the job defines successor jobs the worker may choose to immediately run them
(see Job Chaining below).







	
	the batch-system:

	Responsible for scheduling the jobs given to it by the leader, creating a
worker command for each job. The batch-system is defined by the abstract class
class toil.batchSystems.AbstractBatchSystem. Toil uses multiple existing
batch systems to schedule jobs, including Apache Mesos, GridEngine and a multi-process
single node implementation that allows workflows to be run without any of these frameworks.
Toil can therefore fairly easily be made to run a workflow using an existing cluster.







	
	the node provisioner:

	Creates worker nodes in which the batch system schedules workers. This is currently
being developed. It is defined by the abstract class toil.provisioners.AbstractProvisioner.







	
	the statistics and logging monitor:

	Monitors logging and statistics produced by the workers and reports them. Uses the
job-store to gather this information.














Optimizations

Toil implements lots of optimizations designed for scalability.
Here we detail some of the key optimizations.


Read-only leader

The leader process is currently implemented as a single thread. Most of the leader’s
tasks revolve around processing the state of jobs, each stored as a file within the job-store.
To minimise the load on this thread, each worker does as much work as possible
to manage the state of the job it is running. As a result, with a couple of minor exceptions,
the leader process never needs to write or update the state of a job within the job-store.
For example, when a job is complete and has no further successors the responsible
worker deletes the job from the job-store, marking it complete. The leader then
only has to check for the existence of the file when it receives a signal from the batch-system
to know that the job is complete. This off-loading of state management is orthogonal to
future parallelization of the leader.




Job chaining

The scheduling of successor jobs is partially managed by the worker, reducing the
number of individual jobs the leader needs to process. Currently this is very
simple: if the there is a single next successor job to run and it’s resources fit within the
resources of the current job and closely match the resources of the current job then
the job is run immediately on the worker without returning to the leader. Further extensions
of this strategy are possible, but for many workflows which define a series of serial successors
(e.g. map sequencing reads, post-process mapped reads, etc.) this pattern is very effective
at reducing leader workload.




Preemptable node support

Critical to running at large-scale is dealing with intermittent node failures. Toil is
therefore designed to always be resumable providing the job-store does not become corrupt.
This robustness allows Toil to run on preemptible nodes, which are only available when others are not
willing to pay more to use them. Designing workflows that divide into many short individual jobs
that can use preemptable nodes allows for workflows to be efficiently scheduled and executed.




Caching

Running bioinformatic pipelines often require the passing of large datasets between jobs. Toil
caches the results from jobs such that child jobs running on the same node can directly use the same
file objects, thereby eliminating the need for an intermediary transfer to the job store. Caching
also reduces the burden on the local disks, because multiple jobs can share a single file.
The resulting drop in I/O allows pipelines to run faster, and, by the sharing of files,
allows users to run more jobs in parallel by reducing overall disk requirements.

To demonstrate the efficiency of caching, we ran an experimental internal pipeline on 3 samples from
the TCGA Lung Squamous Carcinoma (LUSC) dataset. The pipeline takes the tumor and normal exome
fastqs, and the tumor rna fastq and input, and predicts MHC presented neoepitopes in the patient
that are potential targets for T-cell based immunotherapies. The pipeline was run individually on
the samples on c3.8xlarge machines on AWS (60GB RAM,600GB SSD storage, 32 cores). The pipeline
aligns the data to hg19-based references, predicts MHC haplotypes using PHLAT, calls mutations using
2 callers (MuTect and RADIA) and annotates them using SnpEff, then predicts MHC:peptide binding
using the IEDB suite of tools before running an in-house rank boosting algorithm on the final calls.

To optimize time taken, The pipeline is written such that mutations are called on a per-chromosome
basis from the whole-exome bams and are merged into a complete vcf. Running mutect in parallel on
whole exome bams requires each mutect job to download the complete Tumor and Normal Bams to their
working directories – An operation that quickly fills the disk and limits the parallelizability of
jobs. The script was run in Toil, with and without caching, and Figure 2 shows that the workflow
finishes faster in the cached case while using less disk on average than the uncached run. We
believe that benefits of caching arising from file transfers will be much higher on magnetic
disk-based storage systems as compared to the SSD systems we tested this on.


[image: alternate text]
Figure 2: Efficiency gain from caching. The lower half of each plot describes the disk used by
the pipeline recorded every 10 minutes over the duration of the pipeline, and the upper half
shows the corresponding stage of the pipeline that is being processed. Since jobs requesting the
same file shared the same inode, the effective load on the disk is considerably lower than in
the uncached case where every job downloads a personal copy of every file it needs. We see that
in all cases, the uncached run uses almost 300-400GB more that the uncached run in the resource
heavy mutation calling step. We also see a benefit in terms of wall time for each stage since we
eliminate the time taken for file transfers.
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The batch system interface

The batch system interface is used by Toil to abstract over different ways of running
batches of jobs, for example GridEngine, Mesos, Parasol and a single node. The
toil.batchSystems.abstractBatchSystem.AbstractBatchSystem API is implemented to
run jobs using a given job management system, e.g. Mesos.


	
class toil.batchSystems.abstractBatchSystem.AbstractBatchSystem[source]

	An abstract (as far as Python currently allows) base class to represent the interface the batch
system must provide to Toil.


	
getIssuedBatchJobIDs()[source]

	Gets all currently issued jobs





	Returns:	A list of jobs (as jobIDs) currently issued (may be running, or may be
waiting to be run). Despite the result being a list, the ordering should not
be depended upon.


	Return type:	list[str]










	
classmethod getRescueBatchJobFrequency()[source]

	Gets the period of time to wait (floating point, in seconds) between checking for
missing/overlong jobs.






	
getRunningBatchJobIDs()[source]

	Gets a map of jobs as jobIDs that are currently running (not just waiting)
and how long they have been running, in seconds.





	Returns:	dictionary with currently running jobID keys and how many seconds they have
been running as the value


	Return type:	dict[str,float]










	
getUpdatedBatchJob(maxWait)[source]

	Returns a job that has updated its status.





	Parameters:	maxWait (float) – the number of seconds to block, waiting for a result


	Return type:	(str, int)|None


	Returns:	If a result is available, returns a tuple (jobID, exitValue, wallTime).
Otherwise it returns None. wallTime is the number of seconds (a float) in
wall-clock time the job ran for or None if this batch system does not support
tracking wall time. Returns None for jobs that were killed.










	
issueBatchJob(command, memory, cores, disk, preemptable)[source]

	Issues a job with the specified command to the batch system and returns a unique jobID.





	Parameters:	
	command (str) – the string to run as a command,

	memory (int) – int giving the number of bytes of memory the job needs to run

	cores (float) – the number of cores needed for the job

	disk (int) – int giving the number of bytes of disk space the job needs to run

	preemptable (booleam) – True if the job can be run on a preemptable node






	Returns:	a unique jobID that can be used to reference the newly issued job




	Return type:	int












	
killBatchJobs(jobIDs)[source]

	Kills the given job IDs.





	Parameters:	jobIDs (list[int]) – list of IDs of jobs to kill










	
setEnv(name, value=None)[source]

	Set an environment variable for the worker process before it is launched. The worker
process will typically inherit the environment of the machine it is running on but this
method makes it possible to override specific variables in that inherited environment
before the worker is launched. Note that this mechanism is different to the one used by
the worker internally to set up the environment of a job. A call to this method affects
all jobs issued after this method returns. Note to implementors: This means that you
would typically need to copy the variables before enqueuing a job.

If no value is provided it will be looked up from the current environment.






	
shutdown()[source]

	Called at the completion of a toil invocation.
Should cleanly terminate all worker threads.






	
classmethod supportsHotDeployment()[source]

	Whether this batch system supports hot deployment of the user script and toil itself. If
it does, the __init__ method will have to accept two optional parameters in addition to
the declared ones: userScript and toilDistribution. Both will be instances of
toil.common.HotDeployedResource that represent the user script and a source tarball (
sdist) of toil respectively.





	Return type:	bool










	
classmethod supportsWorkerCleanup()[source]

	Indicates whether this batch system invokes workerCleanup() after the last job for
a particular workflow invocation finishes. Note that the term worker refers to an
entire node, not just a worker process. A worker process may run more than one job
sequentially, and more than one concurrent worker process may exist on a worker node,
for the same workflow. The batch system is said to shut down after the last worker
process terminates.





	Return type:	bool
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The job store interface

The job store interface is an abstraction layer that that hides the specific details of file storage,
for example standard file systems, S3, etc. The toil.jobStores.abstractJobStore.AbstractJobStore API is implemented to
support a give file store, e.g. S3. Implement this API to support a new file store.


	
class toil.jobStores.abstractJobStore.AbstractJobStore(config=None)[source]

	Represents the physical storage for the jobs and associated files in a toil.





	Parameters:	config (toil.common.Config) – If config is not None then the given configuration object will be written
to the shared file “config.pickle” which can later be retrieved using the
readSharedFileStream. See writeConfigToStore. If this file already exists it will be
overwritten. If config is None, the shared file “config.pickle” is assumed to exist
and is retrieved. See loadConfigFromStore.






	
clean(jobCache=None)[source]

	Function to cleanup the state of a job store after a restart.
Fixes jobs that might have been partially updated. Resets the try counts and removes jobs
that are not successors of the current root job.





	Parameters:	jobCache (dict[str,toil.jobWrapper.JobWrapper]) – if a value it must be a dict
from job ID keys to JobWrapper object values. Jobs will be loaded from the cache
(which can be downloaded from the job store in a batch) instead of piecemeal when 
recursed into.










	
config

	The Toil configuration associated with this job store.





	Return type:	toil.common.Config










	
create(command, memory, cores, disk, preemptable, predecessorNumber=0)[source]

	Creates a jobWrapper with specified resources and command, adds it to the job store and
returns it.





	Parameters:	
	command (str) – the shell command that will be executed when the job is being run

	memory (int) – the amount of RAM in bytes needed to run the job

	cores (float) – the number of cores needed to run the job

	disk (int) – the amount of disk in bytes needed to run the job

	preemptable (bool) – whether the job can be run on a preemptable node

	predecessorNumber (int) – argument to the job constructor. Specifies the number of
other jobWrappers that specify this job in their stack






	Returns:	the newly created jobWrapper object




	Return type:	toil.jobWrapper.JobWrapper












	
createRootJob(*args, **kwargs)[source]

	Create a new job and set it as the root job in this job store

:rtype : toil.jobWrapper.JobWrapper






	
delete(jobStoreID)[source]

	Removes from store atomically, can not then subsequently call load(), write(), update(),
etc. with the job.

This operation is idempotent, i.e. deleting a job twice or deleting a non-existent job
will succeed silently.





	Parameters:	jobStoreID (str) – the ID of the job to delete from this job store










	
deleteFile(jobStoreFileID)[source]

	Deletes the file with the given ID from this job store. This operation is idempotent, i.e.
deleting a file twice or deleting a non-existent file will succeed silently.





	Parameters:	jobStoreFileID (str) – ID of the file to delete










	
deleteJobStore()[source]

	Removes the job store from the disk/store. Careful!






	
exists(jobStoreID)[source]

	Indicates whether the job with the specified jobStoreID exists in the job store





	Return type:	bool










	
exportFile(jobStoreFileID, dstUrl)[source]

	Exports file to destination pointed at by the destination URL.

Refer to AbstractJobStore.importFile documentation for currently supported URL schemes.

Note that the helper method _exportFile is used to read from the source and write to
destination. To implement any optimizations that circumvent this, the _exportFile method
should be overridden by subclasses of AbstractJobStore.





	Parameters:	
	jobStoreFileID (str) – The id of the file in the job store that should be exported.

	dstUrl (str) – URL that points to a file or object in the storage mechanism of a
supported URL scheme e.g. a blob in an Azure Blob Storage container.














	
fileExists(jobStoreFileID)[source]

	Determine whether a file exists in this job store.





	Parameters:	jobStoreFileID (str) – an ID referencing the file to be checked


	Return type:	bool










	
getEmptyFileStoreID(jobStoreID=None)[source]

	Creates an empty file in the job store and returns its ID.
Call to fileExists(getEmptyFileStoreID(jobStoreID)) will return True.





	Parameters:	jobStoreID (str) – the id of a job, or None. If specified, the file will be associated with
that job and when jobStore.delete(job) is called a best effort attempt is made to delete
all files written with the given job.jobStoreID


	Returns:	a jobStoreFileID that references the newly created file and can be used to reference the
file in the future.


	Return type:	str










	
getEnv()[source]

	Returns a dictionary of environment variables that this job store requires to be set in
order to function properly on a worker.





	Return type:	dict[str,str]










	
getPublicUrl(fileName)[source]

	Returns a publicly accessible URL to the given file in the job store. The returned URL may
expire as early as 1h after its been returned. Throw an exception if the file does not
exist.





	Parameters:	fileName (str) – the jobStoreFileID of the file to generate a URL for


	Raises:	NoSuchFileException – if the specified file does not exist in this job store


	Return type:	str










	
getSharedPublicUrl(sharedFileName)[source]

	Differs from getPublicUrl() in that this method is for generating URLs for shared
files written by writeSharedFileStream().

Returns a publicly accessible URL to the given file in the job store. The returned URL
starts with ‘http:’,  ‘https:’ or ‘file:’. The returned URL may expire as early as 1h
after its been returned. Throw an exception if the file does not exist.





	Parameters:	sharedFileName (str) – The name of the shared file to generate a publically accessible url for.


	Raises:	NoSuchFileException – raised if the specified file does not exist in the store


	Return type:	str










	
importFile(srcUrl, sharedFileName=None)[source]

	Imports the file at the given URL into job store. The jobStoreFileId of the new
file is returned. If a shared file name is given, the file will be imported as a shared
file and None is returned.

Note that the helper method _importFile is used to read from the source and write to
destination (which is the current job store in this case). To implement any optimizations that
circumvent this, the _importFile method should be overridden by subclasses of AbstractJobStore.


	Currently supported schemes are:

	
	
	‘s3’ for objects in Amazon S3

	e.g. s3://bucket/key







	
	‘wasb’ for blobs in Azure Blob Storage

	e.g. wasb://container/blob







	
	‘file’ for local files

	e.g. file:///local/file/path







	
	‘http’

	e.g. http://someurl.com/path

















	Parameters:	
	srcUrl (str) – URL that points to a file or object in the storage mechanism of a
supported URL scheme e.g. a blob in an Azure Blob Storage container.

	sharedFileName (str) – Optional name to assign to the imported file within the job store









:return The jobStoreFileId of the imported file or None if sharedFileName was given
:rtype: str|None






	
jobs()[source]

	Best effort attempt to return iterator on all jobs in the store. The iterator may not
return all jobs and may also contain orphaned jobs that have already finished succesfully
and should not be rerun. To guarantee you get any and all jobs that can be run instead
construct a more expensive ToilState object





	Returns:	Returns iterator on jobs in the store. The iterator may or may not contain all jobs and may contain
invalid jobs


	Return type:	Iterator[toil.jobWrapper.JobWrapper]










	
load(jobStoreID)[source]

	Loads the job referenced by the given ID and returns it.





	Parameters:	jobStoreID (str) – the ID of the job to load


	Raises:	NoSuchJobException – if there is no job with the given ID


	Return type:	toil.jobWrapper.JobWrapper










	
loadRootJob()[source]

	Loads the root job in the current job store.





	Raises:	toil.job.JobException – If no root job is set or if the root job doesn’t exist in
this job store


	Returns:	The root job.


	Return type:	toil.jobWrapper.JobWrapper










	
publicUrlExpiration = datetime.timedelta(365)

	




	
readFile(jobStoreFileID, localFilePath)[source]

	Copies the file referenced by jobStoreFileID to the given local file path. The version 
will be consistent with the last copy of the file written/updated.

The file at the given local path may not be modified after this method returns!





	Parameters:	
	jobStoreFileID (str) – ID of the file to be copied

	localFilePath (str) – the local path indicating where to place the contents of the 
given file in the job store














	
readFileStream(*args, **kwds)[source]

	Similar to readFile, but returns a context manager yielding a file handle which can be
read from. The yielded file handle does not need to and should not be closed explicitly.





	Parameters:	jobStoreFileID (str) – ID of the file to get a readable file handle for










	
readSharedFileStream(*args, **kwds)[source]

	Returns a context manager yielding a readable file handle to the global file referenced
by the given name.





	Parameters:	sharedFileName (str) – A file name matching AbstractJobStore.fileNameRegex, unique within
this job store










	
readStatsAndLogging(callback, readAll=False)[source]

	Reads stats/logging strings accumulated by the writeStatsAndLogging() method. For each
stats/logging string this method calls the given callback function with an open,
readable file handle from which the stats string can be read. Returns the number of
stats/logging strings processed. Each stats/logging string is only processed once unless
the readAll parameter is set, in which case the given callback will be invoked for all
existing stats/logging strings, including the ones from a previous invocation of this
method.





	Parameters:	
	callback (Callable) – a function to be applied to each of the stats file handles found

	readAll (bool) – a boolean indicating whether to read the already processed stats files
in addition to the unread stats files






	Raises:	ConcurrentFileModificationException – if the file was modified concurrently during
an invocation of this method




	Returns:	the number of stats files processed




	Return type:	int












	
rootJobStoreIDFileName = 'rootJobStoreID'

	




	
setRootJob(rootJobStoreID)[source]

	Set the root job of the workflow backed by this job store





	Parameters:	rootJobStoreID (str) – The ID of the job to set as root










	
sharedFileNameRegex = <_sre.SRE_Pattern object>

	




	
update(job)[source]

	Persists the job in this store atomically.





	Parameters:	job (toil.jobWrapper.JobWrapper) – the job to write to this job store










	
updateFile(jobStoreFileID, localFilePath)[source]

	Replaces the existing version of a file in the job store. Throws an exception if the file
does not exist.





	Parameters:	
	jobStoreFileID (str) – the ID of the file in the job store to be updated

	localFilePath (str) – the local path to a file that will overwrite the current version
in the job store






	Raises:	
	ConcurrentFileModificationException – if the file was modified concurrently during
an invocation of this method

	NoSuchFileException – if the specified file does not exist














	
updateFileStream(jobStoreFileID)[source]

	Replaces the existing version of a file in the job store. Similar to writeFile, but
returns a context manager yielding a file handle which can be written to. The
yielded file handle does not need to and should not be closed explicitly.





	Parameters:	jobStoreFileID (str) – the ID of the file in the job store to be updated




	Raises:	
	ConcurrentFileModificationException – if the file was modified concurrently during
an invocation of this method

	NoSuchFileException – if the specified file does not exist














	
writeConfigToStore()[source]

	Re-writes the config attribute to the job store, so that its values can be retrieved
by a seperate JobStore instance. No value is returned from this method.






	
writeFile(localFilePath, jobStoreID=None)[source]

	Takes a file (as a path) and places it in this job store. Returns an ID that can be used
to retrieve the file at a later time.





	Parameters:	
	localFilePath (str) – the path to the local file that will be uploaded to the job store.

	jobStoreID (str|None) – If specified the file will be associated with that job and when
jobStore.delete(job) is called all files written with the given job.jobStoreID will
be removed from the job store.






	Raises:	
	ConcurrentFileModificationException – if the file was modified concurrently during
an invocation of this method

	NoSuchJobException – if the job specified via jobStoreID does not exist









FIXME: some implementations may not raise this





	Returns:	an ID referencing the newly created file and can be used to read the
file in the future.


	Return type:	str










	
writeFileStream(*args, **kwds)[source]

	Similar to writeFile, but returns a context manager yielding a tuple of 
1) a file handle which can be written to and 2) the ID of the resulting 
file in the job store. The yielded file handle does not need to and 
should not be closed explicitly.





	Parameters:	jobStoreID (str) – the id of a job, or None. If specified, the file will be associated
with that job and when when jobStore.delete(job) is called all files written with the
given job.jobStoreID will be removed from the job store.




	Raises:	
	ConcurrentFileModificationException – if the file was modified concurrently during
an invocation of this method

	NoSuchJobException – if the job specified via jobStoreID does not exist









FIXME: some implementations may not raise this





	Returns:	an ID that references the newly created file and can be used to read the
file in the future.


	Return type:	str










	
writeSharedFileStream(*args, **kwds)[source]

	Returns a context manager yielding a writable file handle to the global file referenced
by the given name.





	Parameters:	
	sharedFileName (str) – A file name matching AbstractJobStore.fileNameRegex, unique within
this job store

	isProtected (bool) – True if the file must be encrypted, None if it may be encrypted or
False if it must be stored in the clear.






	Raises:	ConcurrentFileModificationException – if the file was modified concurrently during
an invocation of this method












	
writeStatsAndLogging(statsAndLoggingString)[source]

	Adds the given statistics/logging string to the store of statistics info.





	Parameters:	statsAndLoggingString (str) – the string to be written to the stats file


	Raises:	ConcurrentFileModificationException – if the file was modified concurrently during
an invocation of this method
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toil.common module


	
toil.common.addOptions(parser, config=<toil.common.Config object>)[source]

	Adds toil options to a parser object, either optparse or argparse.






	
toil.common.cacheDirName(workflowID)[source]

	



	Returns:	Name of the cache directory.










	
toil.common.parseSetEnv(l)[source]

	Parses a list of strings of the form “NAME=VALUE” or just “NAME” into a dictionary. Strings
of the latter from will result in dictionary entries whose value is None.





	Return type:	dict[str,str]





>>> parseSetEnv([])
{}
>>> parseSetEnv(['a'])
{'a': None}
>>> parseSetEnv(['a='])
{'a': ''}
>>> parseSetEnv(['a=b'])
{'a': 'b'}
>>> parseSetEnv(['a=a', 'a=b'])
{'a': 'b'}
>>> parseSetEnv(['a=b', 'c=d'])
{'a': 'b', 'c': 'd'}
>>> parseSetEnv(['a=b=c'])
{'a': 'b=c'}
>>> parseSetEnv([''])
Traceback (most recent call last):
...
ValueError: Empty name
>>> parseSetEnv(['=1'])
Traceback (most recent call last):
...
ValueError: Empty name












toil.job module




toil.jobWrapper module




toil.leader module

The leader script (of the leader/worker pair) for running jobs.


	
toil.leader.innerLoop(jobStore, config, batchSystem, toilState, jobBatcher, serviceManager, statsAndLogging)[source]

	



	Parameters:	
	jobStore (toil.jobStores.abstractJobStore.AbstractJobStore) – 

	config (toil.common.Config) – 

	batchSystem (toil.batchSystems.abstractBatchSystem.AbstractBatchSystem) – 

	toilState (ToilState) – 

	jobBatcher (JobBatcher) – 

	serviceManager (ServiceManager) – 

	statsAndLogging (StatsAndLogging) – 














	
toil.leader.mainLoop(config, batchSystem, provisioner, jobStore, rootJobWrapper, jobCache=None)[source]

	This is the main loop from which jobs are issued and processed.

If jobCache is passed, it must be a dict from job ID to pre-existing
JobWrapper objects. Jobs will be loaded from the cache (which can be
downloaded from the jobStore in a batch).





	Raises:	toil.leader.FailedJobsException if at the end of function their remain     failed jobs


	Returns:	The return value of the root job’s run function.


	Return type:	Any












toil.realtimeLogger module

Implements a real-time UDP-based logging system that user scripts can use for debugging.




toil.resource module




toil.toilState module




toil.version module




toil.worker module


	
toil.worker.main()[source]

	




	
toil.worker.nextOpenDescriptor()[source]

	Gets the number of the next available file descriptor.








Module contents


	
toil.inVirtualEnv()[source]

	




	
toil.physicalMemory(*args)[source]

	>>> n = physicalMemory()
>>> n > 0
True
>>> n == physicalMemory()
True










	
toil.resolveEntryPoint(entryPoint)[source]

	Returns the path to the given entry point (see setup.py) that should work on a worker. The
return value may be an absolute or a relative path.






	
toil.toilPackageDirPath()[source]

	Returns the absolute path of the directory that corresponds to the top-level toil package.
The return value is guaranteed to end in ‘/toil’.
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toil.batchSystems.abstractBatchSystem module
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toil.batchSystems.jobDispatcher module




toil.batchSystems.lsf module


	
toil.batchSystems.lsf.bsub(bsubline)[source]

	




	
toil.batchSystems.lsf.getjobexitcode(lsfJobID)[source]

	




	
toil.batchSystems.lsf.prepareBsub(cpu, mem)[source]

	






toil.batchSystems.parasol module




toil.batchSystems.parasolTestSupport module




toil.batchSystems.singleMachine module




toil.batchSystems.slurm module
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Submodules




toil.jobStores.abstractJobStore module


	
toil.jobStores.abstractJobStore.findJobStoreForUrl(url, export=False)[source]

	Returns the AbstractJobStore subclass that supports the given URL.





	Parameters:	url (urlparse.ParseResult) – The given URL


	Return type:	toil.jobStore.AbstractJobStore










	
toil.jobStores.abstractJobStore.getJobStoreClasses(*args)[source]

	Compiles as list of the classes of all jobStores whose dependencies
are installed.

Note that job store names must be manually added.








toil.jobStores.azureJobStore module




toil.jobStores.conftest module




toil.jobStores.fileJobStore module




toil.jobStores.googleJobStore module




toil.jobStores.utils module


	
toil.jobStores.utils.never(exception)[source]

	




	
toil.jobStores.utils.retry(delays=(0, 1, 1, 4, 16, 64), timeout=300, predicate=<function never>)[source]

	Retry an operation while the failure matches a given predicate and until a given timeout
expires, waiting a given amount of time in between attempts. This function is a generator
that yields contextmanagers. See doctests below for example usage.





	Parameters:	
	delays (Iterable[float]) – an interable yielding the time in seconds to wait before each
retried attempt, the last element of the iterable will be repeated.

	timeout (float) – a overall timeout that should not be exceeded for all attempts together.
This is a best-effort mechanism only and it won’t abort an ongoing attempt, even if the
timeout expires during that attempt.

	predicate (Callable[[Exception],bool]) – a unary callable returning True if another
attempt should be made to recover from the given exception. The default value for this
parameter will prevent any retries!






	Returns:	a generator yielding context managers, one per attempt




	Return type:	Iterator







Retry for a limited amount of time:

>>> true = lambda _:True
>>> false = lambda _:False
>>> i = 0
>>> for attempt in retry( delays=[0], timeout=.1, predicate=true ):
...     with attempt:
...         i += 1
...         raise RuntimeError('foo')
Traceback (most recent call last):
...
RuntimeError: foo
>>> i > 1
True





If timeout is 0, do exactly one attempt:

>>> i = 0
>>> for attempt in retry( timeout=0 ):
...     with attempt:
...         i += 1
...         raise RuntimeError( 'foo' )
Traceback (most recent call last):
...
RuntimeError: foo
>>> i
1





Don’t retry on success:

>>> i = 0
>>> for attempt in retry( delays=[0], timeout=.1, predicate=true ):
...     with attempt:
...         i += 1
>>> i
1





Don’t retry on unless predicate returns True:

>>> i = 0
>>> for attempt in retry( delays=[0], timeout=.1, predicate=false):
...     with attempt:
...         i += 1
...         raise RuntimeError( 'foo' )
Traceback (most recent call last):
...
RuntimeError: foo
>>> i
1










	
toil.jobStores.utils.retry_http(delays=(0, 1, 1, 4, 16, 64), timeout=300, predicate=<function retryable_http_error>)[source]

	>>> i = 0
>>> for attempt in retry_http(timeout=5):
...     with attempt:
...         i += 1
...         raise urllib2.HTTPError('http://www.test.com', '408', 'some message', {}, None)
Traceback (most recent call last):
...
HTTPError: HTTP Error 408: some message
>>> i > 1
True










	
toil.jobStores.utils.retryable_http_error(e)[source]
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	toil.lib.encryption package
	Submodules

	toil.lib.encryption.conftest module

	Module contents












Submodules




toil.lib.bioio module


	
toil.lib.bioio.absSymPath(path)[source]

	like os.path.abspath except it doesn’t dereference symlinks






	
toil.lib.bioio.addLoggingFileHandler(fileName, rotatingLogging=False)[source]

	




	
toil.lib.bioio.addLoggingOptions(parser)[source]

	




	
toil.lib.bioio.getBasicOptionParser(parser=None)[source]

	




	
toil.lib.bioio.getLogLevelString()[source]

	




	
toil.lib.bioio.getRandomAlphaNumericString(length=10)[source]

	Returns a random alpha numeric string of the given length.






	
toil.lib.bioio.getTempFile(suffix='', rootDir=None)[source]

	Returns a string representing a temporary file, that must be manually deleted






	
toil.lib.bioio.getTotalCpuTime()[source]

	Gives the total cpu time, including the children.






	
toil.lib.bioio.getTotalCpuTimeAndMemoryUsage()[source]

	Gives the total cpu time and memory usage of itself and its children.






	
toil.lib.bioio.getTotalMemoryUsage()[source]

	Gets the amount of memory used by the process and its children.






	
toil.lib.bioio.logFile(fileName, printFunction=<bound method Logger.info of <logging.Logger object at 0x7fe9bec1ae50>>)[source]

	Writes out a formatted version of the given log file






	
toil.lib.bioio.logStream(fileHandle, shortName, printFunction=<bound method Logger.info of <logging.Logger object at 0x7fe9bec1ae50>>)[source]

	Writes out a formatted version of the given log stream.






	
toil.lib.bioio.makePublicDir(dirName)[source]

	Makes a given subdirectory if it doesn’t already exist, making sure it is public.






	
toil.lib.bioio.parseBasicOptions(parser)[source]

	Setups the standard things from things added by getBasicOptionParser.






	
toil.lib.bioio.setLogLevel(level, logger=<logging.RootLogger object>)[source]

	Sets the log level to a given string level (like “INFO”). Operates on the
root logger by default, but another logger can be specified instead.






	
toil.lib.bioio.setLoggingFromOptions(options)[source]

	Sets the logging from a dictionary of name/value options.






	
toil.lib.bioio.system(command)[source]

	A convenience wrapper around subprocess.check_call that logs the command before passing it
on. The command can be either a string or a sequence of strings. If it is a string shell=True
will be passed to subprocess.check_call.















toil.lib.spark module


	
toil.lib.spark.spawn_spark_cluster(job, sudo, numWorkers, cores=None, memory=None, disk=None, overrideLeaderIP=None)[source]

	



	Parameters:	
	sudo (boolean) – Whether this code should run docker containers with sudo.

	numWorkers (int) – The number of worker nodes to have in the cluster.     Must be greater than or equal to 1.

	cores (int) – Optional parameter to set the number of cores per node.     If not provided, we use the number of cores on the node that launches     the service.

	memory (int or string convertable by bd2k.util.humanize.human2bytes to an int) – Optional parameter to set the memory requested per node.

	disk (int or string convertable by bd2k.util.humanize.human2bytes to an int) – Optional parameter to set the disk requested per node.
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toil.lib.encryption package


Submodules




toil.lib.encryption.conftest module
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toil.provisioners package


Subpackages



	toil.provisioners.aws package
	Submodules

	toil.provisioners.aws.provisioner module

	Module contents












Submodules




toil.provisioners.abstractProvisioner module




toil.provisioners.clusterScaler module




Module contents
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toil.provisioners.aws package


Submodules




toil.provisioners.aws.provisioner module
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toil.test package


Subpackages



	toil.test.batchSystems package
	Submodules

	toil.test.batchSystems.batchSystemTest module

	Module contents





	toil.test.cwl package
	Submodules

	toil.test.cwl.conftest module

	toil.test.cwl.cwlTest module

	Module contents





	toil.test.jobStores package
	Submodules

	toil.test.jobStores.jobStoreTest module

	Module contents





	toil.test.mesos package
	Submodules

	toil.test.mesos.helloWorld module

	toil.test.mesos.mesosTest module

	toil.test.mesos.stress module

	Module contents





	toil.test.provisioners package
	Submodules

	toil.test.provisioners.clusterScalerTest module

	Module contents





	toil.test.sort package
	Submodules

	toil.test.sort.lib module

	toil.test.sort.sort module

	toil.test.sort.sortTest module

	Module contents





	toil.test.src package
	Submodules

	toil.test.src.helloWorldTest module

	toil.test.src.importExportFileTest module

	toil.test.src.jobCacheEjectionTest module

	toil.test.src.jobCacheTest module

	toil.test.src.jobEncapsulationTest module

	toil.test.src.jobFileStoreTest module

	toil.test.src.jobServiceTest module

	toil.test.src.jobTest module

	toil.test.src.jobWrapperTest module

	toil.test.src.multipartTransferTest module

	toil.test.src.promisedRequirementTest module

	toil.test.src.promisesTest module

	toil.test.src.realtimeLoggerTest module

	toil.test.src.regularLogTest module

	toil.test.src.resourceTest module

	toil.test.src.retainTempDirTest module

	toil.test.src.systemTest module

	toil.test.src.toilContextManagerTest module

	toil.test.src.userDefinedJobArgTypeTest module

	Module contents





	toil.test.utils package
	Submodules

	toil.test.utils.utilsTest module

	Module contents












Module contents


	
toil.test.experimental(test_item)[source]

	Use this to decorate experimental or brittle tests in order to skip them during regular builds.






	
toil.test.file_begins_with(path, prefix)[source]

	




	
toil.test.make_tests(generalMethod, targetClass=None, **kwargs)[source]

	This method dynamically generates test methods using the generalMethod as a template. Each generated
function is the result of a unique combination of parameters applied to the generalMethod. Each of the
parameters has a corresponding string that will be used to name the method. These generated functions
are named in the scheme:


test_[generalMethodName]___[firstParamaterName]_[someValueName]__[secondParamaterName]_...


The arguments following the generalMethodName should be a series of one or more dictionaries of the form
{str : type, ...} where the key represents the name of the value. The names will be used to represent the
permutation of values passed for each parameter in the generalMethod.





	Parameters:	
	generalMethod – A method that will be parametrized with values passed as kwargs. Note that the
generalMethod must be a regular method.

	targetClass – This represents the class to which the generated test methods will be bound. If no
targetClass is specified the class of the generalMethod is assumed the target.

	kwargs – a series of dictionaries defining values, and their respective names where each keyword is
the name of a parameter in generalMethod.









>>> class Foo:
...     def has(self, num, letter):
...         return num, letter
...
...     def hasOne(self, num):
...         return num





>>> class Bar(Foo):
...     pass





>>> make_tests(Foo.has, targetClass=Bar, num={'one':1, 'two':2}, letter={'a':'a', 'b':'b'})





>>> b = Bar()





>>> assert b.test_has__num_one__letter_a() == b.has(1, 'a')





>>> assert b.test_has__num_one__letter_b() == b.has(1, 'b')





>>> assert b.test_has__num_two__letter_a() == b.has(2, 'a')





>>> assert b.test_has__num_two__letter_b() == b.has(2, 'b')





>>> f = Foo()





>>> hasattr(f, 'test_has__num_one__letter_a')  # should be false because Foo has no test methods
False





>>> make_tests(Foo.has, num={'one':1, 'two':2}, letter={'a':'a', 'b':'b'})





>>> hasattr(f, 'test_has__num_one__letter_a')
True





>>> assert f.test_has__num_one__letter_a() == f.has(1, 'a')





>>> assert f.test_has__num_one__letter_b() == f.has(1, 'b')





>>> assert f.test_has__num_two__letter_a() == f.has(2, 'a')





>>> assert f.test_has__num_two__letter_b() == f.has(2, 'b')





>>> make_tests(Foo.hasOne, num={'one':1, 'two':2})





>>> assert f.test_hasOne__num_one() == f.hasOne(1)





>>> assert f.test_hasOne__num_two() == f.hasOne(2)










	
toil.test.needs_aws(test_item)[source]

	Use as a decorator before test classes or methods to only run them if AWS usable.






	
toil.test.needs_azure(test_item)[source]

	Use as a decorator before test classes or methods to only run them if Azure is usable.






	
toil.test.needs_cwl(test_item)[source]

	Use as a decorator before test classes or methods to only run them if CWLTool is installed
and configured.






	
toil.test.needs_encryption(test_item)[source]

	Use as a decorator before test classes or methods to only run them if PyNaCl is installed
and configured.






	
toil.test.needs_google(test_item)[source]

	Use as a decorator before test classes or methods to only run them if Google Storage usable.






	
toil.test.needs_gridengine(test_item)[source]

	Use as a decorator before test classes or methods to only run them if GridEngine is installed.






	
toil.test.needs_mesos(test_item)[source]

	Use as a decorator before test classes or methods to only run them if the Mesos is installed
and configured.






	
toil.test.needs_parasol(test_item)[source]

	Use as decorator so tests are only run if Parasol is installed.






	
toil.test.needs_slurm(test_item)[source]

	Use as a decorator before test classes or methods to only run them if Slurm is installed.






	
toil.test.needs_spark(test_item)[source]

	Use as a decorator before test classes or methods to only run them if Spark is usable.
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toil.test.batchSystems package


Submodules




toil.test.batchSystems.batchSystemTest module


	
toil.test.batchSystems.batchSystemTest.childJob(job, cmd)[source]

	




	
toil.test.batchSystems.batchSystemTest.count(delta, file_path)[source]

	Increments counter file and returns the max number of times the file
has been modified. Counter data must be in the form:


concurrent tasks, max concurrent tasks (counter should be initialized to 0,0)






	Parameters:	
	delta (int) – increment value

	file_path (str) – path to shared counter file






	Return int max concurrent tasks:

		










	
toil.test.batchSystems.batchSystemTest.getCounters(path)[source]

	




	
toil.test.batchSystems.batchSystemTest.grandChildJob(job, cmd)[source]

	




	
toil.test.batchSystems.batchSystemTest.greatGrandChild(cmd)[source]

	




	
toil.test.batchSystems.batchSystemTest.measureConcurrency(filepath, sleep_time=5)[source]

	Run in parallel to determine the number of concurrent tasks.
This code was copied from toil.batchSystemTestMaxCoresSingleMachineBatchSystemTest
:param str filepath: path to counter file
:param int sleep_time: number of seconds to sleep before counting down
:return int max concurrency value:






	
toil.test.batchSystems.batchSystemTest.parentJob(job, cmd)[source]

	




	
toil.test.batchSystems.batchSystemTest.resetCounters(path)[source]

	




	
toil.test.batchSystems.batchSystemTest.tempFileContaining(*args, **kwds)[source]
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toil.test.cwl package


Submodules




toil.test.cwl.conftest module




toil.test.cwl.cwlTest module
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toil.test.jobStores package


Submodules




toil.test.jobStores.jobStoreTest module




Module contents
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toil.test.mesos package


Submodules




toil.test.mesos.helloWorld module

A simple user script for Toil


	
toil.test.mesos.helloWorld.hello_world(job)[source]

	




	
toil.test.mesos.helloWorld.hello_world_child(job, hw)[source]

	




	
toil.test.mesos.helloWorld.main()[source]

	






toil.test.mesos.mesosTest module




toil.test.mesos.stress module


	
toil.test.mesos.stress.main(numJobs)[source]

	




	
toil.test.mesos.stress.touchFile(fileStore)[source]

	






Module contents
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toil.test.provisioners package


Submodules




toil.test.provisioners.clusterScalerTest module
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Submodules




toil.test.sort.lib module


	
toil.test.sort.lib.copySubRangeOfFile(inputFile, fileStart, fileEnd, outputFileHandle)[source]

	Copies the range (in bytes) between fileStart and fileEnd to the given
output file handle.






	
toil.test.sort.lib.getMidPoint(file, fileStart, fileEnd)[source]

	Finds the point in the file to split. 
Returns an int i such that fileStart <= i < fileEnd






	
toil.test.sort.lib.merge(fileHandle1, fileHandle2, outputFileHandle)[source]

	Merges together two files maintaining sorted order.






	
toil.test.sort.lib.sort(file)[source]

	Sorts the given file.








toil.test.sort.sort module

A demonstration of toil. Sorts the lines of a file into ascending order by doing a parallel merge sort.


	
toil.test.sort.sort.cleanup(job, tempOutputFileStoreID, outputFile, cores=1, memory=1048576000, disk='3G')[source]

	Copies back the temporary file to input once we’ve successfully sorted the temporary file.






	
toil.test.sort.sort.down(job, inputFileStoreID, N, downCheckpoints, memory=1048576000)[source]

	Input is a file and a range into that file to sort and an output location in which
to write the sorted file.
If the range is larger than a threshold N the range is divided recursively and
a follow on job is then created which merges back the results else
the file is sorted and placed in the output.






	
toil.test.sort.sort.main()[source]

	




	
toil.test.sort.sort.setup(job, inputFile, N, downCheckpoints)[source]

	Sets up the sort.






	
toil.test.sort.sort.up(job, inputFileID1, inputFileID2, memory=1048576000)[source]

	Merges the two files and places them in the output.








toil.test.sort.sortTest module


	
toil.test.sort.sortTest.makeFileToSort(fileName, lines=10, lineLen=10)[source]

	






Module contents
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toil.test.src package


Submodules




toil.test.src.helloWorldTest module


	
toil.test.src.helloWorldTest.childFn(job)[source]

	






toil.test.src.importExportFileTest module




toil.test.src.jobCacheEjectionTest module


	
toil.test.src.jobCacheEjectionTest.fileTestCache(job, file_a, file_b, file_c, logfile)[source]

	Test job exercises Job.FileStore functions






	
toil.test.src.jobCacheEjectionTest.fileTestJob(job, file_size)[source]

	Test job exercises Job.FileStore functions








toil.test.src.jobCacheTest module




toil.test.src.jobEncapsulationTest module


	
toil.test.src.jobEncapsulationTest.encapsulatedJobFn(job, string, outFile)[source]

	






toil.test.src.jobFileStoreTest module


	
toil.test.src.jobFileStoreTest.fileTestJob(job, inputFileStoreIDs, testStrings, chainLength)[source]

	Test job exercises Job.FileStore functions








toil.test.src.jobServiceTest module


	
toil.test.src.jobServiceTest.serviceAccessor(job, communicationFiles, outFile, randInt)[source]

	Writes a random integer iinto the inJobStoreFileID file, then tries 10 times reading
from outJobStoreFileID to get a pair of integers, the first equal to i the second written into the outputFile.






	
toil.test.src.jobServiceTest.serviceTest(job, outFile, messageInt)[source]

	Creates one service and one accessing job, which communicate with two files to establish
that both run concurrently.






	
toil.test.src.jobServiceTest.serviceTestParallelRecursive(job, outFiles, messageBundles)[source]

	Creates multiple chains of services and accessing jobs.






	
toil.test.src.jobServiceTest.serviceTestRecursive(job, outFile, messages)[source]

	Creates a chain of services and accessing jobs, each paired together.








toil.test.src.jobTest module


	
toil.test.src.jobTest.fn1Test(string, outputFile, promises=[])[source]

	Function appends string to output file, then returns the 
next ascii character of the first character in the string, e.g.
if string is “AA” returns “B”






	
toil.test.src.jobTest.fn2Test(pStrings, s, outputFile)[source]

	Function concatenates the strings in pStrings and s, in that order, and writes
the result to the output file. Returns s.








toil.test.src.jobWrapperTest module




toil.test.src.multipartTransferTest module




toil.test.src.promisedRequirementTest module


	
toil.test.src.promisedRequirementTest.getOne()[source]

	




	
toil.test.src.promisedRequirementTest.getThirtyTwoMb()[source]

	




	
toil.test.src.promisedRequirementTest.maxConcurrency(job, cpuCount, filename, coresPerJob)[source]

	Returns the max number of concurrent tasks when using a PromisedRequirement instance
to allocate the number of cores per job.





	Parameters:	
	cpuCount (int) – number of available cpus

	filename (str) – path to counter file

	coresPerJob (int) – number of cores assigned to each job






	Return int max concurrency value:

		












toil.test.src.promisesTest module


	
toil.test.src.promisesTest.child()[source]

	




	
toil.test.src.promisesTest.parent(job)[source]

	






toil.test.src.realtimeLoggerTest module




toil.test.src.regularLogTest module




toil.test.src.resourceTest module




toil.test.src.retainTempDirTest module


	
toil.test.src.retainTempDirTest.tempFileTestErrorJob(job)[source]

	




	
toil.test.src.retainTempDirTest.tempFileTestJob(job)[source]

	






toil.test.src.systemTest module




toil.test.src.toilContextManagerTest module


	
toil.test.src.toilContextManagerTest.childFn(job)[source]

	






toil.test.src.userDefinedJobArgTypeTest module


	
toil.test.src.userDefinedJobArgTypeTest.jobFunction(job, level, foo)[source]

	




	
toil.test.src.userDefinedJobArgTypeTest.main()[source]

	






Module contents
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toil.test.utils package


Submodules




toil.test.utils.utilsTest module


	
toil.test.utils.utilsTest.printUnicodeCharacter()[source]

	






Module contents
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toil.utils package


Submodules




toil.utils.toilClean module

Removes the JobStore from a toil run.


	
toil.utils.toilClean.main()[source]

	Removes the JobStore from a toil run.








toil.utils.toilKill module

Kills any running jobs trees in a rogue toil.


	
toil.utils.toilKill.main()[source]

	






toil.utils.toilMain module


	
toil.utils.toilMain.loadModules()[source]

	




	
toil.utils.toilMain.main()[source]

	




	
toil.utils.toilMain.printHelp(modules)[source]

	






toil.utils.toilStats module

Reports data about the given toil run.


	
toil.utils.toilStats.buildElement(element, items, itemName)[source]

	Create an element for output.






	
toil.utils.toilStats.checkOptions(options, parser)[source]

	Check options, throw parser.error() if something goes wrong






	
toil.utils.toilStats.computeColumnWidths(job_types, worker, job, options)[source]

	Return a ColumnWidths() object with the correct max widths.






	
toil.utils.toilStats.createSummary(element, containingItems, containingItemName, getFn)[source]

	




	
toil.utils.toilStats.decorateSubHeader(title, columnWidths, options)[source]

	Add a marker to the correct field if the TITLE is sorted on.






	
toil.utils.toilStats.decorateTitle(title, options)[source]

	Add a marker to TITLE if the TITLE is sorted on.






	
toil.utils.toilStats.get(tree, name)[source]

	Return a float value attribute NAME from TREE.






	
toil.utils.toilStats.getStats(options)[source]

	Collect and return the stats and config data.






	
toil.utils.toilStats.initializeOptions(parser)[source]

	




	
toil.utils.toilStats.main()[source]

	Reports stats on the workflow, use with –stats option to toil.






	
toil.utils.toilStats.padStr(s, field=None)[source]

	Pad the begining of a string with spaces, if necessary.






	
toil.utils.toilStats.prettyMemory(k, field=None, isBytes=False)[source]

	Given input k as kilobytes, return a nicely formatted string.






	
toil.utils.toilStats.prettyTime(t, field=None)[source]

	Given input t as seconds, return a nicely formatted string.






	
toil.utils.toilStats.printJson(elem)[source]

	Return a JSON formatted string






	
toil.utils.toilStats.processData(config, stats, options)[source]

	




	
toil.utils.toilStats.refineData(root, options)[source]

	walk down from the root and gather up the important bits.






	
toil.utils.toilStats.reportData(tree, options)[source]

	




	
toil.utils.toilStats.reportMemory(k, options, field=None, isBytes=False)[source]

	Given k kilobytes, report back the correct format as string.






	
toil.utils.toilStats.reportNumber(n, options, field=None)[source]

	Given n an integer, report back the correct format as string.






	
toil.utils.toilStats.reportPrettyData(root, worker, job, job_types, options)[source]

	print the important bits out.






	
toil.utils.toilStats.reportTime(t, options, field=None)[source]

	Given t seconds, report back the correct format as string.






	
toil.utils.toilStats.sortJobs(jobTypes, options)[source]

	Return a jobTypes all sorted.






	
toil.utils.toilStats.sprintTag(key, tag, options, columnWidths=None)[source]

	Generate a pretty-print ready string from a JTTag().






	
toil.utils.toilStats.updateColumnWidths(tag, cw, options)[source]

	Update the column width attributes for this tag’s fields.








toil.utils.toilStatus module

Reports the state of a Toil workflow


	
toil.utils.toilStatus.main()[source]

	Reports the state of the toil.
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  Source code for toil

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import

import os
import sys

from subprocess import check_output

from bd2k.util import memoize


[docs]def toilPackageDirPath():
    """
    Returns the absolute path of the directory that corresponds to the top-level toil package.
    The return value is guaranteed to end in '/toil'.
    """
    result = os.path.dirname(os.path.realpath(__file__))
    assert result.endswith('/toil')
    return result



[docs]def inVirtualEnv():
    return hasattr(sys, 'real_prefix')



[docs]def resolveEntryPoint(entryPoint):
    """
    Returns the path to the given entry point (see setup.py) that *should* work on a worker. The
    return value may be an absolute or a relative path.
    """
    if inVirtualEnv():
        path = os.path.join(os.path.dirname(sys.executable), entryPoint)
        # Inside a virtualenv we try to use absolute paths to the entrypoints. 
        if os.path.isfile(path):
            # If the entrypoint is present, Toil must have been installed into the virtualenv (as 
            # opposed to being included via --system-site-packages). For clusters this means that 
            # if Toil is installed in a virtualenv on the leader, it must be installed in
            # a virtualenv located at the same path on each worker as well.
            assert os.access(path, os.X_OK)
            return path
        else:
            # For virtualenv's that have the toil package directory on their sys.path but whose 
            # bin directory lacks the Toil entrypoints, i.e. where Toil is included via 
            # --system-site-packages, we rely on PATH just as if we weren't in a virtualenv. 
            return entryPoint
    else:
        # Outside a virtualenv it is hard to predict where the entry points got installed. It is
        # the reponsibility of the user to ensure that they are present on PATH and point to the
        # correct version of Toil. This is still better than an absolute path because it gives
        # the user control over Toil's location on both leader and workers.
        return entryPoint



@memoize
[docs]def physicalMemory():
    """
    >>> n = physicalMemory()
    >>> n > 0
    True
    >>> n == physicalMemory()
    True
    """
    try:
        return os.sysconf('SC_PAGE_SIZE') * os.sysconf('SC_PHYS_PAGES')
    except ValueError:
        return int(check_output(['sysctl', '-n', 'hw.memsize']).strip())
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  Source code for toil.job

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import, print_function

import base64
import cPickle
import collections
import copy_reg
import errno
import importlib
import inspect
import logging
import os
import shutil
import stat
import subprocess
import sys
import tempfile
import time
import uuid
import dill

from abc import ABCMeta, abstractmethod
from argparse import ArgumentParser
from contextlib import contextmanager
from fcntl import flock, LOCK_EX, LOCK_UN
from functools import partial
from hashlib import sha1
from io import BytesIO
from Queue import Queue, Empty
from threading import Thread, Semaphore, Event

from bd2k.util.expando import Expando
from bd2k.util.humanize import human2bytes
from toil.common import Toil, addOptions, cacheDirName
from toil.leader import mainLoop
from toil.lib.bioio import (setLoggingFromOptions,
                            getTotalCpuTimeAndMemoryUsage,
                            getTotalCpuTime,
                            makePublicDir)
from toil.realtimeLogger import RealtimeLogger
from toil.resource import ModuleDescriptor

logger = logging.getLogger( __name__ )


[docs]class Job(object):
    """
    Class represents a unit of work in toil.
    """
    def __init__(self, memory=None, cores=None, disk=None, preemptable=None, cache=None, checkpoint=False):
        """
        This method must be called by any overriding constructor.
        
        :param memory: the maximum number of bytes of memory the job will \
        require to run.
        :param cores: the number of CPU cores required.
        :param disk: the amount of local disk space required by the job, \
        expressed in bytes.
        :param preemptable: if the job can be run on a preemptable node.
        :param cache: the amount of disk (so that cache <= disk), expressed in bytes, \
        for storing files from previous jobs so that they can be accessed from a local copy. 
        :param checkpoint: if any of this job's successor jobs completely fails,
        exhausting all their retries, remove any successor jobs and rerun this job to restart the subtree. \
        Job must be a leaf vertex in the job graph when initially defined, \
        see :func:`toil.job.Job.checkNewCheckpointsAreCutVertices`.
        :type cores: int or string convertable by bd2k.util.humanize.human2bytes to an int
        :type disk: int or string convertable by bd2k.util.humanize.human2bytes to an int
        :type preemptable: boolean
        :type cache: int or string convertable by bd2k.util.humanize.human2bytes to an int
        :type memory: int or string convertable by bd2k.util.humanize.human2bytes to an int
        """
        self.cores = cores
        parse = lambda x : x if x is None else human2bytes(str(x))
        self.memory = parse(memory)
        self.disk = parse(disk)
        self.cache = parse(cache)
        self.checkpoint = checkpoint
        self.preemptable = preemptable
        #Private class variables

        #See Job.addChild
        self._children = []
        #See Job.addFollowOn
        self._followOns = []
        #See Job.addService
        self._services = []
        #A follow-on, service or child of a job A, is a "direct successor" of A, if B
        #is a direct successor of A, then A is a "direct predecessor" of B.
        self._directPredecessors = set()
        # Note that self.__module__ is not necessarily this module, i.e. job.py. It is the module
        # defining the class self is an instance of, which may be a subclass of Job that may be
        # defined in a different module.
        self.userModule = ModuleDescriptor.forModule(self.__module__)
        # Maps indices into composite return values to lists of IDs of files containing promised
        # values for those return value items. The special key None represents the entire return
        # value.
        self._rvs = collections.defaultdict(list)
        self._promiseJobStore = None


[docs]    def run(self, fileStore):
        """
        Override this function to perform work and dynamically create successor jobs.

        :param toil.job.Job.FileStore fileStore: Used to create local and globally \
        sharable temporary files and to send log messages to the leader process.

        :return: The return value of the function can be passed to other jobs \
        by means of :func:`toil.job.Job.rv`.
        """
        pass


[docs]    def addChild(self, childJob):
        """
        Adds childJob to be run as child of this job. Child jobs will be run \
        directly after this job's :func:`toil.job.Job.run` method has completed.

        :param toil.job.Job childJob:
        :return: childJob
        :rtype: toil.job.Job
        """
        self._children.append(childJob)
        childJob._addPredecessor(self)
        return childJob


[docs]    def hasChild(self, childJob):
        """
        Check if childJob is already a child of this job.

        :param toil.job.Job childJob:
        :return: True if childJob is a child of the job, else False.
        :rtype: Boolean
        """
        return childJob in self._children


[docs]    def addFollowOn(self, followOnJob):
        """
        Adds a follow-on job, follow-on jobs will be run after the child jobs and \
        their successors have been run.

        :param toil.job.Job followOnJob:
        :return: followOnJob
        :rtype: toil.job.Job
        """
        self._followOns.append(followOnJob)
        followOnJob._addPredecessor(self)
        return followOnJob


[docs]    def addService(self, service, parentService=None):
        """
        Add a service.

        The :func:`toil.job.Job.Service.start` method of the service will be called \
        after the run method has completed but before any successors are run. \
        The service's :func:`toil.job.Job.Service.stop` method will be called once \
        the successors of the job have been run.

        Services allow things like databases and servers to be started and accessed \
        by jobs in a workflow.

        :raises toil.job.JobException: If service has already been made the child of a job or another service.
        :param toil.job.Job.Service service: Service to add.
        :param toil.job.Job.Service parentService: Service that will be started before 'service' is
               started. Allows trees of services to be established. parentService must be a service
               of this job.
        :return: a promise that will be replaced with the return value from
                 :func:`toil.job.Job.Service.start` of service in any successor of the job.
        :rtype:toil.job.Promise
        """
        if parentService is not None:
            # Do check to ensure that parentService is a service of this job
            def check(services):
                for jS in services:
                    if jS.service == parentService or check(jS.service._childServices):
                        return True
                return False
            if not check(self._services):
                raise JobException("Parent service is not a service of the given job")
            return parentService._addChild(service)
        else:
            if service._hasParent:
                raise JobException("The service already has a parent service")
            service._hasParent = True
            jobService = ServiceJob(service)
            self._services.append(jobService)
            return jobService.rv()


    ##Convenience functions for creating jobs

[docs]    def addChildFn(self, fn, *args, **kwargs):
        """
        Adds a function as a child job.

        :param fn: Function to be run as a child job with ``*args`` and ``**kwargs`` as \
        arguments to this function. See toil.job.FunctionWrappingJob for reserved \
        keyword arguments used to specify resource requirements.
        :return: The new child job that wraps fn.
        :rtype: toil.job.FunctionWrappingJob
        """
        if PromisedRequirement.convertPromises(kwargs):
            return self.addChild(PromisedRequirementFunctionWrappingJob(fn, *args, **kwargs))
        else:
            return self.addChild(FunctionWrappingJob(fn, *args, **kwargs))


[docs]    def addFollowOnFn(self, fn, *args, **kwargs):
        """
        Adds a function as a follow-on job.

        :param fn: Function to be run as a follow-on job with ``*args`` and ``**kwargs`` as \
        arguments to this function. See toil.job.FunctionWrappingJob for reserved \
        keyword arguments used to specify resource requirements.
        :return: The new follow-on job that wraps fn.
        :rtype: toil.job.FunctionWrappingJob
        """
        if PromisedRequirement.convertPromises(kwargs):
            return self.addFollowOn(PromisedRequirementFunctionWrappingJob(fn, *args, **kwargs))
        else:
            return self.addFollowOn(FunctionWrappingJob(fn, *args, **kwargs))


[docs]    def addChildJobFn(self, fn, *args, **kwargs):
        """
        Adds a job function as a child job. See :class:`toil.job.JobFunctionWrappingJob`
        for a definition of a job function.

        :param fn: Job function to be run as a child job with ``*args`` and ``**kwargs`` as \
        arguments to this function. See toil.job.JobFunctionWrappingJob for reserved \
        keyword arguments used to specify resource requirements.
        :return: The new child job that wraps fn.
        :rtype: toil.job.JobFunctionWrappingJob
        """
        if PromisedRequirement.convertPromises(kwargs):
            return self.addChild(PromisedRequirementJobFunctionWrappingJob(fn, *args, **kwargs))
        else:
            return self.addChild(JobFunctionWrappingJob(fn, *args, **kwargs))


[docs]    def addFollowOnJobFn(self, fn, *args, **kwargs):
        """
        Add a follow-on job function. See :class:`toil.job.JobFunctionWrappingJob`
        for a definition of a job function.

        :param fn: Job function to be run as a follow-on job with ``*args`` and ``**kwargs`` as \
        arguments to this function. See toil.job.JobFunctionWrappingJob for reserved \
        keyword arguments used to specify resource requirements.
        :return: The new follow-on job that wraps fn.
        :rtype: toil.job.JobFunctionWrappingJob
        """
        if PromisedRequirement.convertPromises(kwargs):
            return self.addFollowOn(PromisedRequirementJobFunctionWrappingJob(fn, *args, **kwargs))
        else:
            return self.addFollowOn(JobFunctionWrappingJob(fn, *args, **kwargs))


    @staticmethod
[docs]    def wrapFn(fn, *args, **kwargs):
        """
        Makes a Job out of a function. \
        Convenience function for constructor of :class:`toil.job.FunctionWrappingJob`.

        :param fn: Function to be run with ``*args`` and ``**kwargs`` as arguments. \
        See toil.job.JobFunctionWrappingJob for reserved keyword arguments used \
        to specify resource requirements.
        :return: The new function that wraps fn.
        :rtype: toil.job.FunctionWrappingJob
        """
        if PromisedRequirement.convertPromises(kwargs):
            return PromisedRequirementFunctionWrappingJob(fn, *args, **kwargs)
        else:
            return FunctionWrappingJob(fn, *args, **kwargs)


    @staticmethod
[docs]    def wrapJobFn(fn, *args, **kwargs):
        """
        Makes a Job out of a job function. \
        Convenience function for constructor of :class:`toil.job.JobFunctionWrappingJob`.

        :param fn: Job function to be run with ``*args`` and ``**kwargs`` as arguments. \
        See toil.job.JobFunctionWrappingJob for reserved keyword arguments used \
        to specify resource requirements.
        :return: The new job function that wraps fn.
        :rtype: toil.job.JobFunctionWrappingJob
        """
        if PromisedRequirement.convertPromises(kwargs):
            return PromisedRequirementJobFunctionWrappingJob(fn, *args, **kwargs)
        else:
            return JobFunctionWrappingJob(fn, *args, **kwargs)


[docs]    def encapsulate(self):
        """
        Encapsulates the job, see :class:`toil.job.EncapsulatedJob`.
        Convenience function for constructor of :class:`toil.job.EncapsulatedJob`.

        :return: an encapsulated version of this job.
        :rtype: toil.job.EncapsulatedJob.
        """
        return EncapsulatedJob(self)


    ####################################################
    #The following function is used for passing return values between
    #job run functions
    ####################################################

[docs]    def rv(self, index=None):
        """
        Creates a *promise* (:class:`toil.job.Promise`) representing a return value of the job's
        run method, or, in case of a function-wrapping job, the wrapped function's return value.

        :param int|None index: If None the complete return value will be used, otherwise an
               index to select an individual item from the return value in which case the return
               value must be of a type that implements the __getitem__ magic method, e.g. dict,
               list or tuple.

        :return: A promise representing the return value of this jobs :meth:`toil.job.Job.run`
                 method.

        :rtype: toil.job.Promise
        """
        return Promise(self, index)


[docs]    def allocatePromiseFile(self, index):
        if self._promiseJobStore is None:
            raise RuntimeError('Trying to pass a promise from a promising job that is not a '
                               'predecessor of the job receiving the promise')
        jobStoreFileID = self._promiseJobStore.getEmptyFileStoreID()
        self._rvs[index].append(jobStoreFileID)
        return self._promiseJobStore.config.jobStore, jobStoreFileID


    ####################################################
    #Cycle/connectivity checking
    ####################################################

[docs]    def checkJobGraphForDeadlocks(self):
        """
        :raises toil.job.JobGraphDeadlockException: if the job graph \
        is cyclic, contains multiple roots or contains checkpoint jobs that are
        not leaf vertices when defined (see :func:`toil.job.Job.checkNewCheckpointsAreLeaves`).

        See :func:`toil.job.Job.checkJobGraphConnected`, \
        :func:`toil.job.Job.checkJobGraphAcyclic` and \
        :func:`toil.job.Job.checkNewCheckpointsAreLeafVertices` for more info.
        """
        self.checkJobGraphConnected()
        self.checkJobGraphAcylic()
        self.checkNewCheckpointsAreLeafVertices()


[docs]    def getRootJobs(self):
        """
        :return: The roots of the connected component of jobs that contains this job. \
        A root is a job with no predecessors.

        :rtype : set of toil.job.Job instances
        """
        roots = set()
        visited = set()
        #Function to get the roots of a job
        def getRoots(job):
            if job not in visited:
                visited.add(job)
                if len(job._directPredecessors) > 0:
                    map(lambda p : getRoots(p), job._directPredecessors)
                else:
                    roots.add(job)
                #The following call ensures we explore all successor edges.
                map(lambda c : getRoots(c), job._children +
                    job._followOns)
        getRoots(self)
        return roots


[docs]    def checkJobGraphConnected(self):
        """
        :raises toil.job.JobGraphDeadlockException: if :func:`toil.job.Job.getRootJobs` does \
        not contain exactly one root job.

        As execution always starts from one root job, having multiple root jobs will \
        cause a deadlock to occur.
        """
        rootJobs = self.getRootJobs()
        if len(rootJobs) != 1:
            raise JobGraphDeadlockException("Graph does not contain exactly one"
                                            " root job: %s" % rootJobs)


[docs]    def checkJobGraphAcylic(self):
        """
        :raises toil.job.JobGraphDeadlockException: if the connected component \
        of jobs containing this job contains any cycles of child/followOn dependencies \
        in the *augmented job graph* (see below). Such cycles are not allowed \
        in valid job graphs.

        A follow-on edge (A, B) between two jobs A and B is equivalent \
        to adding a child edge to B from (1) A, (2) from each child of A, \
        and (3) from the successors of each child of A. We call each such edge \
        an edge an "implied" edge. The augmented job graph is a job graph including \
        all the implied edges.

        For a job graph G = (V, E) the algorithm is ``O(|V|^2)``. It is ``O(|V| + |E|)`` for \
        a graph with no follow-ons. The former follow-on case could be improved!
        """
        #Get the root jobs
        roots = self.getRootJobs()
        if len(roots) == 0:
            raise JobGraphDeadlockException("Graph contains no root jobs due to cycles")

        #Get implied edges
        extraEdges = self._getImpliedEdges(roots)

        #Check for directed cycles in the augmented graph
        visited = set()
        for root in roots:
            root._checkJobGraphAcylicDFS([], visited, extraEdges)


[docs]    def checkNewCheckpointsAreLeafVertices(self):
        """
        A checkpoint job is a job that is restarted if either it fails, or if any of \
        its successors completely fails, exhausting their retries.

        A job is a leaf it is has no successors.

        A checkpoint job must be a leaf when initially added to the job graph. When its \
        run method is invoked it can then create direct successors. This restriction is made
        to simplify implementation.

        :raises toil.job.JobGraphDeadlockException: if there exists a job being added to the graph for which \
        checkpoint=True and which is not a leaf.
        """
        roots = self.getRootJobs() # Roots jobs of component, these are preexisting jobs in the graph

        # All jobs in the component of the job graph containing self
        jobs = set()
        map(lambda x : x._dfs(jobs), roots)

        # Check for each job for which checkpoint is true that it is a cut vertex or leaf
        for y in filter(lambda x : x.checkpoint, jobs):
            if y not in roots: # The roots are the prexisting jobs
                if len(y._children) != 0 and len(y._followOns) != 0 and len(y._services) != 0:
                    raise JobGraphDeadlockException("New checkpoint job %s is not a leaf in the job graph" % y)


    ####################################################
    #The following nested classes are used for
    #creating jobtrees (Job.Runner),
    #managing temporary files (Job.FileStore),
    #and defining a service (Job.Service)
    ####################################################

[docs]    class Runner(object):
        """
        Used to setup and run Toil workflow.
        """
        @staticmethod
[docs]        def getDefaultArgumentParser():
            """
            Get argument parser with added toil workflow options.

            :returns: The argument parser used by a toil workflow with added Toil options.
            :rtype: :class:`argparse.ArgumentParser`
            """
            parser = ArgumentParser()
            Job.Runner.addToilOptions(parser)
            return parser


        @staticmethod
[docs]        def getDefaultOptions(jobStore):
            """
            Get default options for a toil workflow.

            :param string jobStore: A string describing the jobStore \
            for the workflow.
            :returns: The options used by a toil workflow.
            :rtype: argparse.ArgumentParser values object
            """
            parser = Job.Runner.getDefaultArgumentParser()
            return parser.parse_args(args=[jobStore])


        @staticmethod
[docs]        def addToilOptions(parser):
            """
            Adds the default toil options to an :mod:`optparse` or :mod:`argparse`
            parser object.

            :param parser: Options object to add toil options to.
            :type parser: optparse.OptionParser or argparse.ArgumentParser
            """
            addOptions(parser)


        @staticmethod
[docs]        def startToil(job, options):
            """
            Deprecated by toil.common.Toil.run. Runs the toil workflow using the given options
            (see Job.Runner.getDefaultOptions and Job.Runner.addToilOptions) starting with this
            job.
            :param toil.job.Job job: root job of the workflow
            :raises: toil.leader.FailedJobsException if at the end of function \
            their remain failed jobs.
            :return: The return value of the root job's run function.
            :rtype: Any
            """
            setLoggingFromOptions(options)
            with Toil(options) as toil:
                if not options.restart:
                    return toil.start(job)
                else:
                    return toil.restart()



[docs]    class FileStore( object ):
        """
        Class used to manage temporary files, read and write files from the job store\
        and log messages, passed as argument to the :func:`toil.job.Job.run` method.
        """
        #Variables used for synching reads/writes
        _pendingFileWritesLock = Semaphore()
        _pendingFileWrites = set()
        # For files in jobStore that are on the local disk,
        # map of jobStoreFileIDs to locations in localTempDir.
        _jobStoreFileIDToCacheLocation = {}
        _terminateEvent = Event() #Used to signify crashes in threads

        def __init__(self, jobStore, jobWrapper, localTempDir, inputBlockFn):
            """
            This constructor should not be called by the user, \
            FileStore instances are only provided as arguments to the run function.

            :param toil.jobStores.abstractJobStore.JobStore jobStore: The job store \
            for the workflow.
            :param toil.jobWrapper.JobWrapper jobWrapper: The jobWrapper for the job.
            :param string localTempDir: A temporary directory in which local temporary \
            files will be placed.
            :param method inputBlockFn: A function which blocks and which is called before \
            the fileStore completes atomically updating the jobs files in the job store.
            """
            self.jobStore = jobStore
            self.jobWrapper = jobWrapper
            self.localTempDir = os.path.abspath(localTempDir)
            self.loggingMessages = []
            self.filesToDelete = set()
            self.jobsToDelete = set()
            #Asynchronous writes stuff
            self.workerNumber = 2
            self.queue = Queue()
            self.updateSemaphore = Semaphore()
            self.mutable = self.jobStore.config.readGlobalFileMutableByDefault
            self.workers = map(lambda i : Thread(target=self.asyncWrite),
                               range(self.workerNumber))
            for worker in self.workers:
                worker.start()
            self.inputBlockFn = inputBlockFn

        #Function to write files asynchronously to job store
[docs]        def asyncWrite(self):
            try:
                while True:
                    try:
                        # Block for up to two seconds waiting for a file
                        args = self.queue.get(timeout=2)
                    except Empty:
                        # Check if termination event is signaled
                        # (set in the event of an exception in the worker)
                        if self._terminateEvent.isSet():
                            raise RuntimeError("The termination flag is set, exiting")
                        continue
                    # Normal termination condition is getting None from queue
                    if args is None:
                        break
                    inputFileHandle, jobStoreFileID = args
                    # We pass in a fileHandle, rather than the file-name, in case
                    # the file itself is deleted. The fileHandle itself should persist
                    # while we maintain the open file handle
                    with self.jobStore.updateFileStream(jobStoreFileID) as outputFileHandle:
                        shutil.copyfileobj(inputFileHandle, outputFileHandle)
                    inputFileHandle.close()
                    # Remove the file from the lock files
                    with self._pendingFileWritesLock:
                        self._pendingFileWrites.remove(jobStoreFileID)
            except:
                self._terminateEvent.set()
                raise



        @contextmanager
[docs]        def open(self, job):
            '''
            This is a dummy context manager that has a true purpose in Job.CachedFileStore where the
            __enter__ and __exit__ methods carry out cache eviction, and cache cleanup operations.
            :param job:
            :return:
            '''
            # Create a working directory for the job
            startingDir = os.getcwd()
            self.localTempDir = makePublicDir(os.path.join(self.localTempDir, str(uuid.uuid4())))
            try:
                # chdir to the working directory so all files created without any path are created
                # in the scope of Toil's working folder.
                os.chdir(self.localTempDir)
                yield
            finally:
                # chdir back to the starting point for sanity
                os.chdir(startingDir)


[docs]        def getLocalTempDir(self):
            """
            Get a new local temporary directory in which to write files that persist \
            for the duration of the job.

            :return: The absolute path to a new local temporary directory. \
            This directory will exist for the duration of the job only, and is \
            guaranteed to be deleted once the job terminates, removing all files \
            it contains recursively.
            :rtype: string
            """
            return os.path.abspath(tempfile.mkdtemp(prefix="t", dir=self.localTempDir))


[docs]        def getLocalTempFile(self):
            """
            Get a new local temporary file that will persist for the duration of the job.

            :return: The absolute path to a local temporary file. \
            This file will exist for the duration of the job only, and \
            is guaranteed to be deleted once the job terminates.
            :rtype: string
            """
            handle, tmpFile = tempfile.mkstemp(prefix="tmp",
                                               suffix=".tmp", dir=self.localTempDir)
            os.close(handle)
            return os.path.abspath(tmpFile)


[docs]        def getLocalTempFileName(self):
            '''
            Get a valid name for a new local file. Do it in a really stupid way by creating and then
            deleting a temp file (haha).
            :return: Path to valid file
            '''
            tempFile = self.getLocalTempFile()
            os.remove(tempFile)
            return tempFile


[docs]        def writeGlobalFile(self, localFileName, cleanup=False):
            """
            Takes a file (as a path) and uploads it to the job store.

            If the local file is a file returned by :func:`toil.job.Job.FileStore.getLocalTempFile`
            or is in a directory, or, recursively, a subdirectory, returned by
            :func:`toil.job.Job.FileStore.getLocalTempDir` then the write is asynchronous,
            so further modifications during execution to the file pointed by localFileName will
            result in undetermined behavior. Otherwise, the method will block until the file is
            written to the file store.

            :param string localFileName: The path to the local file to upload.

            :param Boolean cleanup: if True then the copy of the global file will \
            be deleted once the job and all its successors have completed running. \
            If not the global file must be deleted manually.

            :returns: an ID that can be used to retrieve the file.
            """
            #Put the file into the cache if it is a path within localTempDir
            absLocalFileName = os.path.abspath(localFileName)
            cleanupID = None if not cleanup else self.jobWrapper.jobStoreID
            if absLocalFileName.startswith(self.localTempDir):
                jobStoreFileID = self.jobStore.getEmptyFileStoreID(cleanupID)
                fileHandle = open(absLocalFileName, 'r')
                if os.stat(absLocalFileName).st_uid == os.getuid():
                    #Chmod if permitted to make file read only to try to prevent accidental user modification
                    os.chmod(absLocalFileName, stat.S_IRUSR | stat.S_IRGRP | stat.S_IROTH)
                with self._pendingFileWritesLock:
                    self._pendingFileWrites.add(jobStoreFileID)
                # A file handle added to the queue allows the asyncWrite threads to remove their jobID from _pendingFileWrites.
                # Therefore, a file should only be added after its fileID is added to _pendingFileWrites
                self.queue.put((fileHandle, jobStoreFileID))
                self._jobStoreFileIDToCacheLocation[jobStoreFileID] = absLocalFileName
            else:
                #Write the file directly to the file store
                jobStoreFileID = self.jobStore.writeFile(localFileName, cleanupID)
            return jobStoreFileID


[docs]        def writeGlobalFileStream(self, cleanup=False):
            """
            Similar to writeGlobalFile, but allows the writing of a stream to the job store.

            :param Boolean cleanup: is as in :func:`toil.job.Job.FileStore.writeGlobalFile`.

            :returns: a context manager yielding a tuple of 1) a file handle which \
            can be written to and 2) the ID of the resulting file in the job store. \
            The yielded file handle does not need to and should not be closed explicitly.
            """
            #TODO: Make this work with the caching??
            return self.jobStore.writeFileStream(None if not cleanup else self.jobWrapper.jobStoreID)


[docs]        def readGlobalFile(self, fileStoreID, userPath=None, cache=True, mutable=None):
            """
            Get a copy of a file in the job store.

            :param string userPath: a path to the name of file to which the global \
            file will be copied or hard-linked (see below).

            :param boolean cache: If True will use caching (see below). Caching will \
            attempt to keep copies of files between sequences of jobs run on the same \
            worker.

            :param boolean mutable: If True, the file path returned points to a file that is
            modifiable by the user. The value defaults to the False unless backwards compatibility
            was requested.

            If cache=True and userPath is either: (1) a file path contained within \
            a directory or, recursively, a subdirectory of a temporary directory \
            returned by Job.FileStore.getLocalTempDir(), or (2) a file path returned by \
            Job.FileStore.getLocalTempFile() then the file will be cached and returned file \
            will be read only (have permissions 444).

            If userPath is specified and the file is already cached, the userPath file \
            will be a hard link to the actual location, else it will be an actual copy \
            of the file.

            If the cache=False or userPath is not either of the above the file will not \
            be cached and will have default permissions. Note, if the file is already cached \
            this will result in two copies of the file on the system.

            :return: an absolute path to a local, temporary copy of the file keyed \
            by fileStoreID.

            :rtype : string
            """
            if fileStoreID in self.filesToDelete:
                raise RuntimeError("Trying to access a file in the jobStore you've deleted: %s" % fileStoreID)
            # Set up the modifiable variable if it wasn't provided by the user in the function call.
            if mutable is None:
                mutable = self.mutable
            if userPath != None:
                userPath = os.path.abspath(userPath) #Make an absolute path
                #Turn off caching if user file is not in localTempDir
                if cache and not userPath.startswith(self.localTempDir):
                    cache = False
            #When requesting a new file from the jobStore first check if fileStoreID
            #is a key in _jobStoreFileIDToCacheLocation.
            if fileStoreID in self._jobStoreFileIDToCacheLocation:
                cachedAbsFilePath = self._jobStoreFileIDToCacheLocation[fileStoreID]
                if cache and not mutable:
                    #If the user specifies a location and it is not the current location
                    #return a hardlink to the location, else return the original location
                    if userPath == None or userPath == cachedAbsFilePath:
                        return cachedAbsFilePath
                    #Chmod to make file read only
                    if os.path.exists(userPath):
                        os.remove(userPath)
                    os.link(cachedAbsFilePath, userPath)
                    os.chmod(userPath, stat.S_IRUSR | stat.S_IRGRP | stat.S_IROTH)
                    return userPath
                else:
                    #If caching is not true then make a copy of the file
                    localFilePath = userPath if userPath != None else self.getLocalTempFile()
                    shutil.copyfile(cachedAbsFilePath, localFilePath)
                    return localFilePath
            else:
                #If it is not in the cache read it from the jobStore to the
                #desired location
                localFilePath = userPath if userPath != None else self.getLocalTempFile()
                self.jobStore.readFile(fileStoreID, localFilePath)
                if mutable:
                    # FIXME Can't do this at the top because of loopy (circular) import errors
                    from toil.jobStores.fileJobStore import FileJobStore
                    if isinstance(self.jobStore, FileJobStore):
                        # If readFile created a hard-link, we need to undo the link and copy. 
                        if os.stat(localFilePath).st_nlink==2:
                            shutil.copyfile(localFilePath, localFilePath+'.tmp')
                            os.rename(localFilePath+'.tmp', localFilePath)
                else:
                    os.chmod(localFilePath, stat.S_IRUSR | stat.S_IRGRP | stat.S_IROTH)
                #If caching is enabled and the file is in local temp dir then
                #add to cache and make read only
                if cache:
                    assert localFilePath.startswith(self.localTempDir)
                    self._jobStoreFileIDToCacheLocation[fileStoreID] = localFilePath
                    os.chmod(localFilePath, stat.S_IRUSR | stat.S_IRGRP | stat.S_IROTH)
                return localFilePath


[docs]        def readGlobalFileStream(self, fileStoreID):
            """
            Similar to readGlobalFile, but allows a stream to be read from the job \
            store.

            :returns: a context manager yielding a file handle which can be read from. \
            The yielded file handle does not need to and should not be closed explicitly.
            """
            if fileStoreID in self.filesToDelete:
                raise RuntimeError("Trying to access a file in the jobStore you've deleted: %s" % fileStoreID)

            #If fileStoreID is in the cache provide a handle from the local cache
            if fileStoreID in self._jobStoreFileIDToCacheLocation:
                #This leaks file handles (but the commented out code does not work properly)
                return open(self._jobStoreFileIDToCacheLocation[fileStoreID], 'r')
                #with open(self._jobStoreFileIDToCacheLocation[fileStoreID], 'r') as fH:
                #        yield fH
            else:
                #TODO: Progressively add the file to the cache
                return self.jobStore.readFileStream(fileStoreID)

                #with self.jobStore.readFileStream(fileStoreID) as fH:
                #    yield fH

[docs]        def deleteGlobalFile(self, fileStoreID):
            """
            Deletes a global file with the given job store ID.

            To ensure that the job can be restarted if necessary, the delete \
            will not happen until after the job's run method has completed.

            :param fileStoreID: the job store ID of the file to be deleted.
            """
            self.filesToDelete.add(fileStoreID)
            #If the fileStoreID is in the cache:
            if fileStoreID in self._jobStoreFileIDToCacheLocation:
                #This will result in the files removal from the cache at the end of the current job
                self._jobStoreFileIDToCacheLocation.pop(fileStoreID)


[docs]        def importFile(self, srcUrl, sharedFileName=None):
            return self.jobStore.importFile(srcUrl, sharedFileName=sharedFileName)


[docs]        def exportFile(self, jobStoreFileID, dstUrl):
            self.jobStore.exportFile(jobStoreFileID, dstUrl)


[docs]        def logToMaster(self, text, level=logging.INFO):
            """
            Send a logging message to the leader. The message will also be \
            logged by the worker at the same level.

            :param text: The string to log.
            :param int level: The logging level.
            """
            logger.log(level=level, msg=("LOG-TO-MASTER: " + text))
            self.loggingMessages.append(dict(text=text, level=level))


        def _updateJobWhenDone(self):
            """
            Asynchronously update the status of the job on the disk, first waiting \
            until the writing threads have finished and the input blockFn has stopped \
            blocking.
            """
            def asyncUpdate():
                try:
                    #Wait till all file writes have completed
                    for i in xrange(len(self.workers)):
                        self.queue.put(None)

                    for thread in self.workers:
                        thread.join()

                    #Wait till input block-fn returns - in the event of an exception
                    #this will eventually terminate
                    self.inputBlockFn()

                    #Check the terminate event, if set we can not guarantee
                    #that the workers ended correctly, therefore we exit without
                    #completing the update
                    if self._terminateEvent.isSet():
                        raise RuntimeError("The termination flag is set, exiting before update")

                    #Indicate any files that should be deleted once the update of
                    #the job wrapper is completed.
                    self.jobWrapper.filesToDelete = list(self.filesToDelete)

                    #Complete the job
                    self.jobStore.update(self.jobWrapper)

                    #Delete any remnant jobs
                    map(self.jobStore.delete, self.jobsToDelete)

                    #Delete any remnant files
                    map(self.jobStore.deleteFile, self.filesToDelete)

                    #Remove the files to delete list, having successfully removed the files
                    if len(self.filesToDelete) > 0:
                        self.jobWrapper.filesToDelete = []
                        #Update, removing emptying files to delete
                        self.jobStore.update(self.jobWrapper)
                except:
                    self._terminateEvent.set()
                    raise
                finally:
                    #Indicate that _blockFn can return
                    #This code will always run
                    self.updateSemaphore.release()
            #The update semaphore is held while the jobWrapper is written to disk
            try:
                self.updateSemaphore.acquire()
                t = Thread(target=asyncUpdate)
                t.start()
            except: #This is to ensure that the semaphore is released in a crash to stop a deadlock scenario
                self.updateSemaphore.release()
                raise

        def _cleanLocalTempDir(self, cacheSize):
            """
            At the end of the job, remove all localTempDir files except those whose \
            value is in _jobStoreFileIDToCacheLocation.

            :param int cacheSize: the total number of bytes of files allowed in the cache.
            """
            #Remove files so that the total cached files are smaller than a cacheSize

            #List of pairs of (fileCreateTime, fileStoreID) for cached files
            with self._pendingFileWritesLock:
                deletableCacheFiles = set(
                        self._jobStoreFileIDToCacheLocation.keys()) - self._pendingFileWrites
            cachedFileCreateTimes = map(
                    lambda x: (os.stat(self._jobStoreFileIDToCacheLocation[x]).st_ctime, x),
                    deletableCacheFiles)
            # Total number of bytes stored in cached files
            totalCachedFileSizes = sum(
                    [os.stat(self._jobStoreFileIDToCacheLocation[x]).st_size for x in
                     self._jobStoreFileIDToCacheLocation.keys()])
            # Remove earliest created files first - this is in place of 'Remove smallest files first'.  Again, might
            # not be the best strategy.
            cachedFileCreateTimes.sort()
            cachedFileCreateTimes.reverse()
            #Now do the actual file removal
            while totalCachedFileSizes > cacheSize and len(cachedFileCreateTimes) > 0:
                fileCreateTime, fileStoreID = cachedFileCreateTimes.pop()
                fileSize = os.stat(self._jobStoreFileIDToCacheLocation[fileStoreID]).st_size
                filePath = self._jobStoreFileIDToCacheLocation[fileStoreID]
                self._jobStoreFileIDToCacheLocation.pop(fileStoreID)
                os.remove(filePath)
                totalCachedFileSizes -= fileSize
                assert totalCachedFileSizes >= 0

            #Iterate from the base of localTempDir and remove all
            #files/empty directories, recursively
            cachedFiles = set(self._jobStoreFileIDToCacheLocation.values())

            def clean(dirOrFile, remove=True):
                canRemove = True
                if os.path.isdir(dirOrFile):
                    for f in os.listdir(dirOrFile):
                        canRemove = canRemove and clean(os.path.join(dirOrFile, f))
                    if canRemove and remove:
                        os.rmdir(dirOrFile) #Dir should be empty if canRemove is true
                    return canRemove
                if dirOrFile in cachedFiles:
                    return False
                os.remove(dirOrFile)
                return True
            clean(self.localTempDir, False)

        def _blockFn(self):
            """
            Blocks while _updateJobWhenDone is running.
            """
            self.updateSemaphore.acquire()
            self.updateSemaphore.release() #Release so that the block function can be recalled
            #This works, because once acquired the semaphore will not be acquired
            #by _updateJobWhenDone again.
            return

        def __del__(self):
            """Cleanup function that is run when destroying the class instance \
            that ensures that all the file writing threads exit.
            """
            self.updateSemaphore.acquire()
            for i in xrange(len(self.workers)):
                self.queue.put(None)
            for thread in self.workers:
                thread.join()
            self.updateSemaphore.release()


    class CachedFileStore(FileStore):
        '''
        A cache-enabled version of Filestore. Basically FileStore on Adderall(R)
        '''
        def __init__(self, jobStore, jobWrapper, localTempDir, inputBlockFn):
            super(Job.CachedFileStore, self).__init__(jobStore, jobWrapper, localTempDir,
                                                      inputBlockFn)
            # cacheDir has to be 1 levels above local worker tempdir, at the same level as the
            # worker dirs. At this point, localTempDir is the worker directory, not the jobwrapper
            # directory.
            self.localTempDir = localTempDir
            self.localCacheDir = os.path.join(os.path.dirname(localTempDir),
                                              cacheDirName(self.jobStore.config.workflowID))
            self.cacheLockFile = os.path.join(self.localCacheDir, '.cacheLock')
            self.cacheStateFile = os.path.join(self.localCacheDir, '_cacheState')
            # Since each worker has it's own unique FileStore instance, and only one Job can run at
            # a time on a worker, we can bookkeep the job's file store operated files here.
            self.jobSpecificFiles = {}
            self.nlinkThreshold = None
            self.workflowAttemptNumber = self.jobStore.config.workflowAttemptNumber
            self.hashedJobCommand = sha1(self.jobWrapper.command.split()[1]).hexdigest()
            # This is a flag to better resolve cache equation imbalances at cleanup time.
            self.cleanupInProgress = False

            self._setupCache()

        # Cache-friendly version of asyncWrite.  This essentially duplicates FileStore.asyncWrite
        # and adds in a few lines with caching logic.  We deemed it not worth the effort of
        # attempting to make a template method that can be modified in CachedFileStore since the
        # parent method will be phased out very soon.
        def asyncWrite(self):
            try:
                while True:
                    try:
                        # Block for up to two seconds waiting for a file
                        args = self.queue.get(timeout=2)
                    except Empty:
                        # Check if termination event is signaled
                        # (set in the event of an exception in the worker)
                        if self._terminateEvent.isSet():
                            raise RuntimeError("The termination flag is set, exiting")
                        continue
                    # Normal termination condition is getting None from queue
                    if args is None:
                        break
                    inputFileHandle, jobStoreFileID = args
                    cachedFileName = self.encodedFileID(jobStoreFileID)
                    # Ensure that the harbinger exists in the cache directory and that the PID
                    # matches that of this writing thread.
                    # If asyncWrite is ported to subprocesses instead of threads in the future,
                    # insert logic here to securely overwrite the harbinger file.
                    harbingerFile = self.HarbingerFile(self, cachedFileName=cachedFileName)
                    assert harbingerFile.exists()
                    assert harbingerFile.read() == int(os.getpid())
                    # We pass in a fileHandle, rather than the file-name, in case
                    # the file itself is deleted. The fileHandle itself should persist
                    # while we maintain the open file handle
                    with self.jobStore.updateFileStream(jobStoreFileID) as outputFileHandle:
                        shutil.copyfileobj(inputFileHandle, outputFileHandle)
                    inputFileHandle.close()
                    # Remove the file from the lock files
                    with self._pendingFileWritesLock:
                        self._pendingFileWrites.remove(jobStoreFileID)
                    # Remove the harbinger file
                    harbingerFile.delete()
            except:
                self._terminateEvent.set()
                raise

        @contextmanager
        def open(self,job):
            '''
            This context manager decorated method allows cache-specific operations to be conducted
            before and after the execution of a job in worker.py
            :param job:
            :return:
            '''
            # Create a working directory for the job
            startingDir = os.getcwd()
            self.localTempDir = makePublicDir(os.path.join(self.localTempDir, str(uuid.uuid4())))
            # Figure out if this operation job already went through the process of writing it's info
            # into the cache lock file.  If it has, restore the cache file to a state where the job
            # doesn't exist.
            with self._CacheState.open(self) as cacheInfo:
                if cacheInfo.jobState[self.hashedJobCommand]:
                    # Delete the old work directory if it still exists, to remove unwanted nlinks.
                    jobState = self._JobState(cacheInfo.jobState[self.hashedJobCommand])
                    assert jobState.jobDir != self.localTempDir
                    if os.path.exists(jobState.jobDir):
                        shutil.rmtree(jobState.jobDir)  # Ignore_errors?
                    cacheInfo.sigmaJob -= jobState.jobReqs
                    cacheInfo.jobState.pop(self.hashedJobCommand)
            # Get the requirements for the job and clean the cache if necessary. cleanCache will
            # ensure that the requirements for this job are stored in the state file.
            jobReqs = job.effectiveRequirements(self.jobStore.config).disk
            # Cleanup the cache to free up enough space for this job (if needed)
            self.cleanCache(jobReqs)
            try:
                os.chdir(self.localTempDir)
                yield
            finally:
                os.chdir(startingDir)
                self.cleanupInProgress = True
                self.returnJobReqs(jobReqs)

        # Overridden FileStore methods
        def writeGlobalFile(self, localFileName, cleanup=False):
            """
            Takes a file (as a path) and uploads it to the job store.  Depending on the jobstore
            used, carry out the appropriate cache functions.

            :param string localFileName: The path to the local file to upload.

            :param Boolean cleanup: if True then the copy of the global file will \
            be deleted once the job and all its successors have completed running. \
            If not the global file must be deleted manually.

            :returns: an ID that can be used to retrieve the file.
            """
            absLocalFileName = self._abspath(localFileName)
            # What does this do?
            cleanupID = None if not cleanup else self.jobWrapper.jobStoreID
            # If the file is from the scope of local temp dir
            if absLocalFileName.startswith(self.localTempDir):
                # If the job store is of type FileJobStore and the job store and the local temp dir
                # are on the same file system, then we want to hard link the files istead of copying
                # barring the case where the file being written was one that was previously read
                # from the file store. In that case, you want to copy to the file store so that
                # the two have distinct nlink counts.
                # Can read without a lock because we're only reading job-specific info.
                jobSpecificFiles = self._CacheState._load(self.cacheStateFile).jobState[
                    self.hashedJobCommand]['filesToFSIDs'].keys()
                # Saying nlink is 2 implicitly means we are using the job file store, and it is on
                # the same device as the work dir.
                if self.nlinkThreshold == 2 and absLocalFileName not in jobSpecificFiles:
                    jobStoreFileID = self.jobStore.getEmptyFileStoreID(cleanupID)
                    # getEmptyFileStoreID creates the file in the scope of the job store hence we
                    # need to delete it before linking.
                    os.remove(self.jobStore._getAbsPath(jobStoreFileID))
                    os.link(absLocalFileName, self.jobStore._getAbsPath(jobStoreFileID))
                # If they're not on the file system, or if the file is already linked with an
                # existing file, we need to copy to the job store.
                # Check if the user allows asynchronous file writes
                elif self.jobStore.config.useAsync:
                    jobStoreFileID = self.jobStore.getEmptyFileStoreID(cleanupID)
                    # Before we can start the async process, we should also create a dummy harbinger
                    # file in the cache such that any subsequent jobs asking for this file will not
                    # attempt to download it from the job store till the write is complete.  We do
                    # this now instead of in the writing thread because there is an edge case where
                    # readGlobalFile in a subsequent job is called before the writing thread has
                    # received the message to write the file and has created the dummy harbinger
                    # (and the file was unable to be cached/was evicted from the cache).
                    harbingerFile = self.HarbingerFile(self, fileStoreID=jobStoreFileID)
                    harbingerFile.write()
                    fileHandle = open(absLocalFileName, 'r')
                    with self._pendingFileWritesLock:
                        self._pendingFileWrites.add(jobStoreFileID)
                    # A file handle added to the queue allows the asyncWrite threads to remove their
                    # jobID from _pendingFileWrites. Therefore, a file should only be added after
                    # its fileID is added to _pendingFileWrites
                    self.queue.put((fileHandle, jobStoreFileID))
                # Else write directly to the job store.
                else:
                    jobStoreFileID = self.jobStore.writeFile(absLocalFileName, cleanupID)
                # Local files are cached by default, unless they were written from previously read
                # files.
                if absLocalFileName not in jobSpecificFiles:
                    self.addToCache(absLocalFileName, jobStoreFileID, 'write')
                else:
                    self._JobState.updateJobSpecificFiles(self, jobStoreFileID, absLocalFileName,
                                                          0.0, False)
            # Else write directly to the job store.
            else:
                jobStoreFileID = self.jobStore.writeFile(absLocalFileName, cleanupID)
                # Non local files are NOT cached by default, but they are tracked as local files.
                self._JobState.updateJobSpecificFiles(self, jobStoreFileID, None,
                                                      0.0, False)
            return jobStoreFileID

        def readGlobalFile(self, fileStoreID, userPath=None, cache=True, mutable=None):
            """
            Downloads a file described by fileStoreID from the file store to the local directory.
            The function first looks for the file in the cache and if found, it hardlinks to the
            cached copy instead of downloading.

            If a user path is specified, it is used as the destination. If a user path isn't
            specified, the file is stored in the local temp directory with an encoded name.

            The cache parameter will be used only if the file isn't already in the cache, and
            provided user path (if specified) is in the scope of local temp dir.

            :param fileStoreID: file store id for the file

            :param string userPath: a path to the name of file to which the global \
            file will be copied or hard-linked (see below).

            :param boolean cache: If True, a copy of the file will be saved into a cache that can be
            used by other workers. caching supports multiple concurrent workers requesting the same
            file by allowing only one to download the file while the others wait for it to complete.

            :param boolean mutable: If True, the file path returned points to a file that is
            modifiable by the user. Using False is recommended as it saves disk by making multiple
            workers share a file via hard links. The value defaults to False unless backwards
            compatibility was requested.

            :return: an absolute path to a local, temporary copy of the file keyed \
            by fileStoreID.
            :rtype : string
            """
            # Check that the file hasn't been deleted by the user
            if fileStoreID in self.filesToDelete:
                raise RuntimeError('Trying to access a file in the jobStore you\'ve deleted: ' + \
                                   '%s' % fileStoreID)
            # Set up the modifiable variable if it wasn't provided by the user in the function call.
            if mutable is None:
                mutable = self.mutable
            # Get the name of the file as it would be in the cache
            cachedFileName = self.encodedFileID(fileStoreID)
            # setup the harbinger variable for the file.  This is an identifier that the file is
            # currently being downloaded by another job and will be in the cache shortly. It is used
            # to prevent multiple jobs from simultaneously downloading the same file from the file
            # store.
            harbingerFile = self.HarbingerFile(self, cachedFileName=cachedFileName)
            # setup the output filename.  If a name is provided, use it - This makes it a Named
            # Local File. If a name isn't provided, use the base64 encoded name such that we can
            # easily identify the files later on.
            if userPath is not None:
                localFilePath = self._abspath(userPath)
                if os.path.exists(localFilePath):
                    # yes, this is illegal now.
                    raise RuntimeError(' File %s ' % localFilePath + ' exists. Cannot Overwrite.' )
                fileIsLocal = True if localFilePath.startswith(self.localTempDir) else False
            else:
                localFilePath = self.getLocalTempFileName()
                fileIsLocal = True
            # First check whether the file is in cache.  If it is, then hardlink the file to
            # userPath. Cache operations can only occur on local files.
            with self.cacheLock() as lockFileHandle:
                if fileIsLocal and self._fileIsCached(fileStoreID):
                    logger.info('CACHE: Cache hit on file with ID \'%s\'.' % fileStoreID)
                    assert not os.path.exists(localFilePath)
                    if mutable:
                        shutil.copyfile(cachedFileName, localFilePath)
                        cacheInfo = self._CacheState._load(self.cacheStateFile)
                        jobState = self._JobState(cacheInfo.jobState[self.hashedJobCommand])
                        jobState.addToJobSpecFiles(fileStoreID, localFilePath, -1, None)
                        cacheInfo.jobState[self.hashedJobCommand] = jobState.__dict__
                        cacheInfo.write(self.cacheStateFile)
                    else:
                        os.link(cachedFileName, localFilePath)
                        self.returnFileSize(fileStoreID, localFilePath, lockFileHandle,
                                            fileAlreadyCached=True)
                # If the file is not in cache, check whether the .harbinger file for the given
                # FileStoreID exists.  If it does, the wait and periodically check for the removal
                # of the file and the addition of the completed download into cache of the file by
                # the other job. Then we link to it.
                elif fileIsLocal and harbingerFile.exists():
                    harbingerFile.waitOnDownload(lockFileHandle)
                    # If the code reaches here, the harbinger file has been removed. This means
                    # either the file was successfully downloaded and added to cache, or something
                    # failed. To prevent code duplication, we recursively call readGlobalFile.
                    flock(lockFileHandle, LOCK_UN)
                    return self.readGlobalFile(fileStoreID, userPath, cache)
                # If the file is not in cache, then download it to the userPath and then add to
                # cache if specified.
                else:
                    logger.debug('CACHE: Cache miss on file with ID \'%s\'.' % fileStoreID)
                    if fileIsLocal and cache:
                        # If caching of the downloaded file is desired, First create the harbinger
                        # file so other jobs know not to redundantly download the same file.  Write
                        # the PID of this process into the file so other jobs know who is carrying
                        # out the download.
                        harbingerFile.write()
                        # Now release the file lock while the file is downloaded as download could
                        # take a while.
                        flock(lockFileHandle, LOCK_UN)
                        # Use try:finally: so that the .harbinger file is removed whether the
                        # download succeeds or not.
                        try:
                            self.jobStore.readFile(fileStoreID,
                                                   '/.'.join(os.path.split(cachedFileName)))
                        except:
                            if os.path.exists('/.'.join(os.path.split(cachedFileName))):
                                os.remove('/.'.join(os.path.split(cachedFileName)))
                            raise
                        else:
                            # If the download succeded, officially add the file to cache (by
                            # recording it in the cache lock file) if possible.
                            if os.path.exists('/.'.join(os.path.split(cachedFileName))):
                                os.rename('/.'.join(os.path.split(cachedFileName)), cachedFileName)
                                self.addToCache(localFilePath, fileStoreID, 'read', mutable)
                                # We don't need to return the file size here because addToCache
                                # already does it for us
                        finally:
                            # Reacquire the file lock and delete the partial file.
                            flock(lockFileHandle, LOCK_EX)
                            harbingerFile.delete()
                    else:
                        # Release the cache lock since the remaining stuff is not cache related.
                        flock(lockFileHandle, LOCK_UN)
                        self.jobStore.readFile(fileStoreID, localFilePath)
                        os.chmod(localFilePath, stat.S_IRUSR | stat.S_IRGRP | stat.S_IROTH)
                        # Now that we have the file, we have 2 options. It's modifiable or not.
                        # Either way, we need to account for FileJobStore making links instead of
                        # copies.
                        if mutable:
                            if self.nlinkThreshold == 2:
                                # nlinkThreshold can only be 1 or 2 and it can only be 2 iff the
                                # job store is FilejobStore, and the job store and local temp dir
                                # are on the same device. An atomic rename removes the nlink on the
                                # file handle linked from the job store.
                                shutil.copyfile(localFilePath, localFilePath+'.tmp')
                                os.rename(localFilePath+'.tmp', localFilePath)
                            self._JobState.updateJobSpecificFiles(self, fileStoreID, localFilePath,
                                                                  -1, False)
                        # If it was immutable
                        else:
                            if self.nlinkThreshold == 2:
                                self._accountForNlinkEquals2(localFilePath)
                            self._JobState.updateJobSpecificFiles(self, fileStoreID, localFilePath,
                                                                  0.0, False)
            return localFilePath

        def readGlobalFileStream(self, fileStoreID):
            """
            Similar to readGlobalFile, but allows a stream to be read from the job \
            store.

            :returns: a context manager yielding a file handle which can be read from. \
            The yielded file handle does not need to and should not be closed explicitly.
            """
            if fileStoreID in self.filesToDelete:
                raise RuntimeError(
                        "Trying to access a file in the jobStore you've deleted: %s" % fileStoreID)

            # If fileStoreID is in the cache provide a handle from the local cache
            if self._fileIsCached(fileStoreID):
                logger.info('CACHE: Cache hit on file with ID \'%s\'.' % fileStoreID)
                return open(self.encodedFileID(fileStoreID), 'r')
            else:
                logger.info('CACHE: Cache miss on file with ID \'%s\'.' % fileStoreID)
                return self.jobStore.readFileStream(fileStoreID)

        def deleteLocalFile(self, fileStoreID):
            '''
            Deletes a local file with the given job store ID.
            :param str fileStoreID: File Store ID of the file to be deleted.
            :return: None
            '''
            # The local file may or may not have been cached. If it was, we need to do some
            # bookkeeping. If it wasn't, we just delete the file and continue with no might need
            # some bookkeeping if the file store and cache live on the same filesystem. We can know
            # if a file was cached or not based on the value held in the third tuple value for the
            # dict item having key = fileStoreID. If it was cached, it holds the value True else
            # False.
            with self._CacheState.open(self) as cacheInfo:
                jobState = self._JobState(cacheInfo.jobState[self.hashedJobCommand])
                assert fileStoreID in jobState.jobSpecificFiles.keys(), 'Attempting to delete ' + \
                    'a non-local file'
                # filesToDelete is a dictionary of file: fileSize
                filesToDelete = jobState.jobSpecificFiles[fileStoreID]
                allOwnedFiles = jobState.filesToFSIDs
                for (fileToDelete, fileSize) in filesToDelete.items():
                    # Handle the case where a file not in the local temp dir was written to
                    # filestore
                    if fileToDelete is None:
                        filesToDelete.pop(fileToDelete)
                        allOwnedFiles[fileToDelete].remove(fileStoreID)
                        cacheInfo.jobState[self.hashedJobCommand] = jobState.__dict__
                        cacheInfo.write(self.cacheStateFile)
                        continue
                    # If the file size is zero (copied into the local temp dir) or -1 (mutable), we
                    # can safely delete without any bookkeeping
                    if fileSize in (0, -1):
                        # Only remove the file if there is only one FSID associated with it.
                        if len(allOwnedFiles[fileToDelete]) == 1:
                            try:
                                os.remove(fileToDelete)
                            except OSError as err:
                                if err.errno == errno.ENOENT and fileSize == -1:
                                    logger.debug(fileToDelete,  'was read mutably and deleted by '
                                                 'the user')
                                else:
                                    raise IllegalDeletionCacheError(fileToDelete)
                        allOwnedFiles[fileToDelete].remove(fileStoreID)
                        filesToDelete.pop(fileToDelete)
                        cacheInfo.jobState[self.hashedJobCommand] = jobState.__dict__
                        cacheInfo.write(self.cacheStateFile)
                        continue
                    # If not, we need to do bookkeeping
                    # Get the size of the file to be deleted, and the number of jobs using the file
                    # at the moment.
                    if not os.path.exists(fileToDelete):
                        raise IllegalDeletionCacheError(fileToDelete)
                    fileStats = os.stat(fileToDelete)
                    if fileSize != fileStats.st_size:
                        logger.warn("the size on record differed from the real size by " +
                                    "%s bytes" % str(fileSize-fileStats.st_size))
                    # Remove the file and return file size to the job
                    if len(allOwnedFiles[fileToDelete]) == 1:
                        os.remove(fileToDelete)
                    cacheInfo.sigmaJob += fileSize
                    filesToDelete.pop(fileToDelete)
                    allOwnedFiles[fileToDelete].remove(fileStoreID)
                    jobState.updateJobReqs(fileSize, 'remove')
                    cacheInfo.jobState[self.hashedJobCommand] = jobState.__dict__
                # If the job is not in the process of cleaning up, then we may need to remove the
                # cached copy of the file as well.
                if not self.cleanupInProgress:
                    # If the file is cached and if other jobs are using the cached copy of the file,
                    # or if retaining the file in the cache doesn't affect the cache equation, then
                    # don't remove it from cache.
                    if self._fileIsCached(fileStoreID):
                        cachedFile = self.encodedFileID(fileStoreID)
                        jobsUsingFile = os.stat(cachedFile).st_nlink
                        if not cacheInfo.isBalanced() and jobsUsingFile == self.nlinkThreshold:
                            os.remove(cachedFile)
                            cacheInfo.cached -= fileSize
                    self.logToMaster('Successfully deleted cached copy of file with ID '
                                     '\'%s\'.' % fileStoreID)
                self.logToMaster('Successfully deleted local copies of file with ID '
                                 '\'%s\'.' % fileStoreID)

        def deleteGlobalFile(self, fileStoreID):
            """
            Deletes a global file with the given job store ID.

            To ensure that the job can be restarted if necessary, the delete will not happen until
            after the job's run method has completed.

            :param fileStoreID: the job store ID of the file to be deleted.
            """
            with self._CacheState.open(self) as cacheInfo:
                jobState = self._JobState(cacheInfo.jobState[self.hashedJobCommand])
            if jobState.isPopulated() and fileStoreID in jobState.jobSpecificFiles.keys():
                # Use deleteLocalFile in the backend to delete the local copy of the file.
                self.deleteLocalFile(fileStoreID)
                # At this point, the local file has been deleted, and possibly the cached copy. If
                # the cached copy exists, it is either because another job is using the file, or
                # because retaining the file in cache doesn't unbalance the caching equation. The
                # first case is unacceptable for deleteGlobalFile and the second requires explicit
                # deletion of the cached copy.
            # Check if the fileStoreID is in the cache. If it is, ensure only the current job is
            # using it.
            cachedFile = self.encodedFileID(fileStoreID)
            if os.path.exists(cachedFile):
                self.removeSingleCachedFile(fileStoreID)
            # Add the file to the list of files to be deleted once the run method completes.
            self.filesToDelete.add(fileStoreID)
            self.logToMaster('Added file with ID \'%s\' to the list of files to be' % fileStoreID +
                             ' globally deleted.')

        # Cache related methods
        @contextmanager
        def cacheLock(self):
            '''
            This is a context manager to acquire a lock on the Lock file that will be used to
            prevent synchronous cache operations between workers.
            :yield: File descriptor for cache lock file in r+ mode
            '''
            cacheLockFile = open(self.cacheLockFile, 'w')
            try:
                flock(cacheLockFile, LOCK_EX)
                logger.debug("CACHE: Obtained lock on file %s" % self.cacheLockFile)
                yield cacheLockFile
            except IOError:
                logger.critical('CACHE: Unable to acquire lock on %s' % self.cacheLockFile)
                raise
            finally:
                cacheLockFile.close()
                logger.debug("CACHE: Released lock")

        def _setupCache(self):
            '''
            Setup the cache based on the provided values for localCacheDir.
            :return: None
            '''
            # we first check whether the cache directory exists. If it doesn't, create it.
            if not os.path.exists(self.localCacheDir):
                # Create a temporary directory as this worker's private cache. If all goes well, it
                # will be renamed into the cache for this node.
                personalCacheDir = ''.join([os.path.dirname(self.localCacheDir), '/.ctmp-',
                                            str(uuid.uuid4())])
                os.mkdir(personalCacheDir, 0755)
                self._createCacheLockFile(personalCacheDir)
                try:
                    os.rename(personalCacheDir, self.localCacheDir)
                except OSError as err:
                    # The only acceptable FAIL case is that the destination is a non-empty directory
                    # directory.  Assuming (it's ambiguous) atomic renaming of directories, if the
                    # dst is non-empty, it only means that another worker has beaten this one to the
                    # rename.
                    if err.errno == errno.ENOTEMPTY:
                        # Cleanup your own mess.  It's only polite.
                        shutil.rmtree(personalCacheDir)
                    else:
                        raise
            # You can't reach here unless a local cache directory has been created successfully
            with self._CacheState.open(self) as cacheInfo:
                # Ensure this cache is from the correct attempt at the workflow!  If it isn't, we
                # need to reset the cache lock file
                if cacheInfo.attemptNumber != self.workflowAttemptNumber:
                    if cacheInfo.nlink == 2:
                        cacheInfo.cached = 0 # cached file sizes are accounted for by job store
                    else:
                        allCachedFiles = [os.path.join(self.localCacheDir, x)
                                          for x in os.listdir(self.localCacheDir)
                                          if not self._isHidden(x)]
                        cacheInfo.cached = sum([os.stat(cachedFile).st_size
                                                for cachedFile in allCachedFiles])
                        # TODO: Delete the working directories
                    cacheInfo.sigmaJob = 0
                    cacheInfo.attemptNumber = self.workflowAttemptNumber
                self.nlinkThreshold = cacheInfo.nlink

        def _createCacheLockFile(self, tempCacheDir):
            '''
            Create the cache lock file file to contain the state of the cache on the node.
            :param file setupLockFileHandle: Open file handle for the setup lock file. Released on
            successful setup.
            :return: None
            '''
            # The nlink threshold is setup along with the first instance of the cache class on the
            # node.
            self.setNlinkThreshold()
            # Get the free space on the device
            diskStats = os.statvfs(tempCacheDir)
            freeSpace = diskStats.f_frsize * diskStats.f_bavail
            # Create the cache lock file.
            open(os.path.join(tempCacheDir, os.path.basename(self.cacheLockFile)), 'w').close()
            # Setup the cache state file
            personalCacheStateFile = os.path.join(tempCacheDir,
                                                  os.path.basename(self.cacheStateFile))
            # Setup the initial values for the cache state file in a dict
            cacheInfo = self._CacheState({
                'nlink': self.nlinkThreshold,
                'attemptNumber': self.workflowAttemptNumber,
                'total': freeSpace,
                'cached': 0,
                'sigmaJob': 0,
                'cacheDir': self.localCacheDir,
                'jobState': collections.defaultdict(dict)})
            cacheInfo.write(personalCacheStateFile)

        def encodedFileID(self, JobStoreFileID):
            '''
            Uses a url safe base64 encoding to encode the jobStoreFileID into a unique identifier to
            use as filename within the cache folder.  jobstore IDs are essentially urls/paths to
            files and thus cannot be used as is. Base64 encoding is used since it is reversible.

            :param jobStoreFileID: string representing a job store file ID
            :return: str outCachedFile: A path to the hashed file in localCacheDir
            '''
            outCachedFile = os.path.join(self.localCacheDir,
                                         base64.urlsafe_b64encode(JobStoreFileID))
            return outCachedFile

        def _fileIsCached(self, jobStoreFileID):
            '''
            Is the file identified by jobStoreFileID in cache or not.
            '''
            return os.path.exists(self.encodedFileID(jobStoreFileID))

        def decodedFileID(self, cachedFilePath):
            '''
            Decode a cached fileName back to a job store file ID.

            :param str cachedFilePath: Path to the cached file
            :return: The jobstore file ID associated with the file
            :rtype: str
            '''
            fileDir, fileName = os.path.split(cachedFilePath)
            assert fileDir == self.localCacheDir, 'Can\'t decode uncached file names'
            return base64.urlsafe_b64decode(fileName)

        def addToCache(self, localFilePath, jobStoreFileID, callingFunc, mutable=None):
            '''
            Used to process the caching of a file. This depends on whether a file is being written
            to file store, or read from it.
            WRITING
            The file is in localTempDir. It needs to be linked into cache if possible.
            READING
            The file is already in the cache dir. Depending on whether it is modifiable or not, does
            it need to be linked to the required location, or copied. If it is copied, can the file
            still be retained in cache?

            :param str localFilePath: Path to the Source file
            :param jobStoreFileID: jobStoreID for the file
            :param str callingFunc: Who called this function, 'write' or 'read'
            :param boolean mutable: See modifiable in readGlobalFile
            :return: None
            '''
            assert callingFunc in ('read', 'write')
            # Set up the modifiable variable if it wasn't provided by the user in the function call.
            if mutable is None:
                mutable = self.mutable
            assert isinstance(mutable, bool)
            with self.cacheLock() as lockFileHandle:
                cachedFile = self.encodedFileID(jobStoreFileID)
                # The file to be cached MUST originate in the environment of the TOIL temp directory
                if (os.stat(self.localCacheDir).st_dev !=
                        os.stat(os.path.dirname(localFilePath)).st_dev):
                    raise InvalidSourceCacheError('Attempting to cache a file across file systems '
                                               'cachedir = %s, file = %s.' % (self.localCacheDir,
                                                                              localFilePath))
                if not localFilePath.startswith(self.localTempDir):
                    raise InvalidSourceCacheError('Attempting a cache operation on a non-local file '
                                               '%s.' % localFilePath)
                if callingFunc == 'read' and mutable:
                    shutil.copyfile(cachedFile, localFilePath)
                    fileSize = os.stat(cachedFile).st_size
                    cacheInfo = self._CacheState._load(self.cacheStateFile)
                    cacheInfo.cached += fileSize if cacheInfo.nlink != 2 else 0
                    if not cacheInfo.isBalanced():
                        os.remove(cachedFile)
                        cacheInfo.cached -= fileSize if cacheInfo.nlink != 2 else 0
                        logger.debug('Could not download both download ' +
                                     '%s as mutable and add to ' % os.path.basename(localFilePath) +
                                     'cache. Hence only mutable copy retained.')
                    else:
                        logger.info('CACHE: Added file with ID \'%s\' to the cache.' %
                                     jobStoreFileID)
                    jobState = self._JobState(cacheInfo.jobState[self.hashedJobCommand])
                    jobState.addToJobSpecFiles(jobStoreFileID, localFilePath, -1, False)
                    cacheInfo.jobState[self.hashedJobCommand] = jobState.__dict__
                    cacheInfo.write(self.cacheStateFile)
                else:
                    # There are two possibilities, read and immutable, and write. both cases do
                    # almost the same thing except for the direction of the os.link hence we're
                    # writing them together.
                    if callingFunc == 'read': # and mutable is inherently False
                        src = cachedFile
                        dest = localFilePath
                        # To mirror behaviour of shutil.copyfile
                        if os.path.exists(dest):
                            os.remove(dest)
                    else: # write
                        src = localFilePath
                        dest = cachedFile
                    try:
                        os.link(src, dest)
                    except OSError as err:
                        if err.errno != errno.EEXIST:
                            raise
                        # If we get the EEXIST error, it can only be from write since in read we are
                        # explicitly deleting the file.  This shouldn't happen with the .partial
                        # logic hence we raise a cache error.
                        raise CacheError('Attempting to recache a file %s.' % src)
                    else:
                        # Chmod the cached file. Cached files can never be modified.
                        os.chmod(cachedFile, stat.S_IRUSR | stat.S_IRGRP | stat.S_IROTH)
                        # Return the filesize of cachedFile to the job and increase the cached size
                        # The values passed here don't matter since rFS looks at the file only for
                        # the stat
                        self.returnFileSize(jobStoreFileID, localFilePath, lockFileHandle,
                                            fileAlreadyCached=False)
                    if callingFunc == 'read':
                        logger.info('CACHE: Read file with ID \'%s\' from the cache.' %
                                    jobStoreFileID)
                    else:
                        logger.info('CACHE: Added file with ID \'%s\' to the cache.' %
                                    jobStoreFileID)

        def returnFileSize(self, fileStoreID, cachedFileSource, lockFileHandle,
                           fileAlreadyCached=False):
            '''
            Returns the fileSize of the file described by fileStoreID to the job requirements pool
            if the file was recently added to, or read from cache (A job that reads n bytes from
            cache doesn't really use those n bytes as a part of it's job disk since cache is already
            accounting for that disk space).

            :param fileStoreID: fileStore ID of the file bein added to cache
            :param str cachedFileSource: File being added to cache
            :param file lockFileHandle: Open file handle to the cache lock file
            :param bool fileAlreadyCached: A flag to indicate whether the file was already cached or
            not. If it was, then it means that you don't need to add the filesize to cache again.
            :return: None
            '''
            fileSize = os.stat(cachedFileSource).st_size
            cacheInfo = self._CacheState._load(self.cacheStateFile)
            # If the file isn't cached, add the size of the file to the cache pool. However, if the
            # nlink threshold is not 1 -  i.e. it is 2 (it can only be 1 or 2), then don't do this
            # since the size of the file is accounted for by the file store copy.
            if not fileAlreadyCached and self.nlinkThreshold == 1:
                cacheInfo.cached += fileSize
            cacheInfo.sigmaJob -= fileSize
            if not cacheInfo.isBalanced():
                self.logToMaster('CACHE: The cache was not balanced on returning file size',
                                 logging.WARN)
            # Add the info to the job specific cache info
            jobState = self._JobState(cacheInfo.jobState[self.hashedJobCommand])
            jobState.addToJobSpecFiles(fileStoreID, cachedFileSource, fileSize, True)
            cacheInfo.jobState[self.hashedJobCommand] = jobState.__dict__
            cacheInfo.write(self.cacheStateFile)

        @staticmethod
        def _isHidden(filePath):
            '''
            This is a function that checks whether filePath is hidden
            :param str filePath: Path to the file under consideration
            :return:
            '''
            #>>> timeit.timeit('x = a[0] in {".", "_"}', setup='a=".abc"', number=1000000)
            #0.14043903350830078
            #>>> timeit.timeit('x = (a.startswith(".") or a.startswith("_"))', ...)
            #0.216400146484375
            #>>> timeit.timeit('x = a.startswith((".", "_"))', ...)
            #0.21130609512329102
            assert isinstance(filePath, str)
            # I can safely assume i will never see an empty string because this is always called on
            # the results of an os.listdir()
            return filePath[0] in {'.', '_'}

        def cleanCache(self, newJobReqs):
            """
            Cleanup all files in the cache directory to ensure that at lead newJobReqs are available
            for use.
            :param float newJobReqs: the total number of bytes of files allowed in the cache.
            """
            with self._CacheState.open(self) as cacheInfo:
                # Add the new job's disk requirements to the sigmaJobDisk variable
                cacheInfo.sigmaJob += newJobReqs
                # Initialize the job state here. we use a partial in the jobSpecificFiles call so
                # that this entire thing is pickleable. Based on answer by user Nathaniel Gentile at
                # http://stackoverflow.com/questions/2600790
                assert not cacheInfo.jobState[self.hashedJobCommand]
                cacheInfo.jobState[self.hashedJobCommand] = {
                    'jobReqs': newJobReqs,
                    'jobDir': self.localTempDir,
                    'jobSpecificFiles': collections.defaultdict(partial(collections.defaultdict,
                                                                        int)),
                    'filesToFSIDs': collections.defaultdict(set)}
                # If the caching equation is balanced, do nothing.
                if cacheInfo.isBalanced():
                    return None

                # List of deletable cached files.  A deletable cache file is one
                #  that is not in use by any other worker (identified by the number of symlinks to
                # the file)
                allCacheFiles = [os.path.join(self.localCacheDir, x)
                                 for x in os.listdir(self.localCacheDir)
                                 if not self._isHidden(x)]
                allCacheFiles = [(path, os.stat(path)) for path in allCacheFiles]
                #TODO mtime vs ctime
                deletableCacheFiles = {(path, inode.st_mtime, inode.st_size)
                                       for path, inode in allCacheFiles
                                       if inode.st_nlink == self.nlinkThreshold}

                # Sort in descending order of mtime so the first items to be popped from the list
                # are the least recently created.
                deletableCacheFiles = sorted(deletableCacheFiles, key=lambda x: (-x[1], -x[2]))
                logger.debug('CACHE: Need %s bytes for new job. Have %s' %
                             (newJobReqs, cacheInfo.cached + cacheInfo.sigmaJob - newJobReqs))
                logger.debug('CACHE: Evicting files to make room for the new job.')

                # Now do the actual file removal
                while not cacheInfo.isBalanced() and len(deletableCacheFiles) > 0:
                    cachedFile, fileCreateTime, cachedFileSize = deletableCacheFiles.pop()
                    os.remove(cachedFile)
                    cacheInfo.cached -= cachedFileSize if self.nlinkThreshold != 2 else 0
                    assert cacheInfo.cached >= 0
                    # self.logToMaster('CACHE: Evicted  file with ID \'%s\' (%s bytes)' %
                    #                  (self.decodedFileID(cachedFile), cachedFileSize))
                    logger.debug('CACHE: Evicted  file with ID \'%s\' (%s bytes)' %
                                 (self.decodedFileID(cachedFile), cachedFileSize))
                assert cacheInfo.isBalanced(), 'Unable to free up enough space for caching.'
                logger.debug('CACHE: After Evictions, ended up with %s.' %
                             (cacheInfo.cached + cacheInfo.sigmaJob))
                logger.debug('CACHE: Unable to free up enough space for caching.')

        def removeSingleCachedFile(self, fileStoreID):
            '''
            Removes a single file described by the fileStoreID from the cache forcibly.
            :return:
            '''
            with self._CacheState.open(self) as cacheInfo:
                cachedFile = self.encodedFileID(fileStoreID)
                cachedFileStats = os.stat(cachedFile)
                # We know the file exists because this function was called in the if block.  So we
                # have to ensure nothing has changed since then.
                assert cachedFileStats.st_nlink == self.nlinkThreshold, 'Attempting to delete ' + \
                    'a global file that is in use by another job.'
                # Remove the file size from the cached file size if the jobstore is not fileJobStore
                # and then delete the file
                os.remove(cachedFile)
                if self.nlinkThreshold != 2:
                    cacheInfo.cached -= cachedFileStats.st_size
                if not cacheInfo.isBalanced():
                    self.logToMaster('CACHE: The cache was not balanced on removing single file',
                                     logging.WARN)
                self.logToMaster('CACHE: Successfully removed file with ID \'%s\'.' % fileStoreID)
            return None

        def setNlinkThreshold(self):
            #FIXME Can't do this at the top because of loopy (circular) import errors
            from toil.jobStores.fileJobStore import FileJobStore
            if (isinstance(self.jobStore, FileJobStore) and
                        os.stat(os.path.dirname(self.localCacheDir)).st_dev == os.stat(
                            self.jobStore.jobStoreDir).st_dev):
                self.nlinkThreshold = 2
            else:
                self.nlinkThreshold = 1

        def returnJobReqs(self, jobReqs):
            '''
            This function returns the effective job requirements back to the pool after the job
            completes. It also deletes the local copies of files with the cache lock held.

            :param float jobReqs: Original size requirement of the job
            :return: None
            '''
            # Since we are only reading this job's specific values from the state file, we don't
            # need a lock
            jobState = self._JobState(self._CacheState._load(self.cacheStateFile
                                                             ).jobState[self.hashedJobCommand])
            for x in jobState.jobSpecificFiles.keys():
                self.deleteLocalFile(x)
            with self._CacheState.open(self) as cacheInfo:
                cacheInfo.sigmaJob -= jobReqs
                cacheInfo.jobState.pop(self.hashedJobCommand)
                #assert cacheInfo.isBalanced() # commenting this out for now. God speed

        def _abspath(self, key):
            """
            Return the absolute path to key.  This is a wrapepr for os.path.abspath because mac OS
            symlinks /tmp and /var (the most common places for a default tempdir) to
            private/<tmp or var>.
            :param str key: The absolute or relative path to the file. If relative, it must be
            relative to the local temp working dir
            :return: Absolute path to key
            """
            if key.startswith('/'):
                return os.path.abspath(key)
            else:
                return os.path.join(self.localTempDir, key)

        class _CacheState(object):
            '''
            Utility class to read and write the cache lock file. Also for checking whether the
            caching equation is balanced or not.
            '''
            def __init__(self, stateDict):
                # Should i assert the dictionary contains the required elements? This class is
                # instantiated often {nlink, attemptNumber, total, cached, sigmaJob}
                assert isinstance(stateDict, dict)
                self.__dict__.update(stateDict)

            @classmethod
            @contextmanager
            def open(cls, outer):
                '''
                This is a context manager that basically opens the cache state file and reads it
                into an object that is returned to the user in the yield
                :param outer: instance of the CachedFileStore class (to use the cachelock method)
                '''
                with outer.cacheLock():
                    cacheInfo = cls._load(outer.cacheStateFile)
                    yield cacheInfo
                    cacheInfo.write(outer.cacheStateFile)

            @classmethod
            def _load(cls, fileName):
                '''
                Load the state of the cache from the cache state file (via the file handle provided)
                :param str fileName: Path to the cache state file
                '''
                # Read the value from the cache state file then initialize and instance of
                # _CacheState with it.
                with open(fileName, 'r') as fH:
                    cacheInfoDict = cPickle.load(fH)
                return cls(cacheInfoDict)

            def write(self, fileName):
                '''
                Write the current state of the cache into a temporary file then atomically rename it
                to the main cache state file.
                :param str fileName: Path to the cache state file
                :return:
                '''
                with open(fileName + '.tmp', 'w') as fH:
                    # Based on answer by user "Mark" at:
                    # http://stackoverflow.com/questions/2709800/how-to-pickle-yourself
                    # We can't pickle nested classes. So we have to pickle the variables of the class
                    cPickle.dump(self.__dict__, fH, cPickle.HIGHEST_PROTOCOL)
                os.rename(fileName + '.tmp', fileName)

            def isBalanced(self):
                '''
                Checks for the inequality of the caching equation, i.e.
                                cachedSpace + sigmaJobDisk <= totalFreeSpace
                Essentially, the sum of all cached file + disk requirements of all running jobs
                should always be less than the available space on the system
                :return: Boolean for equation is balanced (T) or not (F)
                '''
                return self.cached + self.sigmaJob <= self.total

            def purgeRequired(self, jobReqs):
                '''
                Similar to isBalanced, however it looks at the actual state of the system and
                decides whether an eviction is required.
                :return bool: Is a purge required(T) or no(F)
                '''
                return not self.isBalanced()
                #totalStats = os.statvfs(self.cacheDir)
                #totalFree = totalStats.f_bavail * totalStats.f_frsize
                #return totalFree < jobReqs

        def _accountForNlinkEquals2(self, localFilePath):
            '''
            This is a utility function that accounts for the fact that if nlinkThreshold == 2, the
            size of the file is accounted for by the file store copy of the file and thus the file
            size shouldn't be added to the cached file sizes.
            :param str localFilePath: Path to the local file that was linked to the file store copy.
            :return: None
            '''
            fileStats = os.stat(localFilePath)
            assert fileStats.st_nlink >= self.nlinkThreshold
            with self._CacheState.open(self) as cacheInfo:
                cacheInfo.sigmaJob -= fileStats.st_size
                jobState = self._JobState(cacheInfo.jobState[self.hashedJobCommand])
                jobState.updateJobReqs(fileStats.st_size, 'remove')

        class _JobState(object):
            '''
            This is a utility class to handle the state of a job in terms of it's current disk
            requirements, working directory, and job specific files.
            '''
            def __init__(self, dictObj):
                assert isinstance(dictObj, dict)
                self.__dict__.update(dictObj)

            @classmethod
            def updateJobSpecificFiles(cls, outer, jobStoreFileID, filePath, fileSize, cached):
                '''
                This method will update the job specifc files in the job state object. It deals with
                opening a cache lock file, etc.
                :param outer: An instance of job.CachedFileStore
                :param jobStoreFileID: job store Identifier for the file
                :param filePath: The path to the file
                :param fileSize: The size of the file (may be deprecated soon)
                :param cached: T : F : None :: cached : not cached : mutably read
                :return: None
                '''
                with outer._CacheState.open(outer) as cacheInfo:
                    jobState = cls(cacheInfo.jobState[outer.hashedJobCommand])
                    jobState.addToJobSpecFiles(jobStoreFileID, filePath, fileSize, cached)
                    cacheInfo.jobState[outer.hashedJobCommand] = jobState.__dict__

            def addToJobSpecFiles(self, jobStoreFileID, filePath, fileSize, cached):
                '''
                This is the real method that actually does the updations.
                :param jobStoreFileID: job store Identifier for the file
                :param filePath: The path to the file
                :param fileSize: The size of the file (may be deprecated soon)
                :param cached: T : F : None :: cached : not cached : mutably read
                :return: None
                '''
                # If there is no entry for the jsfID, make one. self.jobSpecificFiles is a default
                # dict of default dicts and the absence of a key will return an empty dict
                # (equivalent to a None for the if)
                if not self.jobSpecificFiles[jobStoreFileID]:
                    self.jobSpecificFiles[jobStoreFileID][filePath] = fileSize
                else:
                    # If there's no entry for the filepath, create one
                    if not self.jobSpecificFiles[jobStoreFileID][filePath]:
                        self.jobSpecificFiles[jobStoreFileID][filePath] = fileSize
                    # This should never happen
                    else:
                        raise RuntimeError()
                # Now add the file to the reverse mapper. This will speed up cleanup and local file
                # deletion.
                self.filesToFSIDs[filePath].add(jobStoreFileID)
                if cached:
                    self.updateJobReqs(fileSize, 'add')

            def updateJobReqs(self, fileSize, actions):
                '''
                This method will update the current state of the disk required by the job after the
                most recent cache operation.
                :param fileSize: Size of the last file added/removed from the cache
                :param actions: 'add' or 'remove'
                :return:
                '''
                assert actions in ('add', 'remove')
                multiplier = 1 if actions == 'add' else -1
                # If the file was added to the cache, the value is subtracted from the requirements,
                # and it is added if the file was removed form the cache.
                self.jobReqs -= (fileSize * multiplier)

            def isPopulated(self):
                return self.__dict__ != {}

        class HarbingerFile(object):
            """
            Represents the placeholder file that harbinges the arrival of a local copy of a file in
            the job store.
            """
            def __init__(self, fileStore, fileStoreID=None, cachedFileName=None):
                """
                Returns the harbinger file name for a cached file, or for a job store ID

                :param class fileStore: The 'self' object of the fileStore class
                :param str fileStoreID: The file store ID for an input file
                :param str cachedFileName: The cache file name corresponding to a given file
                :return: Harbinger file name
                :rtype: str
                """
                # We need either a file store ID, or a cached file name, but not both (XOR).
                assert (fileStoreID is None) != (cachedFileName is None)
                if fileStoreID is not None:
                    self.fileStoreID = fileStoreID
                    cachedFileName = fileStore.encodedFileID(fileStoreID)
                else:
                    self.fileStoreID = fileStore.decodedFileID(cachedFileName)
                self.harbingerFileName = '/.'.join(os.path.split(cachedFileName)) + '.harbinger'

            def write(self):
                with open(self.harbingerFileName + '.tmp', 'w') as harbingerFile:
                    harbingerFile.write(str(os.getpid()))
                # Make this File read only to prevent overwrites
                os.chmod(self.harbingerFileName + '.tmp', 0444)
                os.rename(self.harbingerFileName + '.tmp', self.harbingerFileName)

            def waitOnDownload(self, lockFileHandle):
                """
                This method is called when a readGlobalFile process is waiting on another process to
                write a file to the cache.

                :param lockFileHandle: The open handle to the cache lock file
                :return: None
                """
                while self.exists():
                    logger.info('CACHE: Waiting for another worker to download file with ID %s.'
                                % self.fileStoreID)
                    # Ensure that the process downloading the file is still alive.  The PID will
                    # be in the harbinger file.
                    pid = self.read()
                    if self._pidExists(pid):
                        # Release the file lock and then wait for a bit before repeating.
                        flock(lockFileHandle, LOCK_UN)
                        time.sleep(20)
                        # Grab the file lock before repeating.
                        flock(lockFileHandle, LOCK_EX)
                    else:
                        # The process that was supposed to download the file has died so we need
                        # to remove the harbinger.
                        harbingerFile.delete()

            def read(self):
                return int(open(self.harbingerFileName).read())

            def exists(self):
                return os.path.exists(self.harbingerFileName)

            def delete(self):
                os.remove(self.harbingerFileName)

            @staticmethod
            def _pidExists(pid):
                """
                This will return True if the process associated with pid is still running on the
                machine.
                This is based on stackoverflow question 568271.

                :param int pid: ID of the process to check for
                :return: True/False
                :rtype: bool
                """
                assert pid > 0
                try:
                    os.kill(pid, 0)
                except OSError as err:
                    if err.errno == errno.ESRCH:
                        # ESRCH == No such process
                        return False
                    else:
                        raise
                else:
                    return True

[docs]    class Service:
        """
        Abstract class used to define the interface to a service.
        """
        __metaclass__ = ABCMeta
        def __init__(self, memory=None, cores=None, disk=None, preemptable=None):
            """
            Memory, core and disk requirements are specified identically to as in \
            :func:`toil.job.Job.__init__`.
            """
            self.memory = memory
            self.cores = cores
            self.disk = disk
            self._childServices = []
            self._hasParent = False
            self.preemptable = preemptable

        @abstractmethod
[docs]        def start(self, fileStore):
            """
            Start the service.
            
            :param toil.job.Job.FileStore fileStore: A fileStore object to create temporary files with.

            :returns: An object describing how to access the service. The object must be pickleable \
            and will be used by jobs to access the service (see :func:`toil.job.Job.addService`).
            """
            pass


        @abstractmethod
[docs]        def stop(self, fileStore):
            """
            Stops the service. 
            
            :param toil.job.Job.FileStore fileStore: A fileStore object to create temporary files with.
            Function can block until complete.
            """
            pass


[docs]        def check(self):
            """
            Checks the service is still running.

            :raise RuntimeError: If the service failed, this will cause the service job to be labeled failed.
            :returns: True if the service is still running, else False. If False then the service job will be terminated,
            and considered a success. Important point: if the service job exits due to a failure, it should raise a
            RuntimeError, not return False!
            """
            pass


        def _addChild(self, service):
            """
            Add a child service to start up after this service has started. This should not be
            called by the user, instead use :func:`toil.job.Job.Service.addService` with the
            ``parentService`` option.

            :raises toil.job.JobException: If service has already been made the child of a job or another service.
            :param toil.job.Job.Service service: Service to add as a "child" of this service
            :return: a promise that will be replaced with the return value from \
            :func:`toil.job.Job.Service.start` of service after the service has started.
            :rtype: toil.job.Promise
            """
            if service._hasParent:
                raise JobException("The service already has a parent service")
            service._parent = True
            jobService = ServiceJob(service)
            self._childServices.append(jobService)
            return jobService.rv()


    ####################################################
    #Private functions
    ####################################################

    def _addPredecessor(self, predecessorJob):
        """
        Adds a predecessor job to the set of predecessor jobs. Raises a \
        RuntimeError if the job is already a predecessor.
        """
        if predecessorJob in self._directPredecessors:
            raise RuntimeError("The given job is already a predecessor of this job")
        self._directPredecessors.add(predecessorJob)

    @classmethod
    def _loadUserModule(cls, userModule):
        """
        Imports and returns the module object represented by the given module descriptor.

        :type userModule: ModuleDescriptor
        """
        if not userModule.belongsToToil:
            userModule = userModule.localize()
        if userModule.dirPath not in sys.path:
            sys.path.append(userModule.dirPath)
        try:
            return importlib.import_module(userModule.name)
        except ImportError:
            logger.error('Failed to import user module %r from sys.path=%r', userModule, sys.path)
            raise

    @classmethod
    def _loadJob(cls, command, jobStore):
        """
        Unpickles a :class:`toil.job.Job` instance by decoding command.

        The command is a reference to a jobStoreFileID containing the \
        pickle file for the job and a list of modules which must be imported so that \
        the Job can be successfully unpickled. \
        See :func:`toil.job.Job._serialiseFirstJob` and \
        :func:`toil.job.Job._makeJobWrappers` to see precisely how the Job is encoded \
        in the command.

        :param string command: encoding of the job in the job store.
        :param toil.jobStores.abstractJobStore.AbstractJobStore jobStore: The job store.
        :returns: The job referenced by the command.
        :rtype: toil.job.Job
        """
        commandTokens = command.split()
        assert "_toil" == commandTokens[0]
        userModule = ModuleDescriptor(*(commandTokens[2:]))
        logger.debug('Loading user module %s.', userModule)
        userModule = cls._loadUserModule(userModule)
        pickleFile = commandTokens[1]
        if pickleFile == "firstJob":
            openFileStream = jobStore.readSharedFileStream(pickleFile)
        else:
            openFileStream = jobStore.readFileStream(pickleFile)
        with openFileStream as fileHandle:
            return cls._unpickle(userModule, fileHandle)

    @classmethod
    def _unpickle(cls, userModule, fileHandle):
        """
        Unpickles an object graph from the given file handle while loading symbols \
        referencing the __main__ module from the given userModule instead.

        :param userModule:
        :param fileHandle:
        :returns:
        """
        unpickler = cPickle.Unpickler(fileHandle)

        def filter_main(module_name, class_name):
            if module_name == '__main__':
                logger.debug('Getting %s from user module __main__ (%s).', class_name, userModule)
                return getattr(userModule, class_name)
            else:
                logger.debug('Getting %s from module %s.', class_name, module_name)
                return getattr(importlib.import_module(module_name), class_name)

        unpickler.find_global = filter_main
        return unpickler.load()

[docs]    def getUserScript(self):
        return self.userModule


    ####################################################
    #Functions to pass Job.run return values to the
    #input arguments of other Job instances
    ####################################################

    def _setReturnValuesForPromises(self, returnValues, jobStore):
        """
        Sets the values for promises using the return values from the job's run function.
        """
        for index, promiseFileStoreIDs in self._rvs.iteritems():
            promisedValue = returnValues if index is None else returnValues[index]
            for promiseFileStoreID in promiseFileStoreIDs:
                # File may be gone if the job is a service being re-run and the accessing job is
                # already complete
                if jobStore.fileExists(promiseFileStoreID):
                    with jobStore.updateFileStream(promiseFileStoreID) as fileHandle:
                        cPickle.dump(promisedValue, fileHandle, cPickle.HIGHEST_PROTOCOL)

    ####################################################
    #Functions associated with Job.checkJobGraphAcyclic to establish
    #that the job graph does not contain any cycles of dependencies.
    ####################################################

    def _dfs(self, visited):
        """Adds the job and all jobs reachable on a directed path from current \
        node to the set 'visited'.
        """
        if self not in visited:
            visited.add(self)
            for successor in self._children + self._followOns:
                successor._dfs(visited)

    def _checkJobGraphAcylicDFS(self, stack, visited, extraEdges):
        """
        DFS traversal to detect cycles in augmented job graph.
        """
        if self not in visited:
            visited.add(self)
            stack.append(self)
            for successor in self._children + self._followOns + extraEdges[self]:
                successor._checkJobGraphAcylicDFS(stack, visited, extraEdges)
            assert stack.pop() == self
        if self in stack:
            stack.append(self)
            raise JobGraphDeadlockException("A cycle of job dependencies has been detected '%s'" % stack)

    @staticmethod
    def _getImpliedEdges(roots):
        """
        Gets the set of implied edges. See Job.checkJobGraphAcylic
        """
        #Get nodes in job graph
        nodes = set()
        for root in roots:
            root._dfs(nodes)

        ##For each follow-on edge calculate the extra implied edges
        #Adjacency list of implied edges, i.e. map of jobs to lists of jobs
        #connected by an implied edge
        extraEdges = dict(map(lambda n : (n, []), nodes))
        for job in nodes:
            if len(job._followOns) > 0:
                #Get set of jobs connected by a directed path to job, starting
                #with a child edge
                reacheable = set()
                for child in job._children:
                    child._dfs(reacheable)
                #Now add extra edges
                for descendant in reacheable:
                    extraEdges[descendant] += job._followOns[:]
        return extraEdges

    ####################################################
    #The following functions are used to serialise
    #a job graph to the jobStore
    ####################################################

    def _createEmptyJobWrapperForJob(self, jobStore, command=None, predecessorNumber=0):
        """
        Create an empty job for the job.
        """
        requirements = self.effectiveRequirements(jobStore.config)
        if jobStore.config.disableSharedCache:
            del requirements.cache
        return jobStore.create(command=command, predecessorNumber=predecessorNumber, **requirements)

[docs]    def effectiveRequirements(self, config):
        """
        Determine and validate the effective requirements for this job, substituting a missing
        explict requirement with a default from the configuration.

        :rtype: Expando
        :return: a dictionary/object hybrid with one entry/attribute for each requirement
        """
        requirements = Expando(
            memory=float(config.defaultMemory) if self.memory is None else self.memory,
            cores=float(config.defaultCores) if self.cores is None else self.cores,
            disk=float(config.defaultDisk) if self.disk is None else self.disk,
            preemptable=float(config.defaultPreemptable) if self.preemptable is None else self.preemptable)
        if config.disableSharedCache:
            if self.cache is None:
                requirements.cache = min(requirements.disk, float(config.defaultCache))
            else:
                requirements.cache = self.cache
            if requirements.cache > requirements.disk:
                raise RuntimeError("Trying to allocate a cache ({cache}) larger than the disk "
                                   "requirement for the job ({disk})".format(**requirements))
        return requirements


    def _makeJobWrappers(self, jobWrapper, jobStore):
        """
        Creates a jobWrapper for each job in the job graph, recursively.
        """
        jobsToJobWrappers = { self:jobWrapper }
        for successors in (self._followOns, self._children):
            jobs = map(lambda successor:
                successor._makeJobWrappers2(jobStore, jobsToJobWrappers), successors)
            jobWrapper.stack.append(jobs)
        return jobsToJobWrappers

    def _makeJobWrappers2(self, jobStore, jobsToJobWrappers):
        #Make the jobWrapper for the job, if necessary
        if self not in jobsToJobWrappers:
            jobWrapper = self._createEmptyJobWrapperForJob(jobStore, predecessorNumber=len(self._directPredecessors))
            jobsToJobWrappers[self] = jobWrapper
            #Add followOns/children to be run after the current job.
            for successors in (self._followOns, self._children):
                jobs = map(lambda successor:
                    successor._makeJobWrappers2(jobStore, jobsToJobWrappers), successors)
                jobWrapper.stack.append(jobs)
        else:
            jobWrapper = jobsToJobWrappers[self]
        #The return is a tuple stored within a job.stack
        #The tuple is jobStoreID, memory, cores, disk, predecessorID
        #The predecessorID is used to establish which predecessors have been
        #completed before running the given Job - it is just a unique ID
        #per predecessor
        return (jobWrapper.jobStoreID, jobWrapper.memory, jobWrapper.cores,
                jobWrapper.disk, jobWrapper.preemptable,
                None if jobWrapper.predecessorNumber <= 1 else str(uuid.uuid4()))

[docs]    def getTopologicalOrderingOfJobs(self):
        """
        :returns: a list of jobs such that for all pairs of indices i, j for which i < j, \
        the job at index i can be run before the job at index j.
        :rtype: list
        """
        ordering = []
        visited = set()
        def getRunOrder(job):
            #Do not add the job to the ordering until all its predecessors have been
            #added to the ordering
            for p in job._directPredecessors:
                if p not in visited:
                    return
            if job not in visited:
                visited.add(job)
                ordering.append(job)
                map(getRunOrder, job._children + job._followOns)
        getRunOrder(self)
        return ordering


    def _serialiseJob(self, jobStore, jobsToJobWrappers, rootJobWrapper):
        """
        Pickle a job and its jobWrapper to disk.
        """
        # Pickle the job so that its run method can be run at a later time.
        # Drop out the children/followOns/predecessors/services - which are
        # all recorded within the jobStore and do not need to be stored within
        # the job
        self._children, self._followOns, self._services = [], [], []
        self._directPredecessors, self._promiseJobStore = set(), None
        # The pickled job is "run" as the command of the job, see worker
        # for the mechanism which unpickles the job and executes the Job.run
        # method.
        with jobStore.writeFileStream(rootJobWrapper.jobStoreID) as (fileHandle, fileStoreID):
            cPickle.dump(self, fileHandle, cPickle.HIGHEST_PROTOCOL)
        # Note that getUserScript() may have been overridden. This is intended. If we used
        # self.userModule directly, we'd be getting a reference to job.py if the job was
        # specified as a function (as opposed to a class) since that is where FunctionWrappingJob
        #  is defined. What we really want is the module that was loaded as __main__,
        # and FunctionWrappingJob overrides getUserScript() to give us just that. Only then can
        # filter_main() in _unpickle( ) do its job of resolving any user-defined type or function.
        userScript = self.getUserScript().globalize()
        jobsToJobWrappers[self].command = ' '.join( ('_toil', fileStoreID) + userScript)
        #Update the status of the jobWrapper on disk
        jobStore.update(jobsToJobWrappers[self])

    def _serialiseServices(self, jobStore, jobWrapper, rootJobWrapper):
        """
        Serialises the services for a job.
        """
        def processService(serviceJob, depth):
            # Extend the depth of the services if necessary
            if depth == len(jobWrapper.services):
                jobWrapper.services.append([])

            # Recursively call to process child services
            for childServiceJob in serviceJob.service._childServices:
                processService(childServiceJob, depth+1)

            # Make a job wrapper
            serviceJobWrapper = serviceJob._createEmptyJobWrapperForJob(jobStore, predecessorNumber=1)

            # Create the start and terminate flags
            serviceJobWrapper.startJobStoreID = jobStore.getEmptyFileStoreID()
            serviceJobWrapper.terminateJobStoreID = jobStore.getEmptyFileStoreID()
            serviceJobWrapper.errorJobStoreID = jobStore.getEmptyFileStoreID()
            assert jobStore.fileExists(serviceJobWrapper.startJobStoreID)
            assert jobStore.fileExists(serviceJobWrapper.terminateJobStoreID)
            assert jobStore.fileExists(serviceJobWrapper.errorJobStoreID)

            # Create the service job tuple
            j = (serviceJobWrapper.jobStoreID, serviceJobWrapper.memory,
                 serviceJobWrapper.cores, serviceJobWrapper.disk,
                 serviceJobWrapper.startJobStoreID, serviceJobWrapper.terminateJobStoreID,
                 serviceJobWrapper.errorJobStoreID)

            # Add the service job tuple to the list of services to run
            jobWrapper.services[depth].append(j)

            # Break the links between the services to stop them being serialised together
            #childServices = serviceJob.service._childServices
            serviceJob.service._childServices = None
            assert serviceJob._services == []
            #service = serviceJob.service
            
            # Pickle the job
            serviceJob.pickledService = cPickle.dumps(serviceJob.service)
            serviceJob.service = None

            # Serialise the service job and job wrapper
            serviceJob._serialiseJob(jobStore, { serviceJob:serviceJobWrapper }, rootJobWrapper)

            # Restore values
            #serviceJob.service = service
            #serviceJob.service._childServices = childServices

        for serviceJob in self._services:
            processService(serviceJob, 0)

        self._services = []

    def _serialiseJobGraph(self, jobWrapper, jobStore, returnValues, firstJob):
        """
        Pickle the graph of jobs in the jobStore. The graph is not fully serialised \
        until the jobWrapper itself is written to disk, this is not performed by this \
        function because of the need to coordinate this operation with other updates. \
        """
        #Check if the job graph has created
        #any cycles of dependencies or has multiple roots
        self.checkJobGraphForDeadlocks()

        #Create the jobWrappers for followOns/children
        jobsToJobWrappers = self._makeJobWrappers(jobWrapper, jobStore)
        #Get an ordering on the jobs which we use for pickling the jobs in the
        #correct order to ensure the promises are properly established
        ordering = self.getTopologicalOrderingOfJobs()
        assert len(ordering) == len(jobsToJobWrappers)

        # Temporarily set the jobStore strings for the promise call back functions
        for job in ordering:
            job._promiseJobStore = jobStore
            def setForServices(serviceJob):
                serviceJob._promiseJobStore = jobStore
                for childServiceJob in serviceJob.service._childServices:
                    setForServices(childServiceJob)
            for serviceJob in self._services:
                setForServices(serviceJob)

        ordering.reverse()
        assert self == ordering[-1]
        if firstJob:
            #If the first job we serialise all the jobs, including the root job
            for job in ordering:
                # Pickle the services for the job
                job._serialiseServices(jobStore, jobsToJobWrappers[job], jobWrapper)
                # Now pickle the job
                job._serialiseJob(jobStore, jobsToJobWrappers, jobWrapper)
        else:
            #We store the return values at this point, because if a return value
            #is a promise from another job, we need to register the promise
            #before we serialise the other jobs
            self._setReturnValuesForPromises(returnValues, jobStore)
            #Pickle the non-root jobs
            for job in ordering[:-1]:
                # Pickle the services for the job
                job._serialiseServices(jobStore, jobsToJobWrappers[job], jobWrapper)
                # Pickle the job itself
                job._serialiseJob(jobStore, jobsToJobWrappers, jobWrapper)
            # Pickle any services for the job
            self._serialiseServices(jobStore, jobWrapper, jobWrapper)

    def _serialiseFirstJob(self, jobStore):
        """
        Serialises the root job. Returns the wrapping job.

        :param toil.jobStores.abstractJobStore.AbstractJobStore jobStore:
        """
        # Create first jobWrapper
        jobWrapper = self._createEmptyJobWrapperForJob(jobStore, None, predecessorNumber=0)
        # Write the graph of jobs to disk
        self._serialiseJobGraph(jobWrapper, jobStore, None, True)
        jobStore.update(jobWrapper)
        # Store the name of the first job in a file in case of restart. Up to this point the
        # root job is not recoverable. FIXME: "root job" or "first job", which one is it?
        jobStore.setRootJob(jobWrapper.jobStoreID)
        return jobWrapper

    def _serialiseExistingJob(self, jobWrapper, jobStore, returnValues):
        """
        Serialise an existing job.
        """
        self._serialiseJobGraph(jobWrapper, jobStore, returnValues, False)
        #Drop the completed command, if not dropped already
        jobWrapper.command = None
        #Merge any children (follow-ons) created in the initial serialisation
        #with children (follow-ons) created in the subsequent scale-up.
        assert len(jobWrapper.stack) >= 4
        combinedChildren = jobWrapper.stack[-1] + jobWrapper.stack[-3]
        combinedFollowOns = jobWrapper.stack[-2] + jobWrapper.stack[-4]
        jobWrapper.stack = jobWrapper.stack[:-4]
        if len(combinedFollowOns) > 0:
            jobWrapper.stack.append(combinedFollowOns)
        if len(combinedChildren) > 0:
            jobWrapper.stack.append(combinedChildren)

    ####################################################
    #Function which worker calls to ultimately invoke
    #a jobs Job.run method, and then handle created
    #children/followOn jobs
    ####################################################

    def _run(self, jobWrapper, fileStore):
        return self.run(fileStore)

    @contextmanager
    def _executor(self, jobWrapper, stats, fileStore):
        """
        This is the core wrapping method for running the job within a worker.  It sets up the stats
        and logging before yielding. After completion of the body, the function will finish up the
        stats and logging, and starts the async update process for the job.
        """
        if stats is not None:
            startTime = time.time()
            startClock = getTotalCpuTime()
        baseDir = os.getcwd()

        yield

        # If the job is not a checkpoint job, add the promise files to delete
        # to the list of jobStoreFileIDs to delete
        if not self.checkpoint:
            for jobStoreFileID in Promise.filesToDelete:
                fileStore.deleteGlobalFile(jobStoreFileID)
        else:
            # Else copy them to the job wrapper to delete later
            jobWrapper.checkpointFilesToDelete = list(Promise.filesToDelete)
        Promise.filesToDelete.clear()
        # Now indicate the asynchronous update of the job can happen
        fileStore._updateJobWhenDone()
        # Change dir back to cwd dir, if changed by job (this is a safety issue)
        if os.getcwd() != baseDir:
            os.chdir(baseDir)
        # Finish up the stats
        if stats is not None:
            totalCpuTime, totalMemoryUsage = getTotalCpuTimeAndMemoryUsage()
            stats.jobs.append(
                Expando(
                    time=str(time.time() - startTime),
                    clock=str(totalCpuTime - startClock),
                    class_name=self._jobName(),
                    memory=str(totalMemoryUsage)
                )
            )

    def _runner(self, jobWrapper, jobStore, fileStore):
        """
        This method actually runs the job, and serialises the next jobs.

        :param class jobWrapper: Instance of a job wrapper object
        :param class jobStore: Instance of the job store
        :param class fileStore: Instance of Job.FileStore or Job.CachedFileStore
        :return:
        """
        # Run the job
        returnValues = self._run(jobWrapper, fileStore)
        # Serialize the new jobs defined by the run method to the jobStore
        self._serialiseExistingJob(jobWrapper, jobStore, returnValues)

    def _jobName(self):
        """
        :rtype : string, used as identifier of the job class in the stats report.
        """
        return self.__class__.__name__



[docs]class JobException( Exception ):
    """
    General job exception.
    """
    def __init__( self, message ):
        super( JobException, self ).__init__( message )



[docs]class JobGraphDeadlockException( JobException ):
    """
    An exception raised in the event that a workflow contains an unresolvable \
    dependency, such as a cycle. See :func:`toil.job.Job.checkJobGraphForDeadlocks`.
    """
    def __init__( self, string ):
        super( JobGraphDeadlockException, self ).__init__( string )



class CacheError(Exception):
    '''
    Error Raised if the user attempts to add a non-local file to cache
    '''

    def __init__(self, message):
        super(CacheError, self).__init__(message)


class IllegalDeletionCacheError(CacheError):
    '''
    Error Raised if the Toil detects the user deletes a cached file
    '''

    def __init__(self, deletedFile):
        message = 'Cache tracked file (%s) deleted explicitly by user. Use deleteLocalFile to ' \
                  'delete such files.' % deletedFile
        super(IllegalDeletionCacheError, self).__init__(message)


class InvalidSourceCacheError(CacheError):
    '''
    Error Raised if the user attempts to add a non-local file to cache
    '''

    def __init__(self, message):
        super(InvalidSourceCacheError, self).__init__(message)


[docs]class FunctionWrappingJob(Job):
    """
    Job used to wrap a function. In its run method the wrapped function is called.
    """
    def __init__(self, userFunction, *args, **kwargs):
        """
        :param userFunction: The function to wrap. The userFunction will be called \
        with the ``*args`` and ``**kwargs`` as arguments.

        The keywords "memory", "cores", "disk", "cache" are reserved keyword arguments \
        that if specified will be used to determine the resources for the job, \
        as :func:`toil.job.Job.__init__`. If they are keyword arguments to the function
        they will be extracted from the function definition, but may be overridden by
        the user (as you would expect).
        """
        # Use the user specified resource argument, if specified, else
        # grab the default argument from the function, if specified, else default to None
        argSpec = inspect.getargspec(userFunction)
        argDict = dict(zip(argSpec.args[-len(argSpec.defaults):],argSpec.defaults)) \
                        if argSpec.defaults != None else {}
        argFn = lambda x : kwargs.pop(x) if x in kwargs else \
                            (human2bytes(str(argDict[x])) if x in argDict.keys() else None)
        Job.__init__(self, memory=argFn("memory"), cores=argFn("cores"),
                     disk=argFn("disk"), cache=argFn("cache"),
                     preemptable=argFn("preemptable"),
                     checkpoint=kwargs.pop("checkpoint") if "checkpoint" in kwargs else False)
        #If dill is installed pickle the user function directly
        #TODO: Add dill support
        #else use indirect method
        self.userFunctionModule = ModuleDescriptor.forModule(userFunction.__module__).globalize()
        self.userFunctionName = str(userFunction.__name__)
        self._args=args
        self._kwargs=kwargs

    def _getUserFunction(self):
        logger.debug('Loading user function %s from module %s.',
                     self.userFunctionName,
                     self.userFunctionModule) 
        userFunctionModule = self._loadUserModule(self.userFunctionModule)
        return getattr(userFunctionModule, self.userFunctionName)

[docs]    def run(self,fileStore):
        userFunction = self._getUserFunction( )
        return userFunction(*self._args, **self._kwargs)


[docs]    def getUserScript(self):
        return self.userFunctionModule


    def _jobName(self):
        return ".".join((self.__class__.__name__,self.userFunctionModule.name,self.userFunctionName))



[docs]class JobFunctionWrappingJob(FunctionWrappingJob):
    """
    A job function is a function whose first argument is a :class:`job.Job` \
    instance that is the wrapping job for the function. This can be used to \
    add successor jobs for the function and perform all the functions the \
    :class:`job.Job` class provides.

    To enable the job function to get access to the :class:`toil.job.Job.FileStore` \
    instance (see :func:`toil.job.Job.Run`), it is made a variable of the wrapping job \
    called fileStore.
    """
[docs]    def run(self, fileStore):
        userFunction = self._getUserFunction()
        self.fileStore = fileStore
        rValue = userFunction(*((self,) + tuple(self._args)), **self._kwargs)
        return rValue




class PromisedRequirementFunctionWrappingJob(FunctionWrappingJob):
    """
    Handles dynamic resource allocation using :class:`toil.job.Promise` instances.
    Spawns child function using parent function parameters and fulfilled promised
    resource requirements. See :class:`toil.job.FunctionWrappingJob` class
    """
    def __init__(self, userFunction, *args, **kwargs):
        self.promisedRequirements = {}
        requirements = {'disk': '1M', 'memory': '32M', 'cores': 0.1}
        # Replace PromisedRequirements in intermediate job with small
        # resource requirements.
        for name, value in requirements.items():
            try:
                if isinstance(kwargs[name], PromisedRequirement):
                    self.promisedRequirements[name] = kwargs[name]
                    kwargs[name] = value
            except KeyError:
                pass
        super(PromisedRequirementFunctionWrappingJob, self).__init__(userFunction, *args, **kwargs)

    def run(self, fileStore):
        # Assumes promises are fulfilled when parent job is run
        self.evaluatePromisedRequirements()
        userFunction = self._getUserFunction()
        return self.addChildFn(userFunction, *self._args, **self._kwargs).rv()

    def evaluatePromisedRequirements(self):
        requirements = ["disk", "memory", "cores"]
        for requirement in requirements:
            try:
                self._kwargs[requirement] = self.promisedRequirements[requirement].getValue()
            except KeyError:
                self._kwargs[requirement] = getattr(self, requirement)


class PromisedRequirementJobFunctionWrappingJob(PromisedRequirementFunctionWrappingJob):
    """
    Handles dynamic resource allocation for job functions.
    See :class:`toil.job.JobFunctionWrappingJob`
    """

    def run(self, fileStore):
        self.evaluatePromisedRequirements()
        userFunction = self._getUserFunction()
        return self.addChildJobFn(userFunction, *self._args, **self._kwargs).rv()


[docs]class EncapsulatedJob(Job):
    """
    A convenience Job class used to make a job subgraph appear to be a single job.

    Let A be the root job of a job subgraph and B be another job we'd like to run after A
    and all its successors have completed, for this use encapsulate::

        A, B = A(), B() #Job A and subgraph, Job B
        A' = A.encapsulate()
        A'.addChild(B) #B will run after A and all its successors have
        # completed, A and its subgraph of successors in effect appear
        # to be just one job.

    The return value of an encapsulatd job (as accessed by the :func:`toil.job.Job.rv` function) \
    is the return value of the root job, e.g. A().encapsulate().rv() and A().rv() \
    will resolve to the same value after A or A.encapsulate() has been run.
    """
    def __init__(self, job):
        """
        :param toil.job.Job job: the job to encapsulate.
        """
        Job.__init__(self)
        self.encapsulatedJob = job
        Job.addChild(self, job)
        self.encapsulatedFollowOn = Job()
        Job.addFollowOn(self, self.encapsulatedFollowOn)

[docs]    def addChild(self, childJob):
        return Job.addChild(self.encapsulatedFollowOn, childJob)


[docs]    def addService(self, service):
        return Job.addService(self.encapsulatedFollowOn, service)


[docs]    def addFollowOn(self, followOnJob):
        return Job.addFollowOn(self.encapsulatedFollowOn, followOnJob)


[docs]    def rv(self, index=None):
        return self.encapsulatedJob.rv(index)



class ServiceJob(Job):
    """
    Job used to wrap a :class:`toil.job.Job.Service` instance.
    """
    def __init__(self, service):
        """
        This constructor should not be called by a user.

        :param service: The service to wrap in a job.
        :type service: toil.job.Job.Service
        """
        Job.__init__(self, memory=service.memory, cores=service.cores, disk=service.disk,
                     preemptable=service.preemptable)
        # service.__module__ is the module defining the class service is an instance of.
        self.serviceModule = ModuleDescriptor.forModule(service.__module__).globalize()

        #The service to run - this will be replace before serialization with a pickled version
        self.service = service
        self.pickledService = None

        # This references the parent job wrapper. It is initialised just before
        # the job is run. It is used to access the start and terminate flags.
        self.jobWrapper = None

    def run(self, fileStore):
        # Unpickle the service
        logger.debug('Loading service module %s.', self.serviceModule)
        userModule = self._loadUserModule(self.serviceModule)
        service = self._unpickle( userModule, BytesIO( self.pickledService ) )
        #Start the service
        startCredentials = service.start(fileStore)
        try:
            #The start credentials  must be communicated to processes connecting to
            #the service, to do this while the run method is running we
            #cheat and set the return value promise within the run method
            self._setReturnValuesForPromises(startCredentials, fileStore.jobStore)
            self._rvs = {}  # Set this to avoid the return values being updated after the
            #run method has completed!

            #Now flag that the service is running jobs can connect to it
            logger.debug("Removing the start jobStoreID to indicate that establishment of the service")
            assert self.jobWrapper.startJobStoreID != None
            if fileStore.jobStore.fileExists(self.jobWrapper.startJobStoreID):
                fileStore.jobStore.deleteFile(self.jobWrapper.startJobStoreID)
            assert not fileStore.jobStore.fileExists(self.jobWrapper.startJobStoreID)

            #Now block until we are told to stop, which is indicated by the removal
            #of a file
            assert self.jobWrapper.terminateJobStoreID != None
            while True:
                # Check for the terminate signal
                if not fileStore.jobStore.fileExists(self.jobWrapper.terminateJobStoreID):
                    logger.debug("Detected that the terminate jobStoreID has been removed so exiting")
                    if not fileStore.jobStore.fileExists(self.jobWrapper.errorJobStoreID):
                        raise RuntimeError("Detected the error jobStoreID has been removed so exiting with an error")
                    break

                # Check the service's status and exit if failed or complete
                try:
                    if not service.check():
                        logger.debug("The service has finished okay, exiting")
                        break
                except RuntimeError:
                    logger.debug("Detected termination of the service")
                    raise

                time.sleep(fileStore.jobStore.config.servicePollingInterval) #Avoid excessive polling

            #Now kill the service
            #service.stop(fileStore)

            # Remove link to the jobWrapper
            self.jobWrapper = None

            logger.debug("Service is done")
        finally:
            # The stop function is always called
            service.stop(fileStore)

    def _run(self, jobWrapper, fileStore):
        # Set the jobWrapper for the job
        self.jobWrapper = jobWrapper
        #Run the job
        returnValues = self.run(fileStore)
        assert jobWrapper.stack == []
        assert jobWrapper.services == []
        # Unset the jobWrapper for the job
        self.jobWrapper = None
        # Set the stack to mimic what would be expected for a non-service job (this is a hack)
        jobWrapper.stack = [ [], [] ]
        return returnValues

    def getUserScript(self):
        return self.serviceModule


[docs]class Promise(object):
    """
    References a return value from a :meth:`toil.job.Job.run` or
    :meth:`toil.job.Job.Service.start` method as a *promise* before the method itself is run.

    Let T be a job. Instances of :class:`Promise` (termed a *promise*) are returned by T.rv(),
    which is used to reference the return value of T's run function. When the promise is passed
    to the constructor (or as an argument to a wrapped function) of a different, successor job
    the promise will be replaced by the actual referenced return value. This mechanism allows a
    return values from one job's run method to be input argument to job before the former job's
    run function has been executed.
    """
    _jobstore = None
    """
    Caches the job store instance used during unpickling to prevent it from being instantiated
    for each promise

    :type: toil.jobStores.abstractJobStore.AbstractJobStore
    """

    filesToDelete = set()
    """
    A set of IDs of files containing promised values when we know we won't need them anymore
    """
    def __init__(self, job, index):
        """
        :param Job job: the job whose return value this promise references
        """
        self.job = job
        self.index = index

    def __reduce__(self):
        """
        Called during pickling when a promise of this class is about to be be pickled. Returns
        the Promise class and construction arguments that will be evaluated during unpickling,
        namely the job store coordinates of a file that will hold the promised return value. By
        the time the promise is about to be unpickled, that file should be populated.
        """
        # The allocation of the file in the job store is intentionally lazy, we only allocate an
        # empty file in the job store if the promise is actually being pickled. This is done so
        # that we do not allocate files for promises that are never used.
        jobStoreString, jobStoreFileID = self.job.allocatePromiseFile(self.index)
        # Returning a class object here causes the pickling machinery to attempt to instantiate
        # the class. We will catch that with __new__ and return an the actual return value instead.
        return self.__class__, (jobStoreString, jobStoreFileID)

    @staticmethod
    def __new__(cls, *args):
        assert len(args) == 2
        if isinstance(args[0], Job):
            # Regular instantiation when promise is created, before it is being pickled
            return super(Promise, cls).__new__(cls, *args)
        else:
            # Attempted instantiation during unpickling, return promised value instead
            return cls._resolve(*args)

    @classmethod
    def _resolve(cls, jobStoreString, jobStoreFileID):
        # Initialize the cached job store if it was never initialized in the current process or
        # if it belongs to a different workflow that was run earlier in the current process.
        if cls._jobstore is None or cls._jobstore.config.jobStore != jobStoreString:
            cls._jobstore = Toil.loadOrCreateJobStore(jobStoreString)
        cls.filesToDelete.add(jobStoreFileID)
        with cls._jobstore.readFileStream(jobStoreFileID) as fileHandle:
            # If this doesn't work then the file containing the promise may not exist or be
            # corrupted
            value = cPickle.load(fileHandle)
            return value



[docs]class PromisedRequirement(object):
    def __init__(self, valueOrCallable, *args):
        """
        Class for dynamically allocating job function resource requirements involving
        :class:`toil.job.Promise` instances.

        Use when resource requirements depend on the return value of a parent function.
        PromisedRequirements can be modified by passing a function that takes the
        :class:`Promise` as input.

        For example, let f, g, and h be functions. Then a Toil workflow can be
        defined as follows::
            A = Job.wrapFn(f)
            B = A.addChildFn(g, cores=PromisedRequirement(A.rv())
            C = B.addChildFn(h, cores=PromisedRequirement(lambda x: 2*x, B.rv()))

        :param valueOrCallable: A single Promise instance or a function that
                                takes \*args as input parameters.
        :param int|Promise *args: variable length argument list
        """
        if hasattr(valueOrCallable, '__call__'):
            assert len(args) != 0, 'Need parameters for PromisedRequirement function.'
            func = valueOrCallable
        else:
            assert len(args) == 0, 'Define a PromisedRequirement function to handle multiple arguments.'
            func = lambda x: x
            args = [valueOrCallable]

        self._func = dill.dumps(func)
        self._args = list(args)

[docs]    def getValue(self):
        """
        Returns PromisedRequirement value
        """
        func = dill.loads(self._func)
        return func(*self._args)


    @staticmethod
[docs]    def convertPromises(kwargs):
        """
        Returns True if reserved resource keyword is a Promise or
        PromisedRequirement instance. Converts Promise instance
        to PromisedRequirement.

        :param kwargs: function keyword arguments
        :return: bool
        """
        requirements = ["disk", "memory", "cores"]
        foundPromisedRequirement = False
        for r in requirements:
            if isinstance(kwargs.get(r), Promise):
                kwargs[r] = PromisedRequirement(kwargs[r])
                foundPromisedRequirement = True
            elif isinstance(kwargs.get(r), PromisedRequirement):
                foundPromisedRequirement = True
        return foundPromisedRequirement
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  Source code for toil.test

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
import logging
import os
import tempfile
import unittest
import shutil
import re

from bd2k.util import less_strict_bool
from bd2k.util.files import mkdir_p
from bd2k.util.processes import which

from toil import toilPackageDirPath

log = logging.getLogger(__name__)


class ToilTest(unittest.TestCase):
    """
    A common base class for Toil tests. Please have every test case directly or indirectly
    inherit this one.

    When running tests you may optionally set the TOIL_TEST_TEMP environment variable to the path
    of a directory where you want temporary test files be placed. The directory will be created
    if it doesn't exist. The path may be relative in which case it will be assumed to be relative
    to the project root. If TOIL_TEST_TEMP is not defined, temporary files and directories will
    be created in the system's default location for such files and any temporary files or
    directories left over from tests will be removed automatically removed during tear down.
    Otherwise, left-over files will not be removed.
    """

    _tempBaseDir = None

    @classmethod
    def setUpClass(cls):
        super(ToilTest, cls).setUpClass()
        cls._tempDirs = []
        tempBaseDir = os.environ.get('TOIL_TEST_TEMP', None)
        if tempBaseDir is not None and not os.path.isabs(tempBaseDir):
            tempBaseDir = os.path.abspath(os.path.join(cls._projectRootPath(), tempBaseDir))
            mkdir_p(tempBaseDir)
        cls._tempBaseDir = tempBaseDir

    @classmethod
    def _getUtilScriptPath(cls, script_name):
        return os.path.join(toilPackageDirPath(), 'utils', script_name + '.py')

    @classmethod
    def _projectRootPath(cls):
        """
        Returns the path to the project root, i.e. the directory that typically contains the .git
        and src subdirectories. This method has limited utility. It only works if in "develop"
        mode, since it assumes the existence of a src subdirectory which, in a regular install
        wouldn't exist. Then again, in that mode project root has no meaning anyways.
        """
        assert re.search(r'__init__\.pyc?$', __file__)
        projectRootPath = os.path.dirname(os.path.abspath(__file__))
        packageComponents = __name__.split('.')
        expectedSuffix = os.path.join('src', *packageComponents)
        assert projectRootPath.endswith(expectedSuffix)
        projectRootPath = projectRootPath[:-len(expectedSuffix)]
        return projectRootPath

    @classmethod
    def tearDownClass(cls):
        if cls._tempBaseDir is None:
            while cls._tempDirs:
                tempDir = cls._tempDirs.pop()
                if os.path.exists(tempDir):
                    shutil.rmtree(tempDir)
        else:
            cls._tempDirs = []
        super(ToilTest, cls).tearDownClass()

    def setUp(self):
        log.info("Setting up %s ...", self.id())
        super(ToilTest, self).setUp()

    def _createTempDir(self, purpose=None):
        prefix = ['toil', 'test', self.id()]
        if purpose: prefix.append(purpose)
        prefix.append('')
        temp_dir_path = tempfile.mkdtemp(dir=self._tempBaseDir, prefix='-'.join(prefix))
        self._tempDirs.append(temp_dir_path)
        return temp_dir_path

    def tearDown(self):
        super(ToilTest, self).tearDown()
        log.info("Tore down %s", self.id())

    def _getTestJobStorePath(self):
        path = self._createTempDir(purpose='jobstore')
        # We only need a unique path, directory shouldn't actually exist. This of course is racy
        # and insecure because another thread could now allocate the same path as a temporary
        # directory. However, the built-in tempfile module randomizes the name temp dir suffixes
        # reasonably well (1 in 63 ^ 6 chance of collision), making this an unlikely scenario.
        os.rmdir(path)
        return path


try:
    # noinspection PyUnresolvedReferences
    from _pytest.mark import MarkDecorator
except ImportError:
    # noinspection PyUnusedLocal
    def _mark_test(name, test_item):
        return test_item
else:
    def _mark_test(name, test_item):
        return MarkDecorator(name)(test_item)

[docs]def needs_spark(test_item):
    """
    Use as a decorator before test classes or methods to only run them if Spark is usable.
    """
    test_item = _mark_test('spark', test_item)

    try:
        # noinspection PyUnresolvedReferences
        import pyspark
    except ImportError:
        return unittest.skip("Skipping test. Install PySpark to include this test.")(test_item)
    except:
        raise
    else:
        return test_item


[docs]def needs_aws(test_item):
    """
    Use as a decorator before test classes or methods to only run them if AWS usable.
    """
    test_item = _mark_test('aws', test_item)
    try:
        # noinspection PyUnresolvedReferences
        from boto import config
    except ImportError:
        return unittest.skip("Install toil with the 'aws' extra to include this test.")(test_item)
    except:
        raise
    else:
        dot_aws_credentials_path = os.path.expanduser('~/.aws/credentials')
        hv_uuid_path = '/sys/hypervisor/uuid'
        boto_credentials = config.get('Credentials', 'aws_access_key_id')
        if boto_credentials:
            return test_item
        if (os.path.exists(dot_aws_credentials_path) or
                (os.path.exists(hv_uuid_path) and file_begins_with(hv_uuid_path, 'ec2'))):
            # Assume that EC2 machines like the Jenkins slave that we run CI on will have IAM roles
            return test_item
        else:
            return unittest.skip("Configure ~/.aws/credentials with AWS credentials to include "
                                 "this test.")(test_item)



[docs]def file_begins_with(path, prefix):
    with open(path) as f:
        return f.read(len(prefix)) == prefix



[docs]def needs_google(test_item):
    """
    Use as a decorator before test classes or methods to only run them if Google Storage usable.
    """
    test_item = _mark_test('google', test_item)
    try:
        from boto import config
    except ImportError:
        return unittest.skip(
            "Install Toil with the 'google' extra to include this test.")(test_item)
    else:
        boto_credentials = config.get('Credentials', 'gs_access_key_id')
        if boto_credentials:
            return test_item
        else:
            return unittest.skip(
                "Configure ~/.boto with Google Cloud credentials to include this test.")(test_item)



[docs]def needs_azure(test_item):
    """
    Use as a decorator before test classes or methods to only run them if Azure is usable.
    """
    test_item = _mark_test('azure', test_item)
    try:
        # noinspection PyUnresolvedReferences
        import azure.storage
    except ImportError:
        return unittest.skip("Install Toil with the 'azure' extra to include this test.")(test_item)
    except:
        raise
    else:
        from toil.jobStores.azureJobStore import credential_file_path
        full_credential_file_path = os.path.expanduser(credential_file_path)
        if not os.path.exists(full_credential_file_path):
            return unittest.skip("Configure %s with the access key for the 'toiltest' storage "
                                 "account." % credential_file_path)(test_item)
        return test_item



[docs]def needs_gridengine(test_item):
    """
    Use as a decorator before test classes or methods to only run them if GridEngine is installed.
    """
    test_item = _mark_test('gridengine', test_item)
    if next(which('qsub'), None):
        return test_item
    else:
        return unittest.skip("Install GridEngine to include this test.")(test_item)



[docs]def needs_mesos(test_item):
    """
    Use as a decorator before test classes or methods to only run them if the Mesos is installed
    and configured.
    """
    test_item = _mark_test('mesos', test_item)
    try:
        # noinspection PyUnresolvedReferences
        import mesos.native
    except ImportError:
        return unittest.skip(
            "Install Mesos (and Toil with the 'mesos' extra) to include this test.")(test_item)
    except:
        raise
    else:
        return test_item



[docs]def needs_parasol(test_item):
    """
    Use as decorator so tests are only run if Parasol is installed.
    """
    test_item = _mark_test('parasol', test_item)
    if next(which('parasol'), None):
        return test_item
    else:
        return unittest.skip("Install Parasol to include this test.")(test_item)



[docs]def needs_slurm(test_item):
    """
    Use as a decorator before test classes or methods to only run them if Slurm is installed.
    """
    test_item = _mark_test('slurm', test_item)
    if next(which('squeue'), None):
        return test_item
    else:
        return unittest.skip("Install Slurm to include this test.")(test_item)



[docs]def needs_encryption(test_item):
    """
    Use as a decorator before test classes or methods to only run them if PyNaCl is installed
    and configured.
    """
    test_item = _mark_test('encryption', test_item)
    try:
        # noinspection PyUnresolvedReferences
        import nacl
    except ImportError:
        return unittest.skip(
            "Install Toil with the 'encryption' extra to include this test.")(test_item)
    except:
        raise
    else:
        return test_item



[docs]def needs_cwl(test_item):
    """
    Use as a decorator before test classes or methods to only run them if CWLTool is installed
    and configured.
    """
    test_item = _mark_test('cwl', test_item)
    try:
        # noinspection PyUnresolvedReferences
        import cwltool
    except ImportError:
        return unittest.skip("Install Toil with the 'cwl' extra to include this test.")(test_item)
    except:
        raise
    else:
        return test_item



[docs]def experimental(test_item):
    """
    Use this to decorate experimental or brittle tests in order to skip them during regular builds.
    """
    # We'll pytest.mark_test the test as experimental but we'll also unittest.skip it via an 
    # environment variable. 
    test_item = _mark_test('experimental', test_item)
    if less_strict_bool(os.getenv('TOIL_TEST_EXPERIMENTAL')):
        return test_item
    else:
        return unittest.skip(
            'Set TOIL_TEST_EXPERIMENTAL="True" to include this experimental test.')(test_item)



methodNamePartRegex = re.compile('^[a-zA-Z_0-9]+$')


# FIXME: move to bd2k-python-lib


[docs]def make_tests(generalMethod, targetClass=None, **kwargs):
    """
    This method dynamically generates test methods using the generalMethod as a template. Each generated
    function is the result of a unique combination of parameters applied to the generalMethod. Each of the
    parameters has a corresponding string that will be used to name the method. These generated functions
    are named in the scheme:
        test_[generalMethodName]___[firstParamaterName]_[someValueName]__[secondParamaterName]_...

    The arguments following the generalMethodName should be a series of one or more dictionaries of the form
    {str : type, ...} where the key represents the name of the value. The names will be used to represent the
    permutation of values passed for each parameter in the generalMethod.

    :param generalMethod: A method that will be parametrized with values passed as kwargs. Note that the
        generalMethod must be a regular method.

    :param targetClass: This represents the class to which the generated test methods will be bound. If no
        targetClass is specified the class of the generalMethod is assumed the target.

    :param kwargs: a series of dictionaries defining values, and their respective names where each keyword is
        the name of a parameter in generalMethod.

    >>> class Foo:
    ...     def has(self, num, letter):
    ...         return num, letter
    ...
    ...     def hasOne(self, num):
    ...         return num

    >>> class Bar(Foo):
    ...     pass

    >>> make_tests(Foo.has, targetClass=Bar, num={'one':1, 'two':2}, letter={'a':'a', 'b':'b'})

    >>> b = Bar()

    >>> assert b.test_has__num_one__letter_a() == b.has(1, 'a')

    >>> assert b.test_has__num_one__letter_b() == b.has(1, 'b')

    >>> assert b.test_has__num_two__letter_a() == b.has(2, 'a')

    >>> assert b.test_has__num_two__letter_b() == b.has(2, 'b')

    >>> f = Foo()

    >>> hasattr(f, 'test_has__num_one__letter_a')  # should be false because Foo has no test methods
    False

    >>> make_tests(Foo.has, num={'one':1, 'two':2}, letter={'a':'a', 'b':'b'})

    >>> hasattr(f, 'test_has__num_one__letter_a')
    True

    >>> assert f.test_has__num_one__letter_a() == f.has(1, 'a')

    >>> assert f.test_has__num_one__letter_b() == f.has(1, 'b')

    >>> assert f.test_has__num_two__letter_a() == f.has(2, 'a')

    >>> assert f.test_has__num_two__letter_b() == f.has(2, 'b')

    >>> make_tests(Foo.hasOne, num={'one':1, 'two':2})

    >>> assert f.test_hasOne__num_one() == f.hasOne(1)

    >>> assert f.test_hasOne__num_two() == f.hasOne(2)

    """
    def pop(d):
        """
        Pops an arbitrary key value pair from the dict
        :param d: a dictionary
        :return: the popped key, value tuple
        """
        k, v = next(kwargs.iteritems())
        del d[k]
        return k, v

    def permuteIntoLeft(left, rPrmName, right):
        """
        Permutes values in right dictionary into each parameter: value dict pair in the left dictionary.
        Such that the left dictionary will contain a new set of keys each of which is a combination of one of
        its original parameter-value names appended with some parameter-value name from the right dictionary.
        Each original key in the left is deleted from the left dictionary after the permutation of the key and
        every parameter-value name from the right has been added to the left dictionary.

        For example
        if left is {'__PrmOne_ValName':{'ValName':Val}} and right is {'rValName1':rVal1, 'rValName2':rVal2} then
        left will become
        {'__PrmOne_ValName__rParamName_rValName1':{'ValName':Val. 'rValName1':rVal1},
        '__PrmOne_ValName__rParamName_rValName2':{'ValName':Val. 'rValName2':rVal2}}

        :param left: A dictionary pairing each paramNameValue to a nested dictionary that contains each ValueName
            and value pair described in the outer dict's paramNameValue key.
        :param rParamName: The name of the parameter that each value in the right dict represents.
        :param right: A dict that pairs 1 or more valueNames and values for the rParamName parameter.
        """
        for prmValName, lDict in left.items():
            for rValName, rVal in right.items():
                nextPrmVal = ('__%s_%s' % (rPrmName, rValName.lower()))
                if methodNamePartRegex.match(nextPrmVal) is None:
                    raise RuntimeError("The name '%s' cannot be used in a method name" % pvName)
                aggDict = dict(lDict)
                aggDict[rPrmName] = rVal
                left[prmValName + nextPrmVal] = aggDict
            left.pop(prmValName)

    def insertMethodToClass():
        """
        Generates and inserts test methods.
        """
        def fx(self, prms=prms):
            if prms is not None:
                return generalMethod(self, **prms)
            else:
                return generalMethod(self)
        setattr(targetClass, 'test_%s%s' % (generalMethod.__name__, prmNames), fx)

    if len(kwargs) > 0:
        # create first left dict
        left = {}
        prmName, vals = pop(kwargs)
        for valName, val in vals.items():
            pvName = '__%s_%s' % (prmName, valName.lower())
            if methodNamePartRegex.match(pvName) is None:
                raise RuntimeError("The name '%s' cannot be used in a method name" % pvName)
            left[pvName] = {prmName: val}

        # get cartesian product
        while len(kwargs) > 0:
            permuteIntoLeft(left, *pop(kwargs))

        # set class attributes
        targetClass = targetClass or generalMethod.im_class
        for prmNames, prms in left.items():
            insertMethodToClass()
    else:
        prms = None
        prmNames = ""
        insertMethodToClass()
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  Source code for toil.leader

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
The leader script (of the leader/worker pair) for running jobs.
"""
from __future__ import absolute_import

import cPickle
import json
import logging
import time
from Queue import Queue, Empty
from collections import namedtuple
from multiprocessing import Event as ProcessEvent
from multiprocessing import Process
from threading import Thread, Event

from bd2k.util.expando import Expando

from toil import resolveEntryPoint
from toil.lib.bioio import getTotalCpuTime, logStream
from toil.provisioners.clusterScaler import ClusterScaler

logger = logging.getLogger( __name__ )

####################################################
##Stats/logging aggregation
####################################################

class StatsAndLogging( object ):
    """
    Class manages process to aggregate statistics and logging information on a toil run.
    """

    def __init__(self, jobStore):
        # Start the stats/logging aggregation process
        self._stop = ProcessEvent()
        self._worker = Process(target=self.statsAndLoggingAggregatorProcess,
                         args=(jobStore, self._stop))
        self._worker.start()

    @staticmethod
    def statsAndLoggingAggregatorProcess(jobStore, stop):
        """
        The following function is used for collating stats/reporting log messages from the workers.
        Works inside of a separate process, collates as long as the stop flag is not True.
        """
        #  Overall timing
        startTime = time.time()
        startClock = getTotalCpuTime()

        def callback(fileHandle):
            stats = json.load(fileHandle, object_hook=Expando)
            try:
                logs = stats.workers.logsToMaster
            except AttributeError:
                # To be expected if there were no calls to logToMaster()
                pass
            else:
                for message in logs:
                    logger.log(int(message.level),
                               'Got message from job at time %s: %s',
                               time.strftime('%m-%d-%Y %H:%M:%S'), message.text)
            try:
                logs = stats.logs
            except AttributeError:
                pass
            else:
                for log in logs:
                    logger.info("%s:    %s", log.jobStoreID, log.text)

        while True:
            # This is a indirect way of getting a message to the process to exit
            if stop.is_set():
                jobStore.readStatsAndLogging(callback)
                break
            if jobStore.readStatsAndLogging(callback) == 0:
                time.sleep(0.5)  # Avoid cycling too fast

        # Finish the stats file
        text = json.dumps(dict(total_time=str(time.time() - startTime),
                               total_clock=str(getTotalCpuTime() - startClock)))
        jobStore.writeStatsAndLogging(text)

    def check(self):
        """
        Check on the stats and logging process.
        :raise RuntimeError: If the underlying process has quit.
        """
        if not self._worker.is_alive():
            raise RuntimeError("Stats and logging process has quit with exit code: %d." % self._worker.exitcode)

    def shutdown(self):
        """
        Finish up the stats/logging aggregation process
        """
        logger.info('Waiting for stats and logging collator process to finish ...')
        startTime = time.time()
        self._stop.set()
        self._worker.join()
        if self._worker.exitcode != 0:
            raise RuntimeError('Stats/logging collator failed with exit code %d.' % self._worker.exitcode)
        logger.info('... finished collating stats and logs. Took %s seconds', time.time() - startTime)
        # in addition to cleaning on exceptions, onError should clean if there are any failed jobs

####################################################
##Following encapsulates interactions with the batch system class.
####################################################

# Represents a job and its requirements as issued to the batch system
IssuedJob = namedtuple("IssuedJob", "jobStoreID memory cores disk preemptable")

# TODO: extract into separate module

class JobBatcher:
    """
    Class works with jobBatcherWorker to submit jobs to the batch system.
    """
    def __init__(self, config, batchSystem, jobStore, toilState, serviceManager):
        self.config = config
        self.jobStore = jobStore
        self.jobStoreString = config.jobStore
        self.toilState = toilState
        # Map of batch system IDs to IsseudJob tuples
        self.jobBatchSystemIDToIssuedJob = {}
        self.batchSystem = batchSystem
        # Optional parameter which may be set if doing autoscaling
        self.clusterScaler = None
        self.jobsIssued = 0
        self.reissueMissingJobs_missingHash = {} #Hash to store number of observed misses
        self.serviceManager = serviceManager

    def issueJob(self, jobStoreID, memory, cores, disk, preemptable):
        """
        Add a job to the queue of jobs
        """
        self.jobsIssued += 1
        jobCommand = ' '.join((resolveEntryPoint('_toil_worker'), self.jobStoreString, jobStoreID))
        jobBatchSystemID = self.batchSystem.issueBatchJob(jobCommand, memory, cores, disk, preemptable)
        self.jobBatchSystemIDToIssuedJob[jobBatchSystemID] = IssuedJob(jobStoreID, memory, cores, disk, preemptable)
        logger.debug("Issued job with job store ID: %s and job batch system ID: "
                     "%s and cores: %.2f, disk: %.2f, and memory: %.2f",
                     jobStoreID, str(jobBatchSystemID), cores, disk, memory)

    def issueJobs(self, jobs):
        """
        Add a list of jobs, each represented as a tuple of
        (jobStoreID, memory, cores, disk).
        """
        for jobStoreID, memory, cores, disk, preemptable in jobs:
            self.issueJob(jobStoreID, memory, cores, disk, preemptable)

    def getNumberOfJobsIssued(self):
        """
        Gets number of jobs that have been added by issueJob(s) and not
        removed by removeJobID
        """
        assert self.jobsIssued >= 0
        return self.jobsIssued

    def getJob(self, jobBatchSystemID):
        """
        Gets the job file associated the a given id
        """
        return self.jobBatchSystemIDToIssuedJob[jobBatchSystemID].jobStoreID

    def hasJob(self, jobBatchSystemID):
        """
        Returns true if the jobBatchSystemID is in the list of jobs.
        """
        return self.jobBatchSystemIDToIssuedJob.has_key(jobBatchSystemID)

    def getJobIDs(self):
        """
        Gets the set of jobs currently issued.
        """
        return self.jobBatchSystemIDToIssuedJob.keys()

    def removeJobID(self, jobBatchSystemID):
        """
        Removes a job from the jobBatcher.
        """
        assert jobBatchSystemID in self.jobBatchSystemIDToIssuedJob
        self.jobsIssued -= 1
        jobStoreID = self.jobBatchSystemIDToIssuedJob.pop(jobBatchSystemID).jobStoreID
        return jobStoreID

    def killJobs(self, jobsToKill):
        """
        Kills the given set of jobs and then sends them for processing
        """
        if len(jobsToKill) > 0:
            self.batchSystem.killBatchJobs(jobsToKill)
            for jobBatchSystemID in jobsToKill:
                self.processFinishedJob(jobBatchSystemID, 1)

    #Following functions handle error cases for when jobs have gone awry with the batch system.

    def reissueOverLongJobs(self):
        """
        Check each issued job - if it is running for longer than desirable
        issue a kill instruction.
        Wait for the job to die then we pass the job to processFinishedJob.
        """
        maxJobDuration = self.config.maxJobDuration
        jobsToKill = []
        if maxJobDuration < 10000000:  # We won't bother doing anything if the rescue
            # time is more than 16 weeks.
            runningJobs = self.batchSystem.getRunningBatchJobIDs()
            for jobBatchSystemID in runningJobs.keys():
                if runningJobs[jobBatchSystemID] > maxJobDuration:
                    logger.warn("The job: %s has been running for: %s seconds, more than the "
                                "max job duration: %s, we'll kill it",
                                str(self.getJob(jobBatchSystemID)),
                                str(runningJobs[jobBatchSystemID]),
                                str(maxJobDuration))
                    jobsToKill.append(jobBatchSystemID)
            self.killJobs(jobsToKill)

    def reissueMissingJobs(self, killAfterNTimesMissing=3):
        """
        Check all the current job ids are in the list of currently running batch system jobs.
        If a job is missing, we mark it as so, if it is missing for a number of runs of
        this function (say 10).. then we try deleting the job (though its probably lost), we wait
        then we pass the job to processFinishedJob.
        """
        runningJobs = set(self.batchSystem.getIssuedBatchJobIDs())
        jobBatchSystemIDsSet = set(self.getJobIDs())
        #Clean up the reissueMissingJobs_missingHash hash, getting rid of jobs that have turned up
        missingJobIDsSet = set(self.reissueMissingJobs_missingHash.keys())
        for jobBatchSystemID in missingJobIDsSet.difference(jobBatchSystemIDsSet):
            self.reissueMissingJobs_missingHash.pop(jobBatchSystemID)
            logger.warn("Batch system id: %s is no longer missing", str(jobBatchSystemID))
        assert runningJobs.issubset(jobBatchSystemIDsSet) #Assert checks we have
        #no unexpected jobs running
        jobsToKill = []
        for jobBatchSystemID in set(jobBatchSystemIDsSet.difference(runningJobs)):
            jobStoreID = self.getJob(jobBatchSystemID)
            if self.reissueMissingJobs_missingHash.has_key(jobBatchSystemID):
                self.reissueMissingJobs_missingHash[jobBatchSystemID] += 1
            else:
                self.reissueMissingJobs_missingHash[jobBatchSystemID] = 1
            timesMissing = self.reissueMissingJobs_missingHash[jobBatchSystemID]
            logger.warn("Job store ID %s with batch system id %s is missing for the %i time",
                        jobStoreID, str(jobBatchSystemID), timesMissing)
            if timesMissing == killAfterNTimesMissing:
                self.reissueMissingJobs_missingHash.pop(jobBatchSystemID)
                jobsToKill.append(jobBatchSystemID)
        self.killJobs(jobsToKill)
        return len( self.reissueMissingJobs_missingHash ) == 0 #We use this to inform
        #if there are missing jobs

    def processFinishedJob(self, jobBatchSystemID, resultStatus, wallTime=None):
        """
        Function reads a processed jobWrapper file and updates it state.
        """
        if wallTime is not None and self.clusterScaler is not None:
            issuedJob = self.jobBatchSystemIDToIssuedJob[jobBatchSystemID]
            self.clusterScaler.addCompletedJob(issuedJob, wallTime)
        jobStoreID = self.removeJobID(jobBatchSystemID)
        if self.jobStore.exists(jobStoreID):
            logger.debug("Job %s continues to exist (i.e. has more to do)" % jobStoreID)
            jobWrapper = self.jobStore.load(jobStoreID)
            if jobWrapper.logJobStoreFileID is not None:
                logger.warn("The jobWrapper seems to have left a log file, indicating failure: %s", jobStoreID)
                with jobWrapper.getLogFileHandle( self.jobStore ) as logFileStream:
                    logStream( logFileStream, jobStoreID, logger.warn )
            if resultStatus != 0:
                # If the batch system returned a non-zero exit code then the worker
                # is assumed not to have captured the failure of the job, so we
                # reduce the retry count here.
                if jobWrapper.logJobStoreFileID is None:
                    logger.warn("No log file is present, despite jobWrapper failing: %s", jobStoreID)
                jobWrapper.setupJobAfterFailure(self.config)
                self.jobStore.update(jobWrapper)
            elif jobStoreID in self.toilState.hasFailedSuccessors:
                # If the job has completed okay, we can remove it from the list of jobs with failed successors
                self.toilState.hasFailedSuccessors.remove(jobStoreID)

            self.toilState.updatedJobs.add((jobWrapper, resultStatus)) #Now we know the
            #jobWrapper is done we can add it to the list of updated jobWrapper files
            logger.debug("Added jobWrapper: %s to active jobs", jobStoreID)
        else:  #The jobWrapper is done
            if resultStatus != 0:
                logger.warn("Despite the batch system claiming failure the "
                            "jobWrapper %s seems to have finished and been removed", jobStoreID)
            self._updatePredecessorStatus(jobStoreID)

    def processTotallyFailedJob(self, jobWrapper):
        """
        Processes a totally failed job.
        """
        # Mark job as a totally failed job
        self.toilState.totalFailedJobs.add(jobWrapper.jobStoreID)

        if jobWrapper.jobStoreID in self.toilState.serviceJobStoreIDToPredecessorJob: # Is
            # a service job
            logger.debug("Service job is being processed as a totally failed job: %s" % jobWrapper.jobStoreID)

            predecessorJobWrapper = self.toilState.serviceJobStoreIDToPredecessorJob[jobWrapper.jobStoreID]

            # This removes the service job as a service of the predecessor
            # and potentially makes the predecessor active
            self._updatePredecessorStatus(jobWrapper.jobStoreID)

            # Remove the start flag, if it still exists. This indicates
            # to the service manager that the job has "started", this prevents
            # the service manager from deadlocking while waiting
            self.jobStore.deleteFile(jobWrapper.startJobStoreID)

            # Signal to any other services in the group that they should
            # terminate. We do this to prevent other services in the set
            # of services from deadlocking waiting for this service to start properly
            if predecessorJobWrapper.jobStoreID in self.toilState.servicesIssued:
                self.serviceManager.killServices(self.toilState.servicesIssued[predecessorJobWrapper.jobStoreID], error=True)
                logger.debug("Job: %s is instructing all the services of its parent job to quit", jobWrapper.jobStoreID)

            self.toilState.hasFailedSuccessors.add(predecessorJobWrapper.jobStoreID) # This ensures that the
            # job will not attempt to run any of it's successors on the stack
        else:
            assert jobWrapper.jobStoreID not in self.toilState.servicesIssued

            # Is a non-service job, walk up the tree killing services of any jobs with nothing left to do.
            if jobWrapper.jobStoreID in self.toilState.successorJobStoreIDToPredecessorJobs:
                for predecessorJobWrapper in self.toilState.successorJobStoreIDToPredecessorJobs[jobWrapper.jobStoreID]:
                    self.toilState.hasFailedSuccessors.add(predecessorJobWrapper.jobStoreID)
                    logger.debug("Totally failed job: %s is marking direct predecessors %s as having failed jobs", jobWrapper.jobStoreID, predecessorJobWrapper.jobStoreID)
                self._updatePredecessorStatus(jobWrapper.jobStoreID)

    def _updatePredecessorStatus(self, jobStoreID):
        """
        Update status of a predecessor for finished successor job.
        """
        if jobStoreID in self.toilState.serviceJobStoreIDToPredecessorJob:
            # Is a service job
            predecessorJob = self.toilState.serviceJobStoreIDToPredecessorJob.pop(jobStoreID)
            self.toilState.servicesIssued[predecessorJob.jobStoreID].pop(jobStoreID)
            if len(self.toilState.servicesIssued[predecessorJob.jobStoreID]) == 0: # Predecessor job has
                # all its services terminated
                self.toilState.servicesIssued.pop(predecessorJob.jobStoreID) # The job has no running services
                self.toilState.updatedJobs.add((predecessorJob, 0)) # Now we know
                # the job is done we can add it to the list of updated job files
                logger.debug("Job %s services have completed or totally failed, adding to updated jobs" % predecessorJob.jobStoreID)

        elif jobStoreID not in self.toilState.successorJobStoreIDToPredecessorJobs:
            #We have reach the root job
            assert len(self.toilState.updatedJobs) == 0
            assert len(self.toilState.successorJobStoreIDToPredecessorJobs) == 0
            assert len(self.toilState.successorCounts) == 0

        else:
            for predecessorJob in self.toilState.successorJobStoreIDToPredecessorJobs.pop(jobStoreID):
                self.toilState.successorCounts[predecessorJob.jobStoreID] -= 1
                assert self.toilState.successorCounts[predecessorJob.jobStoreID] >= 0
                if self.toilState.successorCounts[predecessorJob.jobStoreID] == 0: #Job is done
                    self.toilState.successorCounts.pop(predecessorJob.jobStoreID)
                    predecessorJob.stack.pop()
                    logger.debug('Job %s has all its non-service successors completed or totally '
                                 'failed', predecessorJob.jobStoreID)
                    assert predecessorJob not in self.toilState.updatedJobs
                    self.toilState.updatedJobs.add((predecessorJob, 0)) #Now we know
                    #the job is done we can add it to the list of updated job files

##########################################
#Class to represent the state of the toil in memory. Loads this
#representation from the toil, in the process cleaning up
#the state of the jobs in the jobtree.
##########################################

class ToilState( object ):
    """
    Represents a snapshot of the jobs in the jobStore.
    """
    def __init__( self, jobStore, rootJob, jobCache=None):
        # This is a hash of jobs, referenced by jobStoreID, to their predecessor jobs.
        self.successorJobStoreIDToPredecessorJobs = { }
        
        # Hash of jobStoreIDs to counts of numbers of successors issued.
        # There are no entries for jobs
        # without successors in this map.
        self.successorCounts = { }

        # This is a hash of service jobs, referenced by jobStoreID, to their predecessor job
        self.serviceJobStoreIDToPredecessorJob = { }

        # Hash of jobStoreIDs to maps of services issued for the job
        # Each for job, the map is a dictionary of service jobStoreIDs
        # to the flags used to communicate the with service
        self.servicesIssued = { }

        # Jobs (as jobStoreIDs) with successors that have totally failed
        self.hasFailedSuccessors = set()
        
        # Jobs that are ready to be processed
        self.updatedJobs = set( )
        
        # The set of totally failed jobs - this needs to be filtered at the
        # end to remove jobs that were removed by checkpoints
        self.totalFailedJobs = set()
        
        ##Algorithm to build this information
        logger.info("(Re)building internal scheduler state")
        self._buildToilState(rootJob, jobStore, jobCache)

    def _buildToilState(self, jobWrapper, jobStore, jobCache=None):
        """
        Traverses tree of jobs from the root jobWrapper (rootJob) building the
        ToilState class.

        If jobCache is passed, it must be a dict from job ID to JobWrapper
        object. Jobs will be loaded from the cache (which can be downloaded from
        the jobStore in a batch) instead of piecemeal when recursed into.
        """

        def getJob(jobId):
            if jobCache is not None:
                try:
                    return jobCache[jobId]
                except ValueError:
                    return jobStore.load(jobId)
            else:
                return jobStore.load(jobId)

        # If the jobWrapper has a command, is a checkpoint, has services or is ready to be
        # deleted it is ready to be processed
        if (jobWrapper.command is not None
            or jobWrapper.checkpoint is not None
            or len(jobWrapper.services) > 0
            or len(jobWrapper.stack) == 0):
            logger.debug('Found job to run: %s, with command: %s, with checkpoint: %s, '
                         'with  services: %s, with stack: %s', jobWrapper.jobStoreID,
                         jobWrapper.command is not None, jobWrapper.checkpoint is not None,
                         len(jobWrapper.services) > 0, len(jobWrapper.stack) == 0)
            self.updatedJobs.add((jobWrapper, 0))

            if jobWrapper.checkpoint is not None:
                jobWrapper.command = jobWrapper.checkpoint

        else: # There exist successors
            self.successorCounts[jobWrapper.jobStoreID] = len(jobWrapper.stack[-1])
            for successorJobStoreTuple in jobWrapper.stack[-1]:
                successorJobStoreID = successorJobStoreTuple[0]
                if successorJobStoreID not in self.successorJobStoreIDToPredecessorJobs:
                    #Given that the successor jobWrapper does not yet point back at a
                    #predecessor we have not yet considered it, so we call the function
                    #on the successor
                    self.successorJobStoreIDToPredecessorJobs[successorJobStoreID] = [jobWrapper]
                    self._buildToilState(getJob(successorJobStoreID), jobStore, jobCache=jobCache)
                else:
                    #We have already looked at the successor, so we don't recurse,
                    #but we add back a predecessor link
                    self.successorJobStoreIDToPredecessorJobs[successorJobStoreID].append(jobWrapper)

class FailedJobsException( Exception ):
    def __init__( self, jobStoreString, numberOfFailedJobs ):
        super( FailedJobsException, self ).__init__( "The job store '%s' contains %i failed jobs" % (jobStoreString, numberOfFailedJobs))
        self.jobStoreString = jobStoreString
        self.numberOfFailedJobs = numberOfFailedJobs

class ServiceManager( object ):
    """
    Manages the scheduling of services.
    """
    def __init__(self, jobStore):
        self.jobStore = jobStore

        self.jobWrappersWithServicesBeingStarted = set()

        self._terminate = Event() # This is used to terminate the thread associated
        # with the service manager

        self._jobWrappersWithServicesToStart = Queue() # This is the input queue of
        # jobWrappers that have services that need to be started

        self._jobWrappersWithServicesThatHaveStarted = Queue() # This is the output queue
        # of jobWrappers that have services that are already started

        self._serviceJobWrappersToStart = Queue() # This is the queue of services for the
        # batch system to start

        self.serviceJobsIssuedToServiceManager = 0 # The number of jobs the service manager
        # is scheduling

        # Start a thread that starts the services of jobWrappers in the
        # jobsWithServicesToStart input queue and puts the jobWrappers whose services
        # are running on the jobWrappersWithServicesThatHaveStarted output queue
        self._serviceStarter = Thread(target=self._startServices,
                                     args=(self._jobWrappersWithServicesToStart,
                                           self._jobWrappersWithServicesThatHaveStarted,
                                           self._serviceJobWrappersToStart, self._terminate,
                                           self.jobStore))
        self._serviceStarter.start()

    def scheduleServices(self, jobWrapper):
        """
        Schedule the services of a job asynchronously.
        When the job's services are running the jobWrapper for the job will
        be returned by toil.leader.ServiceManager.getJobWrappersWhoseServicesAreRunning.

        :param toil.jobWrapper.JobWrapper jobWrapper: wrapper of job with services to schedule.
        """
        # Add jobWrapper to set being processed by the service manager
        self.jobWrappersWithServicesBeingStarted.add(jobWrapper)

        # Add number of jobs managed by ServiceManager
        self.serviceJobsIssuedToServiceManager += sum(map(len, jobWrapper.services)) + 1 # The plus one accounts for the root job

        # Asynchronously schedule the services
        self._jobWrappersWithServicesToStart.put(jobWrapper)

    def getJobWrapperWhoseServicesAreRunning(self, maxWait):
        """
        :param float maxWait: Time in seconds to wait to get a jobWrapper before returning
        :return: a jobWrapper added to scheduleServices whose services are running, or None if
        no such job is available.
        :rtype: JobWrapper
        """
        try:
            jobWrapper = self._jobWrappersWithServicesThatHaveStarted.get(timeout=maxWait)
            self.jobWrappersWithServicesBeingStarted.remove(jobWrapper)
            assert self.serviceJobsIssuedToServiceManager >= 0
            self.serviceJobsIssuedToServiceManager -= 1
            return jobWrapper
        except Empty:
            return None

    def getServiceJobsToStart(self, maxWait):
        """
        :param float maxWait: Time in seconds to wait to get a job before returning.
        :return: a tuple of (serviceJobStoreID, memory, cores, disk, ..) representing
        a service job to start.
        :rtype: (str, float, float, float)
        """
        try:
            jobTuple = self._serviceJobWrappersToStart.get(timeout=maxWait)
            assert self.serviceJobsIssuedToServiceManager >= 0
            self.serviceJobsIssuedToServiceManager -= 1
            return jobTuple
        except Empty:
            return None

    def killServices(self, services, error=False):
        """
        :param dict services: Maps service jobStoreIDs to the communication flags for the service
        """
        for serviceJobStoreID in services:
            startJobStoreID, terminateJobStoreID, errorJobStoreID = services[serviceJobStoreID]
            if error:
                self.jobStore.deleteFile(errorJobStoreID)
            self.jobStore.deleteFile(terminateJobStoreID)

    def check(self):
        """
        Check on the service manager thread.
        :raise RuntimeError: If the underlying thread has quit.
        """
        if not self._serviceStarter.is_alive():
            raise RuntimeError("Service manager has quit")

    def shutdown(self):
        """
        Cleanly terminate worker threads starting and killing services. Will block
        until all services are started and blocked.
        """
        logger.info('Waiting for service manager thread to finish ...')
        startTime = time.time()
        self._terminate.set()
        self._serviceStarter.join()
        logger.info('... finished shutting down the service manager. Took %s seconds', time.time() - startTime)

    @staticmethod
    def _startServices(jobWrappersWithServicesToStart,
                       jobWrappersWithServicesThatHaveStarted,
                       serviceJobsToStart,
                       terminate, jobStore):
        """
        Thread used to schedule services.
        """
        while True:
            try:
                # Get a jobWrapper with services to start, waiting a short period
                jobWrapper = jobWrappersWithServicesToStart.get(timeout=1.0)
            except:
                # Check if the thread should quit
                if terminate.is_set():
                    logger.debug('Received signal to quit starting services.')
                    break
                continue

            if jobWrapper is None: # Nothing was ready, loop again
                continue

            # Start the service jobs in batches, waiting for each batch
            # to become established before starting the next batch
            for serviceJobList in jobWrapper.services:
                for serviceJobStoreID, memory, cores, disk, startJobStoreID, terminateJobStoreID, errorJobStoreID in serviceJobList:
                    logger.debug("Service manager is starting service job: %s, start ID: %s", serviceJobStoreID, startJobStoreID)
                    assert jobStore.fileExists(startJobStoreID)
                    # At this point the terminateJobStoreID and errorJobStoreID could have been deleted!
                    serviceJobsToStart.put((serviceJobStoreID, memory, cores, disk))

                # Wait until all the services of the batch are running
                for serviceTuple in serviceJobList:
                    while jobStore.fileExists(serviceTuple[4]):
                        # Sleep to avoid thrashing
                        time.sleep(1.0)

                        # Check if the thread should quit
                        if terminate.is_set():
                            logger.debug('Received signal to quit starting services.')
                            break

            # Add the jobWrapper to the output queue of jobs whose services have been started
            jobWrappersWithServicesThatHaveStarted.put(jobWrapper)


[docs]def mainLoop(config, batchSystem, provisioner, jobStore, rootJobWrapper, jobCache=None):
    """
    This is the main loop from which jobs are issued and processed.
    
    If jobCache is passed, it must be a dict from job ID to pre-existing
    JobWrapper objects. Jobs will be loaded from the cache (which can be
    downloaded from the jobStore in a batch).

    :raises: toil.leader.FailedJobsException if at the end of function their remain \
    failed jobs
    
    :return: The return value of the root job's run function.
    :rtype: Any
    """

    # Get a snap shot of the current state of the jobs in the jobStore
    toilState = ToilState(jobStore, rootJobWrapper, jobCache=jobCache)

    # Create a service manager to start and terminate services
    try:
        serviceManager = ServiceManager(jobStore)
    
        assert len(batchSystem.getIssuedBatchJobIDs()) == 0 #Batch system must start with no active jobs!
        logger.info("Checked batch system has no running jobs and no updated jobs")
    
        # Load the jobBatcher class - used to track jobs submitted to the batch-system
        jobBatcher = JobBatcher(config, batchSystem, jobStore, toilState, serviceManager)
        logger.info("Found %s jobs to start and %i jobs with successors to run",
                    len(toilState.updatedJobs), len(toilState.successorCounts))
    
        try:
            # Start the stats/logging aggregation process
            statsAndLogging = StatsAndLogging(jobStore)
            
            try:
                # Create cluster scaling processes if the provisioner is not None
                if provisioner is None:
                    clusterScaler = None
                else:
                    clusterScaler = ClusterScaler(provisioner, jobBatcher, config)
                    jobBatcher.clusterScaler = clusterScaler
                innerLoop(jobStore, config, batchSystem, toilState, jobBatcher, serviceManager, statsAndLogging)
            finally:
                if provisioner is not None:
                    logger.info('Waiting for workers to shutdown')
                    startTime = time.time()
                    clusterScaler.shutdown()
                    logger.info('Worker shutdown complete in %s seconds', time.time() - startTime)
        finally:
            # Shutdown the stats and logging process
            statsAndLogging.shutdown()
    finally:
        serviceManager.shutdown()


    # Filter the failed jobs
    toilState.totalFailedJobs = set(filter(jobStore.exists, toilState.totalFailedJobs))

    logger.info("Finished toil run %s" %
                 ("successfully" if len(toilState.totalFailedJobs) == 0 else ("with %s failed jobs" % len(toilState.totalFailedJobs))))
    if len(toilState.totalFailedJobs):
        logger.info("Failed jobs at end of the run: %s", toilState.totalFailedJobs)

    # Cleanup
    if len(toilState.totalFailedJobs) > 0:
        raise FailedJobsException( config.jobStore, len(toilState.totalFailedJobs) )

    # Parse out the return value from the root job
    with jobStore.readSharedFileStream("rootJobReturnValue") as jobStoreFileID:
        with jobStore.readFileStream(jobStoreFileID.read()) as fH:
            try:
                return cPickle.load(fH)  # rootJobReturnValue
            except EOFError:
                logger.exception("Failed to unpickle root job return value")
                raise FailedJobsException(jobStoreFileID, toilState.totalFailedJobs)




[docs]def innerLoop(jobStore, config, batchSystem, toilState, jobBatcher, serviceManager, statsAndLogging):
    """
    :param toil.jobStores.abstractJobStore.AbstractJobStore jobStore:
    :param toil.common.Config config:
    :param toil.batchSystems.abstractBatchSystem.AbstractBatchSystem batchSystem:
    :param ToilState toilState:
    :param JobBatcher jobBatcher:
    :param ServiceManager serviceManager:
    :param StatsAndLogging statsAndLogging:
    """
    # Putting this in separate function for easier reading

    # Sets up the timing of the jobWrapper rescuing method
    timeSinceJobsLastRescued = time.time()

    logger.info("Starting the main loop")
    while True:
        # Process jobs that are ready to be scheduled/have successors to schedule
        if len(toilState.updatedJobs) > 0:
            logger.debug('Built the jobs list, currently have %i jobs to update and %i jobs issued',
                         len(toilState.updatedJobs), jobBatcher.getNumberOfJobsIssued())

            updatedJobs = toilState.updatedJobs # The updated jobs to consider below
            toilState.updatedJobs = set() # Resetting the list for the next set

            for jobWrapper, resultStatus in updatedJobs:

                logger.debug('Updating status of job: %s with result status: %s',
                             jobWrapper.jobStoreID, resultStatus)

                # This stops a job with services being issued by the serviceManager from
                # being considered further in this loop. This catch is necessary because
                # the job's service's can fail while being issued, causing the job to be
                # added to updated jobs.
                if jobWrapper in serviceManager.jobWrappersWithServicesBeingStarted:
                    logger.debug("Got a job to update which is still owned by the service "
                                 "manager: %s", jobWrapper.jobStoreID)
                    continue

                # If some of the jobs successors failed then either fail the job
                # or restart it if it has retries left and is a checkpoint job
                if jobWrapper.jobStoreID in toilState.hasFailedSuccessors:

                    # If the job has services running, signal for them to be killed
                    # once they are killed then the jobWrapper will be re-added to the
                    # updatedJobs set and then scheduled to be removed
                    if jobWrapper.jobStoreID in toilState.servicesIssued:
                        logger.debug("Telling job: %s to terminate its services due to successor failure",
                                     jobWrapper.jobStoreID)
                        serviceManager.killServices(toilState.servicesIssued[jobWrapper.jobStoreID],
                                                    error=True)

                    # If the job has non-service jobs running wait for them to finish
                    # the job will be re-added to the updated jobs when these jobs are done
                    elif jobWrapper.jobStoreID in toilState.successorCounts:
                        logger.debug("Job: %s with failed successors still has successor jobs running", jobWrapper.jobStoreID)
                        continue

                    # If the job is a checkpoint and has remaining retries then reissue it.
                    elif jobWrapper.checkpoint is not None and jobWrapper.remainingRetryCount > 0:
                        logger.warn('Job: %s is being restarted as a checkpoint after the total '
                                    'failure of jobs in its subtree.', jobWrapper.jobStoreID)
                        jobBatcher.issueJob(jobWrapper.jobStoreID,
                                            memory=jobWrapper.memory,
                                            cores=jobWrapper.cores,
                                            disk=jobWrapper.disk,
                                            preemptable=jobWrapper.preemptable)
                    else: # Mark it totally failed
                        logger.debug("Job %s is being processed as completely failed", jobWrapper.jobStoreID)
                        jobBatcher.processTotallyFailedJob(jobWrapper)

                # If the jobWrapper has a command it must be run before any successors.
                # Similarly, if the job previously failed we rerun it, even if it doesn't have a
                # command to run, to eliminate any parts of the stack now completed.
                elif jobWrapper.command is not None or resultStatus != 0:
                    isServiceJob = jobWrapper.jobStoreID in toilState.serviceJobStoreIDToPredecessorJob

                    # If the job has run out of retries or is a service job whose error flag has
                    # been indicated, fail the job.
                    if (jobWrapper.remainingRetryCount == 0
                        or isServiceJob and not jobStore.fileExists(jobWrapper.errorJobStoreID)):
                        jobBatcher.processTotallyFailedJob(jobWrapper)
                        logger.warn("Job: %s is completely failed", jobWrapper.jobStoreID)
                    else:
                        # Otherwise try the job again
                        jobBatcher.issueJob(jobWrapper.jobStoreID, jobWrapper.memory,
                                            jobWrapper.cores, jobWrapper.disk, jobWrapper.preemptable)

                # If the job has services to run, which have not been started, start them
                elif len(jobWrapper.services) > 0:
                    # Build a map from the service jobs to the job and a map
                    # of the services created for the job
                    assert jobWrapper.jobStoreID not in toilState.servicesIssued
                    toilState.servicesIssued[jobWrapper.jobStoreID] = {}
                    for serviceJobList in jobWrapper.services:
                        for serviceTuple in serviceJobList:
                            serviceID = serviceTuple[0]
                            assert serviceID not in toilState.serviceJobStoreIDToPredecessorJob
                            toilState.serviceJobStoreIDToPredecessorJob[serviceID] = jobWrapper
                            toilState.servicesIssued[jobWrapper.jobStoreID][serviceID] = serviceTuple[4:7]

                    # Use the service manager to start the services
                    serviceManager.scheduleServices(jobWrapper)

                    logger.debug("Giving job: %s to service manager to schedule its jobs", jobWrapper.jobStoreID)

                # There exist successors to run
                elif len(jobWrapper.stack) > 0:
                    assert len(jobWrapper.stack[-1]) > 0
                    logger.debug("Job: %s has %i successors to schedule",
                                 jobWrapper.jobStoreID, len(jobWrapper.stack[-1]))
                    #Record the number of successors that must be completed before
                    #the jobWrapper can be considered again
                    assert jobWrapper.jobStoreID not in toilState.successorCounts
                    toilState.successorCounts[jobWrapper.jobStoreID] = len(jobWrapper.stack[-1])
                    #List of successors to schedule
                    successors = []
                    #For each successor schedule if all predecessors have been completed
                    for successorJobStoreID, memory, cores, disk, preemptable, predecessorID in jobWrapper.stack[-1]:
                        #Build map from successor to predecessors.
                        if successorJobStoreID not in toilState.successorJobStoreIDToPredecessorJobs:
                            toilState.successorJobStoreIDToPredecessorJobs[successorJobStoreID] = []
                        toilState.successorJobStoreIDToPredecessorJobs[successorJobStoreID].append(jobWrapper)
                        #Case that the jobWrapper has multiple predecessors
                        if predecessorID is not None:
                            #Load the wrapped jobWrapper
                            job2 = jobStore.load(successorJobStoreID)
                            #Remove the predecessor from the list of predecessors
                            job2.predecessorsFinished.add(predecessorID)
                            #Checkpoint
                            jobStore.update(job2)
                            #If the jobs predecessors have all not all completed then
                            #ignore the jobWrapper
                            assert len(job2.predecessorsFinished) >= 1
                            assert len(job2.predecessorsFinished) <= job2.predecessorNumber
                            if len(job2.predecessorsFinished) < job2.predecessorNumber:
                                continue
                        successors.append((successorJobStoreID, memory, cores, disk, preemptable))
                    jobBatcher.issueJobs(successors)

                elif jobWrapper.jobStoreID in toilState.servicesIssued:
                    logger.debug("Telling job: %s to terminate its due to the successful completion of its successor jobs",
                                jobWrapper.jobStoreID)
                    serviceManager.killServices(toilState.servicesIssued[jobWrapper.jobStoreID],
                                                    error=False)

                #There are no remaining tasks to schedule within the jobWrapper, but
                #we schedule it anyway to allow it to be deleted.

                #TODO: An alternative would be simple delete it here and add it to the
                #list of jobs to process, or (better) to create an asynchronous
                #process that deletes jobs and then feeds them back into the set
                #of jobs to be processed
                else:
                    # Remove the job
                    if jobWrapper.remainingRetryCount > 0:
                        jobBatcher.issueJob(jobWrapper.jobStoreID,
                                            config.defaultMemory,
                                            config.defaultCores,
                                            config.defaultDisk,
                                            True) #We allow this cleanup to potentially occur on a preemptable instance
                        logger.debug("Job: %s is empty, we are scheduling to clean it up", jobWrapper.jobStoreID)
                    else:
                        jobBatcher.processTotallyFailedJob(jobWrapper)
                        logger.warn("Job: %s is empty but completely failed - something is very wrong", jobWrapper.jobStoreID)

        # The exit criterion
        if len(toilState.updatedJobs) == 0 and jobBatcher.getNumberOfJobsIssued() == 0 and serviceManager.serviceJobsIssuedToServiceManager == 0:
            logger.info("No jobs left to run so exiting.")
            break

        # Start any service jobs available from the service manager
        while True:
            serviceJobTuple = serviceManager.getServiceJobsToStart(0)
            # Stop trying to get jobs when function returns None
            if serviceJobTuple is None:
                break
            serviceJobStoreID, memory, cores, disk = serviceJobTuple
            logger.debug('Launching service job: %s', serviceJobStoreID)
            # This loop issues the jobs to the batch system because the batch system is not
            # thread-safe. FIXME: don't understand this comment
            jobBatcher.issueJob(serviceJobStoreID, memory, cores, disk, False)

        # Get jobs whose services have started
        while True:
            jobWrapper = serviceManager.getJobWrapperWhoseServicesAreRunning(0)
            if jobWrapper is None: # Stop trying to get jobs when function returns None
                break
            logger.debug('Job: %s has established its services.', jobWrapper.jobStoreID)
            jobWrapper.services = []
            toilState.updatedJobs.add((jobWrapper, 0))

        # Gather any new, updated jobWrapper from the batch system
        updatedJob = batchSystem.getUpdatedBatchJob(2)
        if updatedJob is not None:
            jobBatchSystemID, result, wallTime = updatedJob
            if jobBatcher.hasJob(jobBatchSystemID):
                if result == 0:
                    logger.debug('Batch system is reporting that the jobWrapper with '
                                 'batch system ID: %s and jobWrapper store ID: %s ended successfully',
                                 jobBatchSystemID, jobBatcher.getJob(jobBatchSystemID))
                else:
                    logger.warn('Batch system is reporting that the jobWrapper with '
                                'batch system ID: %s and jobWrapper store ID: %s failed with exit value %i',
                                jobBatchSystemID, jobBatcher.getJob(jobBatchSystemID), result)
                jobBatcher.processFinishedJob(jobBatchSystemID, result, wallTime=wallTime)
            else:
                logger.warn("A result seems to already have been processed "
                            "for jobWrapper with batch system ID: %i", jobBatchSystemID)
        else:
            # Process jobs that have gone awry

            #In the case that there is nothing happening
            #(no updated jobWrapper to gather for 10 seconds)
            #check if their are any jobs that have run too long
            #(see JobBatcher.reissueOverLongJobs) or which
            #have gone missing from the batch system (see JobBatcher.reissueMissingJobs)
            if (time.time() - timeSinceJobsLastRescued >=
                config.rescueJobsFrequency): #We only
                #rescue jobs every N seconds, and when we have
                #apparently exhausted the current jobWrapper supply
                jobBatcher.reissueOverLongJobs()
                logger.info("Reissued any over long jobs")

                hasNoMissingJobs = jobBatcher.reissueMissingJobs()
                if hasNoMissingJobs:
                    timeSinceJobsLastRescued = time.time()
                else:
                    timeSinceJobsLastRescued += 60 #This means we'll try again
                    #in a minute, providing things are quiet
                logger.info("Rescued any (long) missing jobs")

        # Check on the associated processes and exit if a failure is detected
        statsAndLogging.check()
        serviceManager.check()

    logger.info("Finished the main loop")

    # Consistency check the toil state
    assert toilState.updatedJobs == set()
    assert toilState.successorCounts == {}
    assert toilState.successorJobStoreIDToPredecessorJobs == {}
    assert toilState.serviceJobStoreIDToPredecessorJob == {}
    assert toilState.servicesIssued == {}

    # assert toilState.hasFailedSuccessors == set() # These are not properly emptied yet
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  Source code for toil.common

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import

import cPickle
import logging
import os
import re
import sys
import tempfile
import time
from argparse import ArgumentParser

from bd2k.util.humanize import bytes2human

from toil.lib.bioio import addLoggingOptions, getLogLevelString, setLoggingFromOptions
from toil.realtimeLogger import RealtimeLogger

logger = logging.getLogger(__name__)

class Config(object):
    """
    Class to represent configuration operations for a toil workflow run. 
    """
    def __init__(self):
        # Core options
        self.workflowID = None
        """This attribute uniquely identifies the job store and therefore the workflow. It is
        necessary in order to distinguish between two consequitive workflows for which
        self.jobStore is the same, e.g. when a job store name is reused after a previous run has
        finished sucessfully and its job store has been clean up."""
        self.workflowAttemptNumber=0
        self.jobStore = os.path.abspath("./toil")
        self.logLevel = getLogLevelString()
        self.workDir = None
        self.stats = False

        # Because the stats option needs the jobStore to persist past the end of the run,
        # the clean default value depends the specified stats option and is determined in setOptions
        self.clean = None
        self.cleanWorkDir = None

        #Restarting the workflow options
        self.restart = False

        #Batch system options
        self.batchSystem = "singleMachine"
        self.scale = 1
        self.mesosMasterAddress = 'localhost:5050'
        self.parasolCommand = "parasol"
        self.parasolMaxBatches = 10000
        self.environment = {}

        #Autoscaling options
        self.provisioner = None
        self.preemptableNodeType = None
        self.preemptableNodeOptions = None
        self.preemptableBidPrice = None
        self.minPreemptableNodes = 0
        self.maxPreemptableNodes = 10
        self.nodeType = None
        self.nodeOptions = None
        self.minNodes = 0
        self.maxNodes = 10
        self.alphaPacking = 0.8
        self.betaInertia = 1.2
        self.scaleInterval = 360

        #Resource requirements
        self.defaultMemory = 2147483648
        self.defaultCores = 1
        self.defaultDisk = 2147483648
        self.disableSharedCache = False
        self.readGlobalFileMutableByDefault = False
        self.defaultCache = self.defaultDisk
        self.defaultPreemptable = False
        self.maxCores = sys.maxint
        self.maxMemory = sys.maxint
        self.maxDisk = sys.maxint

        #Retrying/rescuing jobs
        self.retryCount = 0
        self.maxJobDuration = sys.maxint
        self.rescueJobsFrequency = 3600

        #Misc
        self.maxLogFileSize=50120
        self.sseKey = None
        self.cseKey = None
        self.servicePollingInterval = 60
        self.useAsync = True


        #Debug options
        self.badWorker = 0.0
        self.badWorkerFailInterval = 0.01

    def setOptions(self, options):
        """
        Creates a config object from the options object.
        """
        from bd2k.util.humanize import human2bytes #This import is used to convert
        #from human readable quantites to integers
        def setOption(varName, parsingFn=None, checkFn=None):
            #If options object has the option "varName" specified
            #then set the "varName" attrib to this value in the config object
            x = getattr(options, varName, None)
            if x is not None:
                if parsingFn is not None:
                    x = parsingFn(x)
                if checkFn is not None:
                    try:
                        checkFn(x)
                    except AssertionError:
                        raise RuntimeError("The %s option has an invalid value: %s"
                                           % (varName, x))
                setattr(self, varName, x)

        # Function to parse integer from string expressed in different formats
        h2b = lambda x : human2bytes(str(x))

        def iC(minValue, maxValue=sys.maxint):
            # Returns function that checks if a given int is in the given half-open interval
            assert isinstance(minValue, int) and isinstance(maxValue, int)
            return lambda x: minValue <= x < maxValue

        def fC(minValue, maxValue=None):
            # Returns function that checks if a given float is in the given half-open interval
            assert isinstance(minValue, float)
            if maxValue is None:
                return lambda x: minValue <= x
            else:
                assert isinstance(maxValue, float)
                return lambda x: minValue <= x < maxValue

        #Core options
        setOption("jobStore",
                  parsingFn=lambda x: os.path.abspath(x) if options.jobStore.startswith('.') else x)
        #TODO: LOG LEVEL STRING
        setOption("workDir")
        setOption("stats")
        setOption("cleanWorkDir")
        setOption("clean")
        if self.stats:
            if self.clean != "never" and self.clean is not None:
                raise RuntimeError("Contradicting options passed: Clean flag is set to %s "
                                   "despite the stats flag requiring "
                                   "the jobStore to be intact at the end of the run. "
                                   "Set clean to \'never\'" % self.clean)
            self.clean = "never"
        elif self.clean is None:
            self.clean = "onSuccess"

        #Restarting the workflow options
        setOption("restart")

        #Batch system options
        setOption("batchSystem")
        setOption("scale", float, fC(0.0))
        setOption("mesosMasterAddress")
        setOption("parasolCommand")
        setOption("parasolMaxBatches", int, iC(1))

        setOption("environment", parseSetEnv)

        #Autoscaling options
        setOption("provisioner")
        setOption("preemptableNodeOptions")
        setOption("minPreemptableNodes", int)
        setOption("maxPreemptableNodes", int)
        setOption("nodeOptions")
        setOption("minNodes", int)
        setOption("maxNodes", int)
        setOption("alphaPacking", float)
        setOption("betaInertia", float)
        setOption("scaleInterval", float)

        #Resource requirements
        setOption("defaultMemory", h2b, iC(1))
        setOption("defaultCores", float, fC(1.0))
        setOption("defaultDisk", h2b, iC(1))
        setOption("disableSharedCache")
        setOption("readGlobalFileMutableByDefault")
        setOption("defaultCache", h2b, iC(0))
        setOption("maxCores", int, iC(1))
        setOption("maxMemory", h2b, iC(1))
        setOption("maxDisk", h2b, iC(1))
        setOption("defaultPreemptable")

        #Retrying/rescuing jobs
        setOption("retryCount", int, iC(0))
        setOption("maxJobDuration", int, iC(1))
        setOption("rescueJobsFrequency", int, iC(1))

        #Misc
        setOption("maxLogFileSize", h2b, iC(1))
        def checkSse(sseKey):
            with open(sseKey) as f:
                assert(len(f.readline().rstrip()) == 32)
        setOption("sseKey", checkFn=checkSse)
        setOption("cseKey", checkFn=checkSse)
        setOption("servicePollingInterval", float, fC(0.0))

        #Debug options
        setOption("badWorker", float, fC(0.0, 1.0))
        setOption("badWorkerFailInterval", float, fC(0.0))


def _addOptions(addGroupFn, config):
    #
    #Core options
    #
    addOptionFn = addGroupFn("toil core options", "Options to specify the \
    location of the toil workflow and turn on stats collation about the performance of jobs.")
    #TODO - specify how this works when path is AWS
    addOptionFn('jobStore', type=str,
                      help=("Store in which to place job management files \
                      and the global accessed temporary files"
                      "(If this is a file path this needs to be globally accessible "
                      "by all machines running jobs).\n"
                      "If the store already exists and restart is false an"
                      " ExistingJobStoreException exception will be thrown."))
    addOptionFn("--workDir", dest="workDir", default=None,
                help="Absolute path to directory where temporary files generated during the Toil "
                     "run should be placed. Temp files and folders will be placed in a directory "
                     "toil-<workflowID> within workDir (The workflowID is generated by Toil and "
                     "will be reported in the workflow logs. Default is determined by the "
                     "user-defined environmental variable TOIL_TEMPDIR, or the environment "
                     "variables (TMPDIR, TEMP, TMP) via mkdtemp. This directory needs to exist on "
                     "all machines running jobs.")
    addOptionFn("--stats", dest="stats", action="store_true", default=None,
                      help="Records statistics about the toil workflow to be used by 'toil stats'.")
    addOptionFn("--clean", dest="clean", choices=['always', 'onError','never', 'onSuccess'], default=None,
                      help=("Determines the deletion of the jobStore upon completion of the program. "
                            "Choices: 'always', 'onError','never', 'onSuccess'. The --stats option requires "
                            "information from the jobStore upon completion so the jobStore will never be deleted with"
                            "that flag. If you wish to be able to restart the run, choose \'never\' or \'onSuccess\'. "
                            "Default is \'never\' if stats is enabled, and \'onSuccess\' otherwise"))
    addOptionFn("--cleanWorkDir", dest="cleanWorkDir",
                choices=['always', 'never', 'onSuccess', 'onError'], default='always',
                help=("Determines deletion of temporary worker directory upon completion of a job. Choices: 'always', "
                      "'never', 'onSuccess'. Default = always. WARNING: This option should be changed for debugging "
                      "only. Running a full pipeline with this option could fill your disk with intermediate data."))
    #
    #Restarting the workflow options
    #
    addOptionFn = addGroupFn("toil options for restarting an existing workflow",
                             "Allows the restart of an existing workflow")
    addOptionFn("--restart", dest="restart", default=None, action="store_true",
                help="If --restart is specified then will attempt to restart existing workflow "
                "at the location pointed to by the --jobStore option. Will raise an exception if the workflow does not exist")

    #
    #Batch system options
    #

    addOptionFn = addGroupFn("toil options for specifying the batch system",
                             "Allows the specification of the batch system, and arguments to the batch system/big batch system (see below).")
    addOptionFn("--batchSystem", dest="batchSystem", default=None,
                      help=("The type of batch system to run the job(s) with, currently can be one "
                            "of singleMachine, parasol, gridEngine, lsf or mesos'. default=%s" % config.batchSystem))
    addOptionFn("--scale", dest="scale", default=None,
                help=("A scaling factor to change the value of all submitted tasks's submitted cores. "
                      "Used in singleMachine batch system. default=%s" % config.scale))
    addOptionFn("--mesosMaster", dest="mesosMasterAddress", default=None,
                help=("The host and port of the Mesos master separated by colon. default=%s" % config.mesosMasterAddress))
    addOptionFn("--parasolCommand", dest="parasolCommand", default=None,
                      help="The name or path of the parasol program. Will be looked up on PATH "
                           "unless it starts with a slashdefault=%s" % config.parasolCommand)
    addOptionFn("--parasolMaxBatches", dest="parasolMaxBatches", default=None,
                help="Maximum number of job batches the Parasol batch is allowed to create. One "
                     "batch is created for jobs with a a unique set of resource requirements. "
                     "default=%i" % config.parasolMaxBatches)

    #
    #Auto scaling options
    #
    addOptionFn = addGroupFn("toil options for autoscaling the cluster of worker nodes",
                             "Allows the specification of the minimum and maximum number of nodes "
                             "in an autoscaled cluster, as well as parameters to control the "
                             "level of provisioning.")

    addOptionFn("--provisioner", dest="provisioner", choices=['cgcloud'],
                help="The provisioner for cluster auto-scaling. Currently only the cgcloud "
                     "provisioner exists. The default is %s." % config.provisioner)

    for preemptable in (False, True):
        def _addOptionFn(*name, **kwargs):
            name = list(name)
            if preemptable:
                name.insert(-1, 'preemptable' )
            name = ''.join((s[0].upper() + s[1:]) if i else s for i, s in enumerate(name))
            terms = re.compile(r'\{([^{}]+)\}')
            _help = kwargs.pop('help')
            _help = ''.join((term.split('|') * 2)[int(preemptable)] for term in terms.split(_help))
            addOptionFn('--' + name, dest=name,
                        help=_help + ' The default is %s.' % getattr(config, name),
                        **kwargs)

        _addOptionFn('nodeType', metavar='TYPE',
                     help="Node type for {non-|}preemptable nodes. The syntax depends on the "
                          "provisioner used. For the cgcloud provisioner this is the name of an "
                          "EC2 instance type{|, followed by a colon and the price in dollar to "
                          "bid for a spot instance}, for example 'c3.8xlarge{|:0.42}'.")
        _addOptionFn('nodeOptions', metavar='OPTIONS',
                     help="Provisioning options for the {non-|}preemptable node type. The syntax "
                          "depends on the provisioner used. For the cgcloud provisioner this is a "
                          "space-separated list of options to cgcloud's grow-cluster command (run "
                          "'cgcloud grow-cluster --help' for details.")
        for p, q in [('min', 'Minimum'), ('max', 'Maximum')]:
            _addOptionFn(p, 'nodes', default=None, metavar='NUM',
                         help=q + " number of {non-|}preemptable nodes in the cluster, if using "
                                  "auto-scaling.")

    # TODO: DESCRIBE THE FOLLOWING TWO PARAMETERS
    addOptionFn("--alphaPacking", dest="alphaPacking", default=None,
                help=(" default=%s" % config.alphaPacking))
    addOptionFn("--betaInertia", dest="betaInertia", default=None,
                help=(" default=%s" % config.betaInertia))
    addOptionFn("--scaleInterval", dest="scaleInterval", default=None,
                help=("The interval (seconds) between assessing if the scale of"
                      " the cluster needs to change. default=%s" % config.scaleInterval))

    #
    #Resource requirements
    #
    addOptionFn = addGroupFn("toil options for cores/memory requirements",
                             "The options to specify default cores/memory requirements (if not "
                             "specified by the jobs themselves), and to limit the total amount of "
                             "memory/cores requested from the batch system.")
    addOptionFn('--defaultMemory', dest='defaultMemory', default=None, metavar='INT',
                help='The default amount of memory to request for a job. Only applicable to jobs '
                     'that do not specify an explicit value for this requirement. Standard '
                     'suffixes like K, Ki, M, Mi, G or Gi are supported. Default is %s' %
                     bytes2human( config.defaultMemory, symbols='iec' ))
    addOptionFn('--defaultCores', dest='defaultCores', default=None, metavar='FLOAT',
                help='The default number of CPU cores to dedicate a job. Only applicable to jobs '
                     'that do not specify an explicit value for this requirement. Fractions of a '
                     'core (for example 0.1) are supported on some batch systems, namely Mesos '
                     'and singleMachine. Default is %.1f ' % config.defaultCores)
    addOptionFn('--defaultDisk', dest='defaultDisk', default=None, metavar='INT',
                help='The default amount of disk space to dedicate a job. Only applicable to jobs '
                     'that do not specify an explicit value for this requirement. Standard '
                     'suffixes like K, Ki, M, Mi, G or Gi are supported. Default is %s' %
                     bytes2human( config.defaultDisk, symbols='iec' ))
    addOptionFn("--disableSharedCache", dest="disableSharedCache", action='store_true', default=None,
                help='Should the shared cache strategy be disabled? Default is False')
    addOptionFn("--readGlobalFileMutableByDefault", dest="readGlobalFileMutableByDefault",
                action='store_true', default=None, help='Shared caching disallows modification of '
                                                        'read global files by default. This flag '
                                                        'makes it makes read file mutable by '
                                                        'default, however it also defeats the '
                                                        'purpose of shared caching via hard links '
                                                        'to save space. Default is False')
    addOptionFn('--defaultCache', dest='defaultCache', default=None, metavar='INT',
                help='The default amount of disk space to use for caching files shared between '
                     'jobs. Only applicable to jobs that do not specify an explicit value for '
                     'this requirement. Standard suffixes like K, Ki, M, Mi, G or Gi are '
                     'supported. Default is %s' % bytes2human( config.defaultCache, symbols='iec' ))
    addOptionFn('--maxCores', dest='maxCores', default=None, metavar='INT',
                help='The maximum number of CPU cores to request from the batch system at any one '
                     'time. Standard suffixes like K, Ki, M, Mi, G or Gi are supported. Default '
                     'is %s' % bytes2human(config.maxCores, symbols='iec'))
    addOptionFn('--maxMemory', dest='maxMemory', default=None, metavar='INT',
                help="The maximum amount of memory to request from the batch system at any one "
                     "time. Standard suffixes like K, Ki, M, Mi, G or Gi are supported. Default "
                     "is %s" % bytes2human( config.maxMemory, symbols='iec'))
    addOptionFn('--maxDisk', dest='maxDisk', default=None, metavar='INT',
                help='The maximum amount of disk space to request from the batch system at any '
                     'one time. Standard suffixes like K, Ki, M, Mi, G or Gi are supported. '
                     'Default is %s' % bytes2human(config.maxDisk, symbols='iec'))

    #
    #Retrying/rescuing jobs
    #
    addOptionFn = addGroupFn("toil options for rescuing/killing/restarting jobs", \
            "The options for jobs that either run too long/fail or get lost \
            (some batch systems have issues!)")
    addOptionFn("--retryCount", dest="retryCount", default=None,
                      help=("Number of times to retry a failing job before giving up and "
                            "labeling job failed. default=%s" % config.retryCount))
    addOptionFn("--maxJobDuration", dest="maxJobDuration", default=None,
                      help=("Maximum runtime of a job (in seconds) before we kill it "
                            "(this is a lower bound, and the actual time before killing "
                            "the job may be longer). default=%s" % config.maxJobDuration))
    addOptionFn("--rescueJobsFrequency", dest="rescueJobsFrequency", default=None,
                      help=("Period of time to wait (in seconds) between checking for "
                            "missing/overlong jobs, that is jobs which get lost by the batch system. Expert parameter. default=%s" % config.rescueJobsFrequency))

    #
    #Misc options
    #
    addOptionFn = addGroupFn("toil miscellaneous options", "Miscellaneous options")
    addOptionFn("--maxLogFileSize", dest="maxLogFileSize", default=None,
                      help=("The maximum size of a job log file to keep (in bytes), log files larger "
                            "than this will be truncated to the last X bytes. Default is 50 "
                            "kilobytes, default=%s" % config.maxLogFileSize))
    addOptionFn("--realTimeLogging", dest="realTimeLogging", action="store_true", default=False,
                help="Enable real-time logging from workers to masters")

    addOptionFn("--sseKey", dest="sseKey", default=None,
            help="Path to file containing 32 character key to be used for server-side encryption on awsJobStore. SSE will "
                 "not be used if this flag is not passed.")
    addOptionFn("--cseKey", dest="cseKey", default=None,
                help="Path to file containing 256-bit key to be used for client-side encryption on "
                "azureJobStore. By default, no encryption is used.")
    addOptionFn("--setEnv", '-e', metavar='NAME=VALUE or NAME',
                dest="environment", default=[], action="append",
                help="Set an environment variable early on in the worker. If VALUE is omitted, "
                     "it will be looked up in the current environment. Independently of this "
                     "option, the worker will try to emulate the leader's environment before "
                     "running a job. Using this option, a variable can be injected into the "
                     "worker process itself before it is started.")
    addOptionFn("--servicePollingInterval", dest="servicePollingInterval", default=None,
                help="Interval of time service jobs wait between polling for the existence"
                " of the keep-alive flag (defailt=%s)" % config.servicePollingInterval)
    #
    #Debug options
    #
    addOptionFn = addGroupFn("toil debug options", "Debug options")
    addOptionFn("--badWorker", dest="badWorker", default=None,
                      help=("For testing purposes randomly kill 'badWorker' proportion of jobs using SIGKILL, default=%s" % config.badWorker))
    addOptionFn("--badWorkerFailInterval", dest="badWorkerFailInterval", default=None,
                      help=("When killing the job pick uniformly within the interval from 0.0 to "
                            "'badWorkerFailInterval' seconds after the worker starts, default=%s" % config.badWorkerFailInterval))

[docs]def addOptions(parser, config=Config()):
    """
    Adds toil options to a parser object, either optparse or argparse.
    """
    # Wrapper function that allows toil to be used with both the optparse and
    # argparse option parsing modules
    addLoggingOptions(parser) # This adds the logging stuff.
    if isinstance(parser, ArgumentParser):
        def addGroup(headingString, bodyString):
            return parser.add_argument_group(headingString, bodyString).add_argument
        _addOptions(addGroup, config)
    else:
        raise RuntimeError("Unanticipated class passed to addOptions(), %s. Expecting "
                           "argparse.ArgumentParser" % parser.__class__)



[docs]class Toil(object):
    """
    A context manager that represents a Toil workflow, specifically the batch system, job store,
    and its configuration.
    """

    def __init__(self, options):
        """
        Initialize a Toil object from the given options. Note that this is very light-weight and
        that the bulk of the work is done when the context is entered.

        :param argparse.Namespace options: command line options specified by the user
        """
        super(Toil, self).__init__()
        self.options = options
        self.config = None
        self._jobStore = None
        self._batchSystem = None
        self._jobCache = dict()
        self._inContextManager = False

    def __enter__(self):
        """
        Derive configuration from the command line options, load the job store and, on restart,
        consolidate the derived configuration with the one from the previous invocation of the
        workflow.
        """
        setLoggingFromOptions(self.options)
        self._inContextManager = True
        self.config = Config()
        self.config.setOptions(self.options)
        self._jobStore = self.loadOrCreateJobStore(self.config.jobStore,
                                                   config=None if self.config.restart else self.config)
        if self.config.restart:
            # Reload configuration from job store
            self.config = self._jobStore.config
            self.config.setOptions(self.options)
            self.config.workflowAttemptNumber += 1
            self._jobStore.writeConfigToStore()

        return self

    def __exit__(self, exc_type, exc_val, exc_tb):
        """
        Clean up after a workflow invocaton. Depending on the configuration, delete the job store.
        """
        self._inContextManager = False
        if (exc_type is not None and self.config.clean == "onError" or
                        exc_type is None and self.config.clean == "onSuccess" or
                    self.config.clean == "always"):
            logger.info("Attempting to delete the job store")
            self._jobStore.deleteJobStore()
            logger.info("Successfully deleted the job store")
        return False  # let exceptions through

[docs]    def start(self, rootJob):
        """
        Invoke a Toil workflow with the given job as the root for an initial run. This method 
        must be called in the body of a ``with Toil(...) as toil:`` statement. This method should 
        not be called more than once for a workflow that has not finished. 

        :param toil.job.Job rootJob: The root job of the workflow
        :return: The root job's return value 
        """
        self._assertContextManagerUsed()
        if self.config.restart:
            raise ToilRestartException('A Toil workflow can only be started once. Use '
                                       'Toil.restart() to resume it.')

        self._batchSystem = self.createBatchSystem(self.config, 
                                                   jobStore=self._jobStore,
                                                   userScript=rootJob.getUserScript())
        try:
            self._setBatchSystemEnvVars()
            self._serialiseEnv()
            self._cacheAllJobs()

            # Make a file to store the root job's return value in
            rootJobReturnValueID = self._jobStore.getEmptyFileStoreID()

            # Add the root job return value as a promise
            rootJob._rvs[None].append(rootJobReturnValueID)

            # Write the name of the promise file in a shared file
            with self._jobStore.writeSharedFileStream("rootJobReturnValue") as fH:
                fH.write(rootJobReturnValueID)

            # Setup the first wrapper and cache it
            job = rootJob._serialiseFirstJob(self._jobStore)
            self._cacheJob(job)
            
            return self._runMainLoop(job)
        finally:
            self._shutdownBatchSystem()


[docs]    def restart(self):
        """
        Restarts a workflow that has been interrupted. This method should be called if and only 
        if a workflow has previously been started and has not finished. 

        :return: The root job's return value
        """
        self._assertContextManagerUsed()
        if not self.config.restart:
            raise ToilRestartException('A Toil workflow must be initiated with Toil.start(), '
                                       'not restart().')

        self._batchSystem = self.createBatchSystem(self.config, jobStore=self._jobStore)
        try:
            self._setBatchSystemEnvVars()
            self._serialiseEnv()
            self._cacheAllJobs()

            rootJob = self._jobStore.clean(jobCache=self._jobCache)
            return self._runMainLoop(rootJob)
        finally:
            self._shutdownBatchSystem()


    @staticmethod
[docs]    def loadOrCreateJobStore(jobStoreString, config=None):
        """
        Loads an existing jobStore if it already exists. Otherwise a new instance of a jobStore is
        created and returned.

        :param str jobStoreString: see exception message below
        :param toil.common.Config config: see AbstractJobStore.__init__
        :return: an instance of a concrete subclass of AbstractJobStore
        :rtype: toil.jobStores.abstractJobStore.AbstractJobStore
        """
        if jobStoreString[0] in '/.':
            jobStoreString = 'file:' + jobStoreString

        try:
            jobStoreName, jobStoreArgs = jobStoreString.split(':', 1)
        except ValueError:
            raise RuntimeError(
                'A job store string must either be a path starting in . or / or a contain at '
                'least one colon separating the name of the job store implementation from an '
                'initialization string specific to that job store. If a path starting in . or / '
                'is passed, the file job store will be used for backwards compatibility.' ) 

        if jobStoreName == 'file':
            from toil.jobStores.fileJobStore import FileJobStore
            return FileJobStore(jobStoreArgs, config=config)

        elif jobStoreName == 'aws':
            from toil.jobStores.aws.jobStore import AWSJobStore
            return AWSJobStore.loadOrCreateJobStore(jobStoreArgs, config=config)

        elif jobStoreName == 'azure':
            from toil.jobStores.azureJobStore import AzureJobStore
            account, namePrefix = jobStoreArgs.split(':', 1)
            return AzureJobStore(account, namePrefix, config=config)
        
        elif jobStoreName == 'google':
            from toil.jobStores.googleJobStore import GoogleJobStore
            projectID, namePrefix = jobStoreArgs.split(':', 1)
            return GoogleJobStore(namePrefix, projectID, config=config)
        else:
            raise RuntimeError("Unknown job store implementation '%s'" % jobStoreName)


    @staticmethod
[docs]    def createBatchSystem(config, jobStore=None, userScript=None):
        """
        Creates an instance of the batch system specified in the given config. If a job store and 
        a user script are given then the user script can be hot deployed into the workflow. 

        :param toil.common.Config config: the current configuration
        :param jobStores.abstractJobStore.AbstractJobStore jobStore: an instance of a jobStore
        :param ModuleDescriptor userScript: a user supplied script to use for hot development
        :return: an instance of a concrete subclass of AbstractBatchSystem
        :rtype: batchSystems.abstractBatchSystem.AbstractBatchSystem
        """
        kwargs = dict(config=config,
                      maxCores=config.maxCores,
                      maxMemory=config.maxMemory,
                      maxDisk=config.maxDisk)

        if config.batchSystem == 'parasol':
            from toil.batchSystems.parasol import ParasolBatchSystem
            batchSystemClass = ParasolBatchSystem

        elif config.batchSystem == 'single_machine' or config.batchSystem == 'singleMachine':
            from toil.batchSystems.singleMachine import SingleMachineBatchSystem
            batchSystemClass = SingleMachineBatchSystem

        elif config.batchSystem == 'gridengine' or config.batchSystem == 'gridEngine':
            from toil.batchSystems.gridengine import GridengineBatchSystem
            batchSystemClass = GridengineBatchSystem

        elif config.batchSystem == 'lsf' or config.batchSystem == 'LSF':
            from toil.batchSystems.lsf import LSFBatchSystem
            batchSystemClass = LSFBatchSystem

        elif config.batchSystem == 'mesos' or config.batchSystem == 'Mesos':
            from toil.batchSystems.mesos.batchSystem import MesosBatchSystem
            batchSystemClass = MesosBatchSystem

            kwargs['masterAddress'] = config.mesosMasterAddress

        elif config.batchSystem == 'slurm' or config.batchSystem == 'Slurm':
            from toil.batchSystems.slurm import SlurmBatchSystem
            batchSystemClass = SlurmBatchSystem

        else:
            raise RuntimeError('Unrecognised batch system: %s' % config.batchSystem)

        if not (config.disableSharedCache or batchSystemClass.supportsWorkerCleanup()):
            raise RuntimeError('%s currently does not support shared caching.  Use the '
                               '--disableSharedCache option when running Toil with this batch '
                               'system.' % config.batchSystem)
        logger.info('Using the %s' %
                    re.sub("([a-z])([A-Z])", "\g<1> \g<2>", batchSystemClass.__name__).lower())

        if jobStore is not None and userScript is not None:
            if not userScript.belongsToToil and batchSystemClass.supportsHotDeployment():
                kwargs['userScript'] = userScript.saveAsResourceTo(jobStore)

        return batchSystemClass(**kwargs)


[docs]    def importFile(self, srcUrl, sharedFileName=None):
        self._assertContextManagerUsed()
        return self._jobStore.importFile(srcUrl, sharedFileName=sharedFileName)


[docs]    def exportFile(self, jobStoreFileID, dstUrl):
        self._assertContextManagerUsed()
        self._jobStore.exportFile(jobStoreFileID, dstUrl)


    def _setBatchSystemEnvVars(self):
        """
        Sets the environment variables required by the job store and those passed on command line.
        """
        for envDict in (self._jobStore.getEnv(), self.config.environment):
            for k, v in envDict.iteritems():
                self._batchSystem.setEnv(k, v)

    def _serialiseEnv(self):
        """
        Puts the environment in a globally accessible pickle file.
        """
        # Dump out the environment of this process in the environment pickle file.
        with self._jobStore.writeSharedFileStream("environment.pickle") as fileHandle:
            cPickle.dump(os.environ, fileHandle, cPickle.HIGHEST_PROTOCOL)
        logger.info("Written the environment for the jobs to the environment file")

    def _cacheAllJobs(self):
        """
        Downloads all jobs in the current job store into self.jobCache.
        """
        logger.info('Caching all jobs in job store')
        self._jobCache = {jobWrapper.jobStoreID: jobWrapper for jobWrapper in self._jobStore.jobs()}
        logger.info('{} jobs downloaded.'.format(len(self._jobCache)))

    def _cacheJob(self, job):
        """
        Adds given job to current job cache.

        :param toil.jobWrapper.JobWrapper job: job to be added to current job cache
        """
        self._jobCache[job.jobStoreID] = job

    @staticmethod
[docs]    def getWorkflowDir(workflowID, configWorkDir=None):
        """
        Returns a path to the directory where worker directories and the cache will be located 
        for this workflow. 

        :param str workflowID: Unique identifier for the workflow
        :param str configWorkDir: Value passed to the program using the --workDir flag
        :return: Path to the workflow directory
        :rtype: str
        """
        workDir = configWorkDir or os.getenv('TOIL_WORKDIR') or tempfile.gettempdir()
        if not os.path.exists(workDir):
            raise RuntimeError("The directory specified by --workDir or TOIL_WORKDIR (%s) does not "
                               "exist." % workDir)
        # Create the workflow dir
        workflowDir = os.path.join(workDir, 'toil-%s' % workflowID)
        try:
            # Directory creation is atomic
            os.mkdir(workflowDir)
        except OSError as err:
            if err.errno != 17:
                # The directory exists if a previous worker set it up.
                raise
        else:
            logger.info('Created the workflow directory at %s' % workflowDir)
        return workflowDir


    def _runMainLoop(self, rootJob):
        """
        Runs the main loop with the given job.
        :param toil.job.Job rootJob: The root job for the workflow.
        :rtype: Any
        """
        with RealtimeLogger(self._batchSystem, 
                            level=self.options.logLevel if self.options.realTimeLogging else None):
            # FIXME: common should not import from leader
            from toil.leader import mainLoop
            return mainLoop(config=self.config,
                            batchSystem=self._batchSystem,
                            provisioner=None,
                            jobStore=self._jobStore,
                            rootJobWrapper=rootJob,
                            jobCache=self._jobCache)

    def _shutdownBatchSystem(self):
        """
        Shuts down current batch system if it has been created.
        """
        assert self._batchSystem is not None

        startTime = time.time()
        logger.debug('Shutting down batch system ...')
        self._batchSystem.shutdown()
        logger.debug('... finished shutting down the batch system in %s seconds.' 
                     % (time.time() - startTime))

    def _assertContextManagerUsed(self):
        if not self._inContextManager:
            raise ToilContextManagerException()



class ToilRestartException(Exception):
    def __init__(self, message):
        super(ToilRestartException, self).__init__(message)


class ToilContextManagerException(Exception):
    def __init__(self):
        super(ToilContextManagerException, self).__init__(
            'This method cannot be called outside the "with Toil(...)" context manager.')

# Nested functions can't have doctests so we have to make this global


[docs]def parseSetEnv(l):
    """
    Parses a list of strings of the form "NAME=VALUE" or just "NAME" into a dictionary. Strings
    of the latter from will result in dictionary entries whose value is None.

    :type l: list[str]
    :rtype: dict[str,str]

    >>> parseSetEnv([])
    {}
    >>> parseSetEnv(['a'])
    {'a': None}
    >>> parseSetEnv(['a='])
    {'a': ''}
    >>> parseSetEnv(['a=b'])
    {'a': 'b'}
    >>> parseSetEnv(['a=a', 'a=b'])
    {'a': 'b'}
    >>> parseSetEnv(['a=b', 'c=d'])
    {'a': 'b', 'c': 'd'}
    >>> parseSetEnv(['a=b=c'])
    {'a': 'b=c'}
    >>> parseSetEnv([''])
    Traceback (most recent call last):
    ...
    ValueError: Empty name
    >>> parseSetEnv(['=1'])
    Traceback (most recent call last):
    ...
    ValueError: Empty name
    """
    d = dict()
    for i in l:
        try:
            k, v = i.split('=', 1)
        except ValueError:
            k, v = i, None
        if not k:
            raise ValueError('Empty name')
        d[k] = v
    return d



[docs]def cacheDirName(workflowID):
    """
    :return: Name of the cache directory.
    """
    return 'cache-' + workflowID
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  Source code for toil.worker

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
import os
import sys
import copy
import random
import json

import tempfile
import traceback
import time
import socket
import logging
import cPickle
import shutil
from threading import Thread
from bd2k.util.expando import Expando, MagicExpando
from toil.common import Toil
import signal

logger = logging.getLogger( __name__ )


logFileByteReportLimit = 50000


[docs]def nextOpenDescriptor():
    """Gets the number of the next available file descriptor.
    """
    descriptor = os.open("/dev/null", os.O_RDONLY)
    os.close(descriptor)
    return descriptor


class AsyncJobStoreWrite:
    def __init__(self, jobStore):
        pass
    
    def writeFile(self, filePath):
        pass
    
    def writeFileStream(self):
        pass
    
    def blockUntilSync(self):
        pass

[docs]def main():
    logging.basicConfig()

    ##########################################
    #Import necessary modules 
    ##########################################
    
    # This is assuming that worker.py is at a path ending in "/toil/worker.py".
    sourcePath = os.path.dirname(os.path.dirname(__file__))
    if sourcePath not in sys.path:
        sys.path.append(sourcePath)
    
    #Now we can import all the necessary functions
    from toil.lib.bioio import setLogLevel
    from toil.lib.bioio import getTotalCpuTime
    from toil.lib.bioio import getTotalCpuTimeAndMemoryUsage
    from toil.lib.bioio import makePublicDir
    from toil.lib.bioio import system
    from toil.job import Job
    
    ########################################## 
    #Input args
    ##########################################
    
    jobStoreString = sys.argv[1]
    jobStoreID = sys.argv[2]
    
    ##########################################
    #Load the jobStore/config file
    ##########################################
    
    jobStore = Toil.loadOrCreateJobStore(jobStoreString)
    config = jobStore.config
    
    ##########################################
    #Create the worker killer, if requested
    ##########################################

    if config.badWorker > 0 and random.random() < config.badWorker:
        def badWorker():
            #This will randomly kill the worker process at a random time 
            time.sleep(config.badWorkerFailInterval * random.random())
            os.kill(os.getpid(), signal.SIGKILL) #signal.SIGINT)
            #TODO: FIX OCCASIONAL DEADLOCK WITH SIGINT (tested on single machine)
        t = Thread(target=badWorker)
        # Ideally this would be a daemon thread but that causes an intermittent (but benign)
        # exception similar to the one described here:
        # http://stackoverflow.com/questions/20596918/python-exception-in-thread-thread-1-most-likely-raised-during-interpreter-shutd
        # Our exception is:
        #    Exception in thread Thread-1 (most likely raised during interpreter shutdown):
        #    <type 'exceptions.AttributeError'>: 'NoneType' object has no attribute 'kill'
        # This attribute error is caused by the call os.kill() and apparently unavoidable with a
        # daemon
        t.start()

    ##########################################
    #Load the environment for the jobWrapper
    ##########################################
    
    #First load the environment for the jobWrapper.
    with jobStore.readSharedFileStream("environment.pickle") as fileHandle:
        environment = cPickle.load(fileHandle)
    for i in environment:
        if i not in ("TMPDIR", "TMP", "HOSTNAME", "HOSTTYPE"):
            os.environ[i] = environment[i]
    # sys.path is used by __import__ to find modules
    if "PYTHONPATH" in environment:
        for e in environment["PYTHONPATH"].split(':'):
            if e != '':
                sys.path.append(e)

    setLogLevel(config.logLevel)

    toilWorkflowDir = Toil.getWorkflowDir(config.workflowID, config.workDir)

    ##########################################
    #Setup the temporary directories.
    ##########################################
        
    # Dir to put all this worker's temp files in.
    localWorkerTempDir = tempfile.mkdtemp(dir=toilWorkflowDir)
    os.chmod(localWorkerTempDir, 0755)

    ##########################################
    #Setup the logging
    ##########################################

    #This is mildly tricky because we don't just want to
    #redirect stdout and stderr for this Python process; we want to redirect it
    #for this process and all children. Consequently, we can't just replace
    #sys.stdout and sys.stderr; we need to mess with the underlying OS-level
    #file descriptors. See <http://stackoverflow.com/a/11632982/402891>
    
    #When we start, standard input is file descriptor 0, standard output is
    #file descriptor 1, and standard error is file descriptor 2.

    #What file do we want to point FDs 1 and 2 to?
    tempWorkerLogPath = os.path.join(localWorkerTempDir, "worker_log.txt")
    
    #Save the original stdout and stderr (by opening new file descriptors to the
    #same files)
    origStdOut = os.dup(1)
    origStdErr = os.dup(2)

    #Open the file to send stdout/stderr to.
    logFh = os.open(tempWorkerLogPath, os.O_WRONLY | os.O_CREAT | os.O_APPEND)

    #Replace standard output with a descriptor for the log file
    os.dup2(logFh, 1)
    
    #Replace standard error with a descriptor for the log file
    os.dup2(logFh, 2)
    
    #Since we only opened the file once, all the descriptors duped from the
    #original will share offset information, and won't clobber each others'
    #writes. See <http://stackoverflow.com/a/5284108/402891>. This shouldn't
    #matter, since O_APPEND seeks to the end of the file before every write, but
    #maybe there's something odd going on...
    
    #Close the descriptor we used to open the file
    os.close(logFh)

    for handler in list(logger.handlers): #Remove old handlers
        logger.removeHandler(handler)
    
    #Add the new handler. The sys.stderr stream has been redirected by swapping
    #the file descriptor out from under it.
    logger.addHandler(logging.StreamHandler(sys.stderr))

    debugging = logging.getLogger().isEnabledFor(logging.DEBUG)
    ##########################################
    #Worker log file trapped from here on in
    ##########################################

    workerFailed = False
    statsDict = MagicExpando()
    statsDict.jobs = []
    statsDict.workers.logsToMaster = []
    blockFn = lambda : True
    cleanCacheFn = lambda x : True
    try:

        #Put a message at the top of the log, just to make sure it's working.
        print "---TOIL WORKER OUTPUT LOG---"
        sys.stdout.flush()
        
        #Log the number of open file descriptors so we can tell if we're leaking
        #them.
        logger.debug("Next available file descriptor: {}".format(
            nextOpenDescriptor()))

        # Setup the caching variable now in case of an exception during loading of jobwrapper, etc
        # Flag to identify if the run is cached or not.
        FileStore = Job.FileStore if config.disableSharedCache else Job.CachedFileStore

        ##########################################
        #Load the jobWrapper
        ##########################################
        
        jobWrapper = jobStore.load(jobStoreID)
        logger.debug("Parsed jobWrapper")
        
        ##########################################
        #Cleanup from any earlier invocation of the jobWrapper
        ##########################################
        
        if jobWrapper.command == None:
            # Cleanup jobs already finished
            f = lambda jobs : filter(lambda x : len(x) > 0, map(lambda x :
                                    filter(lambda y : jobStore.exists(y[0]), x), jobs))
            jobWrapper.stack = f(jobWrapper.stack)
            jobWrapper.services = f(jobWrapper.services)
            logger.debug("Cleaned up any references to completed successor jobs")

        #This cleans the old log file which may 
        #have been left if the jobWrapper is being retried after a jobWrapper failure.
        oldLogFile = jobWrapper.logJobStoreFileID
        if oldLogFile != None:
            jobWrapper.logJobStoreFileID = None
            jobStore.update(jobWrapper) #Update first, before deleting any files
            jobStore.deleteFile(oldLogFile)

        ##########################################
        # If a checkpoint exists, restart from the checkpoint
        ##########################################

        # The job is a checkpoint, and is being restarted after previously completing
        if jobWrapper.checkpoint != None:
            logger.debug("Job is a checkpoint")
            if len(jobWrapper.stack) > 0 or len(jobWrapper.services) > 0 or jobWrapper.command != None:
                if jobWrapper.command != None:
                    assert jobWrapper.command == jobWrapper.checkpoint
                    logger.debug("Checkpoint job already has command set to run")
                else:
                    jobWrapper.command = jobWrapper.checkpoint

                # Reduce the retry count
                assert jobWrapper.remainingRetryCount >= 0
                jobWrapper.remainingRetryCount = max(0, jobWrapper.remainingRetryCount - 1)

                jobStore.update(jobWrapper) # Update immediately to ensure that checkpoint
                # is made before deleting any remaining successors

                if len(jobWrapper.stack) > 0 or len(jobWrapper.services) > 0:
                    # If the subtree of successors is not complete restart everything
                    logger.debug("Checkpoint job has unfinished successor jobs, deleting the jobs on the stack: %s, services: %s " %
                                 (jobWrapper.stack, jobWrapper.services))

                    # Delete everything on the stack, as these represent successors to clean
                    # up as we restart the queue
                    def recursiveDelete(jobWrapper2):
                        # Recursive walk the stack to delete all remaining jobs
                        for jobs in jobWrapper2.stack + jobWrapper2.services:
                            for jobTuple in jobs:
                                if jobStore.exists(jobTuple[0]):
                                    recursiveDelete(jobStore.load(jobTuple[0]))
                                else:
                                    logger.debug("Job %s has already been deleted", jobTuple[0])
                        if jobWrapper2 != jobWrapper:
                            logger.debug("Checkpoint is deleting old successor job: %s", jobWrapper2.jobStoreID)
                            jobStore.delete(jobWrapper2.jobStoreID)
                    recursiveDelete(jobWrapper)

                    jobWrapper.stack = [ [], [] ] # Initialise the job to mimic the state of a job
                    # that has been previously serialised but which as yet has no successors

                    jobWrapper.services = [] # Empty the services

                    # Update the jobStore to avoid doing this twice on failure and make this clean.
                    jobStore.update(jobWrapper)

            # Otherwise, the job and successors are done, and we can cleanup stuff we couldn't clean
            # because of the job being a checkpoint
            else:
                logger.debug("The checkpoint jobs seems to have completed okay, removing any checkpoint files to delete.")
                #Delete any remnant files
                map(jobStore.deleteFile, filter(jobStore.fileExists, jobWrapper.checkpointFilesToDelete))

        ##########################################
        #Setup the stats, if requested
        ##########################################
        
        if config.stats:
            startTime = time.time()
            startClock = getTotalCpuTime()

        #Make a temporary file directory for the jobWrapper
        #localTempDir = makePublicDir(os.path.join(localWorkerTempDir, "localTempDir"))

        startTime = time.time()
        while True:
            ##########################################
            #Run the jobWrapper, if there is one
            ##########################################
            
            if jobWrapper.command is not None:
                assert jobWrapper.command.startswith( "_toil " )
                logger.debug("Got a command to run: %s" % jobWrapper.command)
                #Load the job
                job = Job._loadJob(jobWrapper.command, jobStore)
                # If it is a checkpoint job, save the command
                if job.checkpoint:
                    jobWrapper.checkpoint = jobWrapper.command

                # Need to fix all this for non shared cache runs
                if config.disableSharedCache:
                    #Cleanup the cache from the previous job
                    cleanCacheFn(job.effectiveRequirements(jobStore.config).cache)

                # Create a fileStore object for the job
                fileStore = FileStore(jobStore, jobWrapper, localWorkerTempDir, blockFn)
                with job._executor(jobWrapper=jobWrapper,
                                   stats=statsDict if config.stats else None,
                                   fileStore=fileStore):
                    with fileStore.open(job):
                        # Get the next block function and list that will contain any messages
                        blockFn = fileStore._blockFn

                        job._runner(jobWrapper=jobWrapper, jobStore=jobStore, fileStore=fileStore)

                # Accumulate messages from this job & any subsequent chained jobs
                statsDict.workers.logsToMaster += fileStore.loggingMessages
                if config.disableSharedCache:
                    #Set the clean cache function
                    cleanCacheFn = fileStore._cleanLocalTempDir

            else:
                #The command may be none, in which case
                #the jobWrapper is either a shell ready to be deleted or has 
                #been scheduled after a failure to cleanup
                break
            
            if FileStore._terminateEvent.isSet():
                raise RuntimeError("The termination flag is set")

            ##########################################
            #Establish if we can run another jobWrapper within the worker
            ##########################################
            
            #If no more jobs to run or services not finished, quit
            if len(jobWrapper.stack) == 0 or len(jobWrapper.services) > 0 or jobWrapper.checkpoint != None:
                logger.debug("Stopping running chain of jobs: length of stack: %s, services: %s, checkpoint: %s",
                             len(jobWrapper.stack), len(jobWrapper.services), jobWrapper.checkpoint != None)
                break
            
            #Get the next set of jobs to run
            jobs = jobWrapper.stack[-1]
            assert len(jobs) > 0
            
            #If there are 2 or more jobs to run in parallel we quit
            if len(jobs) >= 2:
                logger.debug("No more jobs can run in series by this worker,"
                            " it's got %i children", len(jobs)-1)
                break
            
            #We check the requirements of the jobWrapper to see if we can run it
            #within the current worker
            successorJobStoreID, successorMemory, successorCores, successorsDisk, successorsPreemptable, successorPredecessorID = jobs[0]
            if successorMemory > jobWrapper.memory:
                logger.debug("We need more memory for the next jobWrapper, so finishing")
                break
            if successorCores > jobWrapper.cores:
                logger.debug("We need more cores for the next jobWrapper, so finishing")
                break
            if successorsDisk > jobWrapper.disk:
                logger.debug("We need more disk for the next jobWrapper, so finishing")
                break
            if successorPredecessorID != None: 
                logger.debug("The jobWrapper has multiple predecessors, we must return to the leader.")
                break

            # Load the successor jobWrapper
            successorJobWrapper = jobStore.load(successorJobStoreID)

            # Somewhat ugly, but check if job is a checkpoint job and quit if
            # so
            if successorJobWrapper.command.startswith( "_toil " ):
                #Load the job
                successorJob = Job._loadJob(successorJobWrapper.command, jobStore)

                # Check it is not a checkpoint
                if successorJob.checkpoint:
                    logger.debug("Next job is checkpoint, so finishing")
                    break

            ##########################################
            #We have a single successor job that is not a checkpoint job.
            #We transplant the successor jobWrappers command and stack
            #into the current jobWrapper so that it can be run
            #as if it were a command that were part of the current jobWrapper.
            #We can then delete the successor jobWrapper in the jobStore, as it is
            #wholly incorporated into the current jobWrapper.
            ##########################################
            
            #Clone the jobWrapper and its stack
            jobWrapper = copy.deepcopy(jobWrapper)
            
            #Remove the successor jobWrapper
            jobWrapper.stack.pop()

            #These should all match up
            assert successorJobWrapper.memory == successorMemory
            assert successorJobWrapper.cores == successorCores
            assert successorJobWrapper.predecessorsFinished == set()
            assert successorJobWrapper.predecessorNumber == 1
            assert successorJobWrapper.command != None
            assert successorJobStoreID == successorJobWrapper.jobStoreID
            
            #Transplant the command and stack to the current jobWrapper
            jobWrapper.command = successorJobWrapper.command
            jobWrapper.stack += successorJobWrapper.stack
            assert jobWrapper.memory >= successorJobWrapper.memory
            assert jobWrapper.cores >= successorJobWrapper.cores
            
            #Build a fileStore to update the job
            fileStore = Job.FileStore(jobStore, jobWrapper, localWorkerTempDir, blockFn)
            
            #Update blockFn
            blockFn = fileStore._blockFn
            
            #Add successorJobWrapper to those to be deleted
            fileStore.jobsToDelete.add(successorJobWrapper.jobStoreID)
            
            #This will update the job once the previous job is done
            fileStore._updateJobWhenDone()            
            
            #Clone the jobWrapper and its stack again, so that updates to it do 
            #not interfere with this update
            jobWrapper = copy.deepcopy(jobWrapper)
            
            logger.debug("Starting the next jobWrapper")
        
        ##########################################
        #Finish up the stats
        ##########################################
        if config.stats:
            totalCPUTime, totalMemoryUsage = getTotalCpuTimeAndMemoryUsage()
            statsDict.workers.time = str(time.time() - startTime)
            statsDict.workers.clock = str(totalCPUTime - startClock)
            statsDict.workers.memory = str(totalMemoryUsage)

        # log the worker log path here so that if the file is truncated the path can still be found
        logger.info("Worker log can be found at %s. Set --cleanWorkDir to retain this log", localWorkerTempDir)
        logger.info("Finished running the chain of jobs on this node, we ran for a total of %f seconds", time.time() - startTime)
    
    ##########################################
    #Trapping where worker goes wrong
    ##########################################
    except: #Case that something goes wrong in worker
        traceback.print_exc()
        logger.error("Exiting the worker because of a failed jobWrapper on host %s", socket.gethostname())
        FileStore._terminateEvent.set()
    
    ##########################################
    #Wait for the asynchronous chain of writes/updates to finish
    ########################################## 
       
    blockFn() 
    
    ##########################################
    #All the asynchronous worker/update threads must be finished now, 
    #so safe to test if they completed okay
    ########################################## 
    
    if FileStore._terminateEvent.isSet():
        jobWrapper = jobStore.load(jobStoreID)
        jobWrapper.setupJobAfterFailure(config)
        workerFailed = True

    ##########################################
    #Cleanup
    ##########################################
    
    #Close the worker logging
    #Flush at the Python level
    sys.stdout.flush()
    sys.stderr.flush()
    #Flush at the OS level
    os.fsync(1)
    os.fsync(2)
    
    #Close redirected stdout and replace with the original standard output.
    os.dup2(origStdOut, 1)
    
    #Close redirected stderr and replace with the original standard error.
    os.dup2(origStdOut, 2)
    
    #sys.stdout and sys.stderr don't need to be modified at all. We don't need
    #to call redirectLoggerStreamHandlers since they still log to sys.stderr
    
    #Close our extra handles to the original standard output and standard error
    #streams, so we don't leak file handles.
    os.close(origStdOut)
    os.close(origStdErr)
    
    #Now our file handles are in exactly the state they were in before.
    
    #Copy back the log file to the global dir, if needed
    if workerFailed:
        jobWrapper.logJobStoreFileID = jobStore.getEmptyFileStoreID(jobWrapper.jobStoreID)
        with jobStore.updateFileStream(jobWrapper.logJobStoreFileID) as w:
            with open(tempWorkerLogPath, "r") as f:
                if os.path.getsize(tempWorkerLogPath) > logFileByteReportLimit:
                    f.seek(-logFileByteReportLimit, 2)  # seek to last tooBig bytes of file
                w.write(f.read())
        jobStore.update(jobWrapper)

    elif debugging:  # write log messages
        with open(tempWorkerLogPath, 'r') as logFile:
            if os.path.getsize(tempWorkerLogPath) > logFileByteReportLimit:
                logFile.seek(-logFileByteReportLimit, 2)  # seek to last tooBig bytes of file
            logMessages = logFile.read().splitlines()
        statsDict.logs = [Expando(jobStoreID=jobStoreID, text=logMessage) for logMessage in logMessages]

    if (debugging or config.stats or statsDict.workers.logsToMaster) and not workerFailed:  # We have stats/logging to report back
        jobStore.writeStatsAndLogging(json.dumps(statsDict))

    #Remove the temp dir
    cleanUp = config.cleanWorkDir
    if cleanUp == 'always' or (cleanUp == 'onSuccess' and not workerFailed) or (cleanUp == 'onError' and workerFailed):
        shutil.rmtree(localWorkerTempDir)
    
    #This must happen after the log file is done with, else there is no place to put the log
    if (not workerFailed) and jobWrapper.command == None and len(jobWrapper.stack) == 0 and len(jobWrapper.services) == 0:
        # We can now safely get rid of the jobWrapper
        jobStore.delete(jobWrapper.jobStoreID)
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  Source code for toil.lib.bioio

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import

import socket
import sys
import os
import logging
import resource
import logging.handlers
import tempfile
import random
import math
import shutil
from argparse import ArgumentParser
from optparse import OptionContainer, OptionGroup
import subprocess
import xml.etree.cElementTree as ET
from xml.dom import minidom  # For making stuff pretty

defaultLogLevel = logging.INFO
logger = logging.getLogger(__name__)
rootLogger = logging.getLogger()

[docs]def getLogLevelString():
    return logging.getLevelName(rootLogger.getEffectiveLevel())


__loggingFiles = []
[docs]def addLoggingFileHandler(fileName, rotatingLogging=False):
    if fileName in __loggingFiles:
        return
    __loggingFiles.append(fileName)
    if rotatingLogging:
        handler = logging.handlers.RotatingFileHandler(fileName, maxBytes=1000000, backupCount=1)
    else:
        handler = logging.FileHandler(fileName)
    rootLogger.addHandler(handler)
    return handler


[docs]def setLogLevel(level, logger=rootLogger):
    """
    Sets the log level to a given string level (like "INFO"). Operates on the
    root logger by default, but another logger can be specified instead.
    """
    level = level.upper()
    if level == "OFF": level = "CRITICAL"
    # Note that getLevelName works in both directions, numeric to textual and textual to numeric
    numericLevel = logging.getLevelName(level)
    assert logging.getLevelName(numericLevel) == level
    logger.setLevel(numericLevel)
    # There are quite a few cases where we expect AWS requests to fail, but it seems
    # that boto handles these by logging the error *and* raising an exception. We
    # don't want to confuse the user with those error messages.
    logging.getLogger( 'boto' ).setLevel( logging.CRITICAL )


[docs]def logFile(fileName, printFunction=logger.info):
    """Writes out a formatted version of the given log file
    """
    printFunction("Reporting file: %s" % fileName)
    shortName = fileName.split("/")[-1]
    fileHandle = open(fileName, 'r')
    line = fileHandle.readline()
    while line != '':
        if line[-1] == '\n':
            line = line[:-1]
        printFunction("%s:\t%s" % (shortName, line))
        line = fileHandle.readline()
    fileHandle.close()

    
[docs]def logStream(fileHandle, shortName, printFunction=logger.info):
    """Writes out a formatted version of the given log stream.
    """
    printFunction("Reporting file: %s" % shortName)
    line = fileHandle.readline()
    while line != '':
        if line[-1] == '\n':
            line = line[:-1]
        printFunction("%s:\t%s" % (shortName, line))
        line = fileHandle.readline()
    fileHandle.close()


[docs]def addLoggingOptions(parser):
    # Wrapper function that allows toil to be used with both the optparse and
    # argparse option parsing modules
    if isinstance(parser, ArgumentParser):
        group = parser.add_argument_group("Logging Options",
                                          "Options that control logging")
        _addLoggingOptions(group.add_argument)
    else:
        raise RuntimeError("Unanticipated class passed to "
                           "addLoggingOptions(), %s. Expecting "
                           "argparse.ArgumentParser" % parser.__class__)


supportedLogLevels = (logging.CRITICAL, logging.ERROR, logging.WARNING, logging.INFO, logging.DEBUG)

def _addLoggingOptions(addOptionFn):
    """
    Adds logging options
    """
    # BEFORE YOU ADD OR REMOVE OPTIONS TO THIS FUNCTION, KNOW THAT YOU MAY ONLY USE VARIABLES ACCEPTED BY BOTH
    # optparse AND argparse FOR EXAMPLE, YOU MAY NOT USE default=%default OR default=%(default)s
    defaultLogLevelName = logging.getLevelName( defaultLogLevel )
    addOptionFn("--logOff", dest="logCritical", action="store_true", default=False,
                help="Same as --logCritical")
    for level in supportedLogLevels:
        levelName = logging.getLevelName(level)
        levelNameCapitalized = levelName.capitalize()
        addOptionFn("--log" + levelNameCapitalized, dest="logLevel",
                    action="store_const", const=levelName,
                    help="Turn on logging at level %s and above. (default is %s)" % (levelName, defaultLogLevelName))
    addOptionFn("--logLevel", dest="logLevel", default=defaultLogLevelName,
                help=("Log at given level (may be either OFF (or CRITICAL), ERROR, WARN (or WARNING), INFO or DEBUG). "
                      "(default is %s)" % defaultLogLevelName))
    addOptionFn("--logFile", dest="logFile", help="File to log in")
    addOptionFn("--rotatingLogging", dest="logRotating", action="store_true", default=False,
                help="Turn on rotating logging, which prevents log files getting too big.")

[docs]def setLoggingFromOptions(options):
    """
    Sets the logging from a dictionary of name/value options.
    """
    formatStr = socket.gethostname() + ': %(asctime)s %(levelname)s: %(name)s: %(message)s'
    logging.basicConfig(format=formatStr)
    rootLogger.setLevel(defaultLogLevel)
    if options.logLevel is not None:
        setLogLevel(options.logLevel)
    logger.info("Logging set at level: %s" % getLogLevelString())
    if options.logFile is not None:
        addLoggingFileHandler(options.logFile, options.logRotating)
        logger.info("Logging to file: %s" % options.logFile)


[docs]def system(command):
    """
    A convenience wrapper around subprocess.check_call that logs the command before passing it
    on. The command can be either a string or a sequence of strings. If it is a string shell=True
    will be passed to subprocess.check_call.

    :type command: str | sequence[string]
    """
    logger.debug('Running: %r', command)
    subprocess.check_call(command, shell=isinstance(command,basestring), bufsize=-1)


[docs]def getTotalCpuTimeAndMemoryUsage():
    """Gives the total cpu time and memory usage of itself and its children.
    """
    me = resource.getrusage(resource.RUSAGE_SELF)
    childs = resource.getrusage(resource.RUSAGE_CHILDREN)
    totalCPUTime = me.ru_utime+me.ru_stime+childs.ru_utime+childs.ru_stime
    totalMemoryUsage = me.ru_maxrss+ me.ru_maxrss
    return totalCPUTime, totalMemoryUsage


[docs]def getTotalCpuTime():
    """Gives the total cpu time, including the children.
    """
    return getTotalCpuTimeAndMemoryUsage()[0]


[docs]def getTotalMemoryUsage():
    """Gets the amount of memory used by the process and its children.
    """
    return getTotalCpuTimeAndMemoryUsage()[1]


[docs]def absSymPath(path):
    """like os.path.abspath except it doesn't dereference symlinks
    """
    curr_path = os.getcwd()
    return os.path.normpath(os.path.join(curr_path, path))


#########################################################
#########################################################
#########################################################
#testing settings
#########################################################
#########################################################
#########################################################

class TestStatus:
    ###Global variables used by testing framework to run tests.
    TEST_SHORT = 0
    TEST_MEDIUM = 1
    TEST_LONG = 2
    TEST_VERY_LONG = 3

    TEST_STATUS = TEST_SHORT

    SAVE_ERROR_LOCATION = None

    def getTestStatus():
        return TestStatus.TEST_STATUS
    getTestStatus = staticmethod(getTestStatus)

    def setTestStatus(status):
        assert status in (TestStatus.TEST_SHORT, TestStatus.TEST_MEDIUM, TestStatus.TEST_LONG, TestStatus.TEST_VERY_LONG)
        TestStatus.TEST_STATUS = status
    setTestStatus = staticmethod(setTestStatus)

    def getSaveErrorLocation():
        """Location to in which to write inputs which created test error.
        """
        return TestStatus.SAVE_ERROR_LOCATION
    getSaveErrorLocation = staticmethod(getSaveErrorLocation)

    def setSaveErrorLocation(dir):
        """Set location in which to write inputs which created test error.
        """
        logger.info("Location to save error files in: %s" % dir)
        assert os.path.isdir(dir)
        TestStatus.SAVE_ERROR_LOCATION = dir
    setSaveErrorLocation = staticmethod(setSaveErrorLocation)

    def getTestSetup(shortTestNo=1, mediumTestNo=5, longTestNo=100, veryLongTestNo=0):
        if TestStatus.TEST_STATUS == TestStatus.TEST_SHORT:
            return shortTestNo
        elif TestStatus.TEST_STATUS == TestStatus.TEST_MEDIUM:
            return mediumTestNo
        elif TestStatus.TEST_STATUS == TestStatus.TEST_LONG:
            return longTestNo
        else: #Used for long example tests
            return veryLongTestNo
    getTestSetup = staticmethod(getTestSetup)

    def getPathToDataSets():
        """This method is used to store the location of
        the path where all the data sets used by tests for analysis are kept.
        These are not kept in the distrbution itself for reasons of size.
        """
        assert "SON_TRACE_DATASETS" in os.environ
        return os.environ["SON_TRACE_DATASETS"]
    getPathToDataSets = staticmethod(getPathToDataSets)

[docs]def getBasicOptionParser( parser=None):
    if parser is None:
        parser = ArgumentParser()

    addLoggingOptions(parser)

    parser.add_argument("--tempDirRoot", dest="tempDirRoot", type=str,
                      help="Path to where temporary directory containing all temp files are created, by default uses the current working directory as the base.",
                      default=tempfile.gettempdir())

    return parser


[docs]def parseBasicOptions(parser):
    """Setups the standard things from things added by getBasicOptionParser.
    """
    options = parser.parse_args()

    setLoggingFromOptions(options)

    #Set up the temp dir root
    if options.tempDirRoot == "None": # FIXME: Really, a string containing the word None?
        options.tempDirRoot = tempfile.gettempdir()

    return options


[docs]def getRandomAlphaNumericString(length=10):
    """Returns a random alpha numeric string of the given length.
    """
    return "".join([ random.choice('0123456789ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz') for i in xrange(0, length) ])


[docs]def makePublicDir(dirName):
    """Makes a given subdirectory if it doesn't already exist, making sure it is public.
    """
    if not os.path.exists(dirName):
        os.mkdir(dirName)
        os.chmod(dirName, 0777)
    return dirName


[docs]def getTempFile(suffix="", rootDir=None):
    """Returns a string representing a temporary file, that must be manually deleted
    """
    if rootDir is None:
        handle, tmpFile = tempfile.mkstemp(suffix)
        os.close(handle)
        return tmpFile
    else:
        tmpFile = os.path.join(rootDir, "tmp_" + getRandomAlphaNumericString() + suffix)
        open(tmpFile, 'w').close()
        os.chmod(tmpFile, 0777) #Ensure everyone has access to the file.
        return tmpFile
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  Source code for toil.batchSystems.abstractBatchSystem

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.


from __future__ import absolute_import

import os
import shutil
from abc import ABCMeta, abstractmethod
from collections import namedtuple

from bd2k.util.objects import abstractclassmethod

from toil.common import Toil, cacheDirName

# A class containing the information required for worker cleanup on shutdown of the batch system.
WorkerCleanupInfo = namedtuple('WorkerCleanupInfo', (
    # A path to the value of config.workDir (where the cache would go)
    'workDir',
    # The value of config.workflowID (used to identify files specific to this workflow)
    'workflowID',
    # The value of the cleanWorkDir flag
    'cleanWorkDir'))


[docs]class AbstractBatchSystem(object):
    """
    An abstract (as far as Python currently allows) base class to represent the interface the batch
    system must provide to Toil.
    """

    __metaclass__ = ABCMeta

    # noinspection PyMethodParameters
    @abstractclassmethod
[docs]    def supportsHotDeployment(cls):
        """
        Whether this batch system supports hot deployment of the user script and toil itself. If
        it does, the __init__ method will have to accept two optional parameters in addition to
        the declared ones: userScript and toilDistribution. Both will be instances of
        toil.common.HotDeployedResource that represent the user script and a source tarball (
        sdist) of toil respectively.

        :rtype: bool
        """
        raise NotImplementedError()


    # noinspection PyMethodParameters
    @abstractclassmethod
[docs]    def supportsWorkerCleanup(cls):
        """
        Indicates whether this batch system invokes :meth:`workerCleanup` after the last job for
        a particular workflow invocation finishes. Note that the term *worker* refers to an
        entire node, not just a worker process. A worker process may run more than one job
        sequentially, and more than one concurrent worker process may exist on a worker node,
        for the same workflow. The batch system is said to *shut down* after the last worker
        process terminates.

        :rtype: bool
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def issueBatchJob(self, command, memory, cores, disk, preemptable):
        """
        Issues a job with the specified command to the batch system and returns a unique jobID.

        :param str command: the string to run as a command,

        :param int memory: int giving the number of bytes of memory the job needs to run

        :param float cores: the number of cores needed for the job

        :param int disk: int giving the number of bytes of disk space the job needs to run

        :param booleam preemptable: True if the job can be run on a preemptable node

        :return: a unique jobID that can be used to reference the newly issued job
        :rtype: int
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def killBatchJobs(self, jobIDs):
        """
        Kills the given job IDs.

        :param list[int] jobIDs: list of IDs of jobs to kill
        """
        raise NotImplementedError()


    # FIXME: Return value should be a set (then also fix the tests)

    @abstractmethod
[docs]    def getIssuedBatchJobIDs(self):
        """
        Gets all currently issued jobs

        :return: A list of jobs (as jobIDs) currently issued (may be running, or may be
                 waiting to be run). Despite the result being a list, the ordering should not
                 be depended upon.
        :rtype: list[str]
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def getRunningBatchJobIDs(self):
        """
        Gets a map of jobs as jobIDs that are currently running (not just waiting)
        and how long they have been running, in seconds.

        :return: dictionary with currently running jobID keys and how many seconds they have
                 been running as the value
        :rtype: dict[str,float]
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def getUpdatedBatchJob(self, maxWait):
        """
        Returns a job that has updated its status.

        :param float maxWait: the number of seconds to block, waiting for a result

        :rtype: (str, int)|None
        :return: If a result is available, returns a tuple (jobID, exitValue, wallTime).
                 Otherwise it returns None. wallTime is the number of seconds (a float) in
                 wall-clock time the job ran for or None if this batch system does not support
                 tracking wall time. Returns None for jobs that were killed.
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def shutdown(self):
        """
        Called at the completion of a toil invocation.
        Should cleanly terminate all worker threads.
        """
        raise NotImplementedError()


[docs]    def setEnv(self, name, value=None):
        """
        Set an environment variable for the worker process before it is launched. The worker
        process will typically inherit the environment of the machine it is running on but this
        method makes it possible to override specific variables in that inherited environment
        before the worker is launched. Note that this mechanism is different to the one used by
        the worker internally to set up the environment of a job. A call to this method affects
        all jobs issued after this method returns. Note to implementors: This means that you
        would typically need to copy the variables before enqueuing a job.

        If no value is provided it will be looked up from the current environment.
        """
        raise NotImplementedError()


    @classmethod
[docs]    def getRescueBatchJobFrequency(cls):
        """
        Gets the period of time to wait (floating point, in seconds) between checking for
        missing/overlong jobs.
        """
        raise NotImplementedError()




class BatchSystemSupport(AbstractBatchSystem):
    """
    Partial implementation of AbstractBatchSystem, support methods.
    """

    def __init__(self, config, maxCores, maxMemory, maxDisk):
        """
        Initializes initial state of the object

        :param toil.common.Config config: object is setup by the toilSetup script and
          has configuration parameters for the jobtree. You can add code
          to that script to get parameters for your batch system.

        :param float maxCores: the maximum number of cores the batch system can
          request for any one job

        :param int maxMemory: the maximum amount of memory the batch system can
          request for any one job, in bytes

        :param int maxDisk: the maximum amount of disk space the batch system can
          request for any one job, in bytes
        """
        super(BatchSystemSupport, self).__init__()
        self.config = config
        self.maxCores = maxCores
        self.maxMemory = maxMemory
        self.maxDisk = maxDisk
        self.environment = {}
        """
        :type: dict[str,str]
        """
        self.workerCleanupInfo = WorkerCleanupInfo(workDir=self.config.workDir,
                                                   workflowID=self.config.workflowID,
                                                   cleanWorkDir=self.config.cleanWorkDir)

    def checkResourceRequest(self, memory, cores, disk):
        """
        Check resource request is not greater than that available or allowed.

        :param int memory: amount of memory being requested, in bytes

        :param float cores: number of cores being requested

        :param int disk: amount of disk space being requested, in bytes

        :raise InsufficientSystemResources: raised when a resource is requested in an amount
               greater than allowed
        """
        assert memory is not None
        assert disk is not None
        assert cores is not None
        if cores > self.maxCores:
            raise InsufficientSystemResources('cores', cores, self.maxCores)
        if memory > self.maxMemory:
            raise InsufficientSystemResources('memory', memory, self.maxMemory)
        if disk > self.maxDisk:
            raise InsufficientSystemResources('disk', disk, self.maxDisk)


    def setEnv(self, name, value=None):
        """
        Set an environment variable for the worker process before it is launched. The worker
        process will typically inherit the environment of the machine it is running on but this
        method makes it possible to override specific variables in that inherited environment
        before the worker is launched. Note that this mechanism is different to the one used by
        the worker internally to set up the environment of a job. A call to this method affects
        all jobs issued after this method returns. Note to implementors: This means that you
        would typically need to copy the variables before enqueuing a job.

        If no value is provided it will be looked up from the current environment.

        NB: Only the Mesos and single-machine batch systems support passing environment
        variables. On other batch systems, this method has no effect. See
        https://github.com/BD2KGenomics/toil/issues/547.

        :param str name: the environment variable to be set on the worker.

        :param str value: if given, the environment variable given by name will be set to this value.
               if None, the variable's current value will be used as the value on the worker

        :raise RuntimeError: if value is None and the name cannot be found in the environment
        """
        if value is None:
            try:
                value = os.environ[name]
            except KeyError:
                raise RuntimeError("%s does not exist in current environment", name)
        self.environment[name] = value

    @classmethod
    def getRescueBatchJobFrequency(cls):
        """
        Gets the period of time to wait (floating point, in seconds) between checking for
        missing/overlong jobs.

        :return: time in seconds to wait in between checking for lost jobs
        :rtype: float
        """
        raise NotImplementedError()

    def _getResultsFileName(self, toilPath):
        """
        Get a path for the batch systems to store results. GridEngine
        and LSF currently use this.
        """
        return os.path.join(toilPath, "results.txt")

    @staticmethod
    def workerCleanup(info):
        """
        Cleans up the worker node on batch system shutdown. Also see :meth:`supportsWorkerCleanup`.

        :param WorkerCleanupInfo info: A named tuple consisting of all the relevant information
               for cleaning up the worker.
        """
        assert isinstance(info, WorkerCleanupInfo)
        workflowDir = Toil.getWorkflowDir(info.workflowID, info.workDir)
        workflowDirContents = os.listdir(workflowDir)
        if (info.cleanWorkDir == 'always'
            or info.cleanWorkDir in ('onSuccess', 'onError')
            and workflowDirContents in ([], [cacheDirName(info.workflowID)])):
            shutil.rmtree(workflowDir)


class NodeInfo(namedtuple("_NodeInfo", "cores memory workers")):
    """
    The cores attribute  is a floating point value between 0 (all cores idle) and 1 (all cores
    busy), reflecting the CPU load of the node.

    The memory attribute is a floating point value between 0 (no memory used) and 1 (all memory
    used), reflecting the memory pressure on the node.

    The workers attribute is a integer reflecting the number workers currently active workers on
    the node.
    """


class AbstractScalableBatchSystem(AbstractBatchSystem):
    """
    A batch system that supports a variable number of worker nodes. Used by :class:`toil.
    provisioners.clusterScaler.ClusterScaler` to scale the number of worker nodes in the cluster
    up or down depending on overall load.
    """

    @abstractmethod
    def getNodes(self, preemptable=False):
        """
        Returns a dictionary mapping node identifiers of preemptable or non-preemptable nodes to
        NodeInfo objects, one for each node.

        :param bool preemptable: If True only preemptable nodes will be returned. Otherwise
        non-preemptable nodes will be returned.

        :rtype: dict[str,NodeInfo]
        """
        raise NotImplementedError()


class InsufficientSystemResources(Exception):
    """
    To be raised when a job requests more of a particular resource than is either currently allowed
    or avaliable
    """
    def __init__(self, resource, requested, available):
        """
        Creates an instance of this exception that indicates which resource is insufficient for current
        demands, as well as the amount requested and amount actually available.

        :param str resource: string representing the resource type

        :param int|float requested: the amount of the particular resource requested that resulted
               in this exception

        :param int|float available: amount of the particular resource actually available
        """
        self.requested = requested
        self.available = available
        self.resource = resource

    def __str__(self):
        return 'Requesting more {} than available. Requested: {}, Available: {}' \
               ''.format(self.resource, self.requested, self.available)
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  Source code for toil.batchSystems.lsf

#Copyright (C) 2013 by Thomas Keane (tk2@sanger.ac.uk)
#
#Permission is hereby granted, free of charge, to any person obtaining a copy
#of this software and associated documentation files (the "Software"), to deal
#in the Software without restriction, including without limitation the rights
#to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
#copies of the Software, and to permit persons to whom the Software is
#furnished to do so, subject to the following conditions:
#
#The above copyright notice and this permission notice shall be included in
#all copies or substantial portions of the Software.
#
#THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
#IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
#FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
#AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
#LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
#OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
#THE SOFTWARE.
from __future__ import absolute_import
import logging
import subprocess
import time
from Queue import Queue, Empty
from threading import Thread
from datetime import date

from toil.batchSystems import MemoryString
from toil.batchSystems.abstractBatchSystem import BatchSystemSupport

logger = logging.getLogger( __name__ )



[docs]def prepareBsub(cpu, mem):
    mem = '' if mem is None else '-R "select[type==X86_64 && mem > ' + str(int(mem/ 1000000)) + '] rusage[mem=' + str(int(mem/ 1000000)) + ']" -M' + str(int(mem/ 1000000)) + '000'
    cpu = '' if cpu is None else '-n ' + str(int(cpu))
    bsubline = ["bsub", mem, cpu,"-cwd", ".", "-o", "/dev/null", "-e", "/dev/null"]
    return bsubline


[docs]def bsub(bsubline):
    process = subprocess.Popen(" ".join(bsubline), shell=True, stdout = subprocess.PIPE, stderr = subprocess.STDOUT)
    liney = process.stdout.readline()
    logger.info("BSUB: " + liney)
    result = int(liney.strip().split()[1].strip('<>'))
    logger.debug("Got the job id: %s" % (str(result)))
    return result


[docs]def getjobexitcode(lsfJobID):
        job, task = lsfJobID

        #first try bjobs to find out job state
        args = ["bjobs", "-l", str(job)]
        logger.info("Checking job exit code for job via bjobs: " + str(job))
        process = subprocess.Popen(" ".join(args), shell=True, stdout = subprocess.PIPE, stderr = subprocess.STDOUT)
        started = 0
        for line in process.stdout:
            if line.find("Done successfully") > -1:
                logger.info("bjobs detected job completed for job: " + str(job))
                return 0
            elif line.find("Completed <exit>") > -1:
                logger.info("bjobs detected job failed for job: " + str(job))
                return 1
            elif line.find("New job is waiting for scheduling") > -1:
                logger.info("bjobs detected job pending scheduling for job: " + str(job))
                return None
            elif line.find("PENDING REASONS") > -1:
                logger.info("bjobs detected job pending for job: " + str(job))
                return None
            elif line.find("Started on ") > -1:
                started = 1

        if started == 1:
            logger.info("bjobs detected job started but not completed: " + str(job))
            return None

        #if not found in bjobs, then try bacct (slower than bjobs)
        logger.info("bjobs failed to detect job - trying bacct: " + str(job))

        args = ["bacct", "-l", str(job)]
        logger.info("Checking job exit code for job via bacct:" + str(job))
        process = subprocess.Popen(" ".join(args), shell=True, stdout = subprocess.PIPE, stderr = subprocess.STDOUT)
        for line in process.stdout:
            if line.find("Completed <done>") > -1:
                logger.info("Detected job completed for job: " + str(job))
                return 0
            elif line.find("Completed <exit>") > -1:
                logger.info("Detected job failed for job: " + str(job))
                return 1
        logger.info("Cant determine exit code for job or job still running: " + str(job))
        return None


class Worker(Thread):
    def __init__(self, newJobsQueue, updatedJobsQueue, boss):
        Thread.__init__(self)
        self.newJobsQueue = newJobsQueue
        self.updatedJobsQueue = updatedJobsQueue
        self.currentjobs = list()
        self.runningjobs = set()
        self.boss = boss

    def run(self):
        while True:
            # Load new job ids:
            while not self.newJobsQueue.empty():
                self.currentjobs.append(self.newJobsQueue.get())

            # Launch jobs as necessary:
            while len(self.currentjobs) > 0:
                jobID, bsubline = self.currentjobs.pop()
                lsfJobID = bsub(bsubline)
                self.boss.jobIDs[(lsfJobID, None)] = jobID
                self.boss.lsfJobIDs[jobID] = (lsfJobID, None)
                self.runningjobs.add((lsfJobID, None))

            # Test known job list
            for lsfJobID in list(self.runningjobs):
                exit = getjobexitcode(lsfJobID)
                if exit is not None:
                    self.updatedJobsQueue.put((lsfJobID, exit))
                    self.runningjobs.remove(lsfJobID)

            time.sleep(10)

class LSFBatchSystem(BatchSystemSupport):
    """
    The interface for running jobs on lsf, runs all the jobs you give it as they come in,
    but in parallel.
    """
    @classmethod
    def supportsWorkerCleanup(cls):
        return False

    @classmethod
    def supportsHotDeployment(cls):
        return False

    def __init__(self, config, maxCores, maxMemory, maxDisk):
        super(LSFBatchSystem, self).__init__(config, maxCores, maxMemory, maxDisk)
        self.lsfResultsFile = self._getResultsFileName(config.jobStore)
        #Reset the job queue and results (initially, we do this again once we've killed the jobs)
        self.lsfResultsFileHandle = open(self.lsfResultsFile, 'w')
        self.lsfResultsFileHandle.close() #We lose any previous state in this file, and ensure the files existence
        self.currentjobs = set()
        self.obtainSystemConstants()
        self.jobIDs = dict()
        self.lsfJobIDs = dict()
        self.nextJobID = 0

        self.newJobsQueue = Queue()
        self.updatedJobsQueue = Queue()
        self.worker = Worker(self.newJobsQueue, self.updatedJobsQueue, self)
        self.worker.setDaemon(True)
        self.worker.start()

    def __des__(self):
        #Closes the file handle associated with the results file.
        self.lsfResultsFileHandle.close() #Close the results file, cos were done.

    def issueBatchJob(self, command, memory, cores, disk, preemptable):
        jobID = self.nextJobID
        self.nextJobID += 1
        self.currentjobs.add(jobID)
        bsubline = prepareBsub(cores, memory) + [command]
        self.newJobsQueue.put((jobID, bsubline))
        logger.info("Issued the job command: %s with job id: %s " % (command, str(jobID)))
        return jobID

    def getLsfID(self, jobID):
        if not jobID in self.lsfJobIDs:
             RuntimeError("Unknown jobID, could not be converted")

        (job,task) = self.lsfJobIDs[jobID]
        if task is None:
             return str(job)
        else:
             return str(job) + "." + str(task)

    def killBatchJobs(self, jobIDs):
        """Kills the given job IDs.
        """
        for jobID in jobIDs:
            logger.info("DEL: " + str(self.getLsfID(jobID)))
            self.currentjobs.remove(jobID)
            process = subprocess.Popen(["bkill", self.getLsfID(jobID)])
            del self.jobIDs[self.lsfJobIDs[jobID]]
            del self.lsfJobIDs[jobID]

        toKill = set(jobIDs)
        while len(toKill) > 0:
            for jobID in list(toKill):
                if getjobexitcode(self.lsfJobIDs[jobID]) is not None:
                    toKill.remove(jobID)

            if len(toKill) > 0:
                logger.warn("Tried to kill some jobs, but something happened and they are still going, "
                             "so I'll try again")
                time.sleep(5)

    def getIssuedBatchJobIDs(self):
        """A list of jobs (as jobIDs) currently issued (may be running, or maybe 
        just waiting).
        """
        return self.currentjobs

    def getRunningBatchJobIDs(self):
        """Gets a map of jobs (as jobIDs) currently running (not just waiting) 
        and a how long they have been running for (in seconds).
        """
        times = {}
        currentjobs = set(self.lsfJobIDs[x] for x in self.getIssuedBatchJobIDs())
        process = subprocess.Popen(["bjobs"], stdout = subprocess.PIPE)

        for curline in process.stdout:
            items = curline.strip().split()
            if (len(items) > 9 and (items[0]) in currentjobs) and items[2] == 'RUN':
                jobstart = "/".join(items[7:9]) + '/' + str(date.today().year)
                jobstart = jobstart + ' ' + items[9]
                jobstart = time.mktime(time.strptime(jobstart,"%b/%d/%Y %H:%M"))
                jobstart = time.mktime(time.strptime(jobstart,"%m/%d/%Y %H:%M:%S"))
                times[self.jobIDs[(items[0])]] = time.time() - jobstart
        return times

    def getUpdatedBatchJob(self, maxWait):
        i = None
        try:
            sgeJobID, retcode = self.updatedJobsQueue.get(timeout=maxWait)
            self.updatedJobsQueue.task_done()
            i = (self.jobIDs[sgeJobID], retcode)
            self.currentjobs -= {self.jobIDs[sgeJobID]}
        except Empty:
            pass

        return i

    def getWaitDuration(self):
        """We give parasol a second to catch its breath (in seconds)
        """
        #return 0.0
        return 15

    @classmethod
    def getRescueBatchJobFrequency(cls):
        """Parasol leaks jobs, but rescuing jobs involves calls to parasol list jobs and pstat2,
        making it expensive. We allow this every 10 minutes..
        """
        return 1800

    def obtainSystemConstants(self):
        p = subprocess.Popen(["lshosts"], stdout = subprocess.PIPE, stderr = subprocess.STDOUT)

        line = p.stdout.readline()
        items = line.strip().split()
        num_columns = len(items)
        cpu_index = None
        mem_index = None
        for i in range(num_columns):
                if items[i] == 'ncpus':
                        cpu_index = i
                elif items[i] == 'maxmem':
                        mem_index = i

        if cpu_index is None or mem_index is None:
                RuntimeError("lshosts command does not return ncpus or maxmem columns")

        p.stdout.readline()

        self.maxCPU = 0
        self.maxMEM = MemoryString("0")
        for line in p.stdout:
                items = line.strip().split()
                if len(items) < num_columns:
                        RuntimeError("lshosts output has a varying number of columns")
                if items[cpu_index] != '-' and items[cpu_index] > self.maxCPU:
                        self.maxCPU = items[cpu_index]
                if items[mem_index] != '-' and MemoryString(items[mem_index]) > self.maxMEM:
                        self.maxMEM = MemoryString(items[mem_index])

        if self.maxCPU is 0 or self.maxMEM is 0:
                RuntimeError("lshosts returns null ncpus or maxmem info")
        logger.info("Got the maxCPU: %s" % (self.maxMEM))





          

      

      

    


    
        © Copyright 2015, UCSC Computational Genomics Lab.
      Created using Sphinx 1.3.5.
    

  

_modules/toil/jobStores/utils.html


    
      Navigation


      
        		
          index


        		
          modules |


        		Toil 3.2.2a1 documentation »


          		Module code »


          		toil »

 
      


    


    
      
          
            
  Source code for toil.jobStores.utils

import logging
import urllib2
from contextlib import contextmanager

import time

log = logging.getLogger(__name__)


# noinspection PyUnusedLocal
[docs]def never(exception):
    return False



[docs]def retry(delays=(0, 1, 1, 4, 16, 64), timeout=300, predicate=never):
    """
    Retry an operation while the failure matches a given predicate and until a given timeout
    expires, waiting a given amount of time in between attempts. This function is a generator
    that yields contextmanagers. See doctests below for example usage.

    :param Iterable[float] delays: an interable yielding the time in seconds to wait before each
           retried attempt, the last element of the iterable will be repeated.

    :param float timeout: a overall timeout that should not be exceeded for all attempts together.
           This is a best-effort mechanism only and it won't abort an ongoing attempt, even if the
           timeout expires during that attempt.

    :param Callable[[Exception],bool] predicate: a unary callable returning True if another
           attempt should be made to recover from the given exception. The default value for this
           parameter will prevent any retries!

    :return: a generator yielding context managers, one per attempt
    :rtype: Iterator

    Retry for a limited amount of time:

    >>> true = lambda _:True
    >>> false = lambda _:False
    >>> i = 0
    >>> for attempt in retry( delays=[0], timeout=.1, predicate=true ):
    ...     with attempt:
    ...         i += 1
    ...         raise RuntimeError('foo')
    Traceback (most recent call last):
    ...
    RuntimeError: foo
    >>> i > 1
    True

    If timeout is 0, do exactly one attempt:

    >>> i = 0
    >>> for attempt in retry( timeout=0 ):
    ...     with attempt:
    ...         i += 1
    ...         raise RuntimeError( 'foo' )
    Traceback (most recent call last):
    ...
    RuntimeError: foo
    >>> i
    1

    Don't retry on success:

    >>> i = 0
    >>> for attempt in retry( delays=[0], timeout=.1, predicate=true ):
    ...     with attempt:
    ...         i += 1
    >>> i
    1

    Don't retry on unless predicate returns True:

    >>> i = 0
    >>> for attempt in retry( delays=[0], timeout=.1, predicate=false):
    ...     with attempt:
    ...         i += 1
    ...         raise RuntimeError( 'foo' )
    Traceback (most recent call last):
    ...
    RuntimeError: foo
    >>> i
    1
    """
    if timeout > 0:
        go = [None]

        @contextmanager
        def repeated_attempt(delay):
            try:
                yield
            except Exception as e:
                if time.time() + delay < expiration and predicate(e):
                    log.info('Got %s, trying again in %is.', e, delay)
                    time.sleep(delay)
                else:
                    raise
            else:
                go.pop()

        delays = iter(delays)
        expiration = time.time() + timeout
        delay = next(delays)
        while go:
            yield repeated_attempt(delay)
            delay = next(delays, delay)
    else:
        @contextmanager
        def single_attempt():
            yield

        yield single_attempt()


default_delays = (0, 1, 1, 4, 16, 64)
default_timeout = 300


[docs]def retryable_http_error(e):
    return isinstance(e, urllib2.HTTPError) and e.code in ('503', '408', '500')



[docs]def retry_http(delays=default_delays, timeout=default_timeout, predicate=retryable_http_error):
    """
    >>> i = 0
    >>> for attempt in retry_http(timeout=5):
    ...     with attempt:
    ...         i += 1
    ...         raise urllib2.HTTPError('http://www.test.com', '408', 'some message', {}, None)
    Traceback (most recent call last):
    ...
    HTTPError: HTTP Error 408: some message
    >>> i > 1
    True
    """
    return retry(delays=delays, timeout=timeout, predicate=predicate)
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  Source code for toil.jobStores.abstractJobStore

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import

import urllib2
import urlparse

import shutil

import re
from abc import ABCMeta, abstractmethod
from contextlib import contextmanager, closing
from datetime import timedelta
from uuid import uuid4
from toil.job import JobException
from bd2k.util import memoize
from bd2k.util.objects import abstractclassmethod
from toil.jobStores.utils import retry_http

try:
    import cPickle
except ImportError:
    import pickle as cPickle

import logging

logger = logging.getLogger(__name__)


class NoSuchJobException(Exception):
    def __init__(self, jobStoreID):
        """
        Indicates that the specified job does not exist

        :param str jobStoreID: the jobStoreID that was mistakenly assumed to exist
        """
        super(NoSuchJobException, self).__init__("The job '%s' does not exist" % jobStoreID)


class ConcurrentFileModificationException(Exception):
    def __init__(self, jobStoreFileID):
        """
        Indicates that the file was attempted to be modified by multiple processes at once.

        :param str jobStoreFileID: the ID of the file that was modified by multiple workers
               or processes concurrently
        """
        super(ConcurrentFileModificationException, self).__init__(
            'Concurrent update to file %s detected.' % jobStoreFileID)


class NoSuchFileException(Exception):
    def __init__(self, jobStoreFileID, customName=None):
        """
        Indicates that the specified file does not exist

        :param str jobStoreFileID: the ID of the file that was mistakenly assumed to exist

        :param str customName: optionally, an alternate name for the nonexistent file
        """
        if customName is None:
            message = "File '%s' does not exist" % jobStoreFileID
        else:
            message = "File '%s' (%s) does not exist" % (customName, jobStoreFileID)
        super(NoSuchFileException, self).__init__(message)


class JobStoreCreationException(Exception):
    def __init__(self, message):
        """
        Indicates that a conflicting configuration was passed when attempting to initialize the jobStore

        :param str message: a message to the user to inform them of the conflict
        """
        super(JobStoreCreationException, self).__init__(message)


@memoize
[docs]def getJobStoreClasses():
    """
    Compiles as list of the classes of all jobStores whose dependencies
    are installed.

    Note that job store names must be manually added.
    """
    jobStoreClassNames = (
        "toil.jobStores.azureJobStore.AzureJobStore",
        "toil.jobStores.fileJobStore.FileJobStore",
        "toil.jobStores.googleJobStore.GoogleJobStore",
        "toil.jobStores.aws.jobStore.AWSJobStore",
        "toil.jobStores.abstractJobStore.JobStoreSupport"
    )
    jobStoreClasses = []
    for className in jobStoreClassNames:
        moduleName, className = className.rsplit('.', 1)
        from importlib import import_module
        try:
            module = import_module(moduleName)
        except ImportError:
            logger.info("Unable to import '%s'. This may be because Toil was not installed with the"
                        " relevant extra." % moduleName)
        else:
            jobStoreClasses.append(getattr(module, className))
    return jobStoreClasses



[docs]def findJobStoreForUrl(url, export=False):
    """
    Returns the AbstractJobStore subclass that supports the given URL.

    :param urlparse.ParseResult url: The given URL
    :rtype: toil.jobStore.AbstractJobStore
    """
    for cls in getJobStoreClasses():
        if cls._supportsUrl(url, export):
            return cls
    raise RuntimeError("No existing job store supports %sporting for URL '%s'" %
                       ('ex' if export else 'im', url.geturl()))



[docs]class AbstractJobStore(object):
    """ 
    Represents the physical storage for the jobs and associated files in a toil.
    """
    __metaclass__ = ABCMeta

    def __init__(self, config=None):
        """
        :param toil.common.Config config: If config is not None then the given configuration object will be written
               to the shared file "config.pickle" which can later be retrieved using the
               readSharedFileStream. See writeConfigToStore. If this file already exists it will be
               overwritten. If config is None, the shared file "config.pickle" is assumed to exist
               and is retrieved. See loadConfigFromStore.
        """
        # Now get on with reading or writing the config
        if config is None:
            with self.readSharedFileStream("config.pickle") as fileHandle:
                config = cPickle.load(fileHandle)
                assert config.workflowID is not None
                self.__config = config
        else:
            assert config.workflowID is None
            config.workflowID = str(uuid4())
            logger.info("The workflow ID is: '%s'" % config.workflowID)
            self.__config = config
            self.writeConfigToStore()

[docs]    def writeConfigToStore(self):
        """
        Re-writes the config attribute to the job store, so that its values can be retrieved
        by a seperate JobStore instance. No value is returned from this method.
        """
        with self.writeSharedFileStream("config.pickle", isProtected=False) as fileHandle:
            cPickle.dump(self.__config, fileHandle, cPickle.HIGHEST_PROTOCOL)


    @property
    def config(self):
        """
        The Toil configuration associated with this job store.

        :rtype: toil.common.Config
        """
        return self.__config

    rootJobStoreIDFileName = 'rootJobStoreID'

[docs]    def setRootJob(self, rootJobStoreID):
        """
        Set the root job of the workflow backed by this job store

        :param str rootJobStoreID: The ID of the job to set as root
        """
        with self.writeSharedFileStream(self.rootJobStoreIDFileName) as f:
            f.write(rootJobStoreID)


[docs]    def loadRootJob(self):
        """
        Loads the root job in the current job store.

        :raises toil.job.JobException: If no root job is set or if the root job doesn't exist in
                this job store
        :return: The root job.
        :rtype: toil.jobWrapper.JobWrapper
        """
        try:
            with self.readSharedFileStream(self.rootJobStoreIDFileName) as f:
                rootJobStoreID = f.read()
        except NoSuchFileException:
            raise JobException('No job has been set as the root in this job store')
        if not self.exists(rootJobStoreID):
            raise JobException("The root job '%s' doesn't exist. Either the Toil workflow "
                               "is finished or has never been started" % rootJobStoreID)
        return self.load(rootJobStoreID)


    # FIXME: This is only used in tests, why do we have it?

[docs]    def createRootJob(self, *args, **kwargs):
        """
        Create a new job and set it as the root job in this job store

        :rtype : toil.jobWrapper.JobWrapper
        """
        rootJob = self.create(*args, **kwargs)
        self.setRootJob(rootJob.jobStoreID)
        return rootJob


    @staticmethod
    def _checkJobStoreCreation(create, exists, jobStoreString):
        """
        Consistency checks which will result in exceptions if we attempt to overwrite an existing
        job store. This method must be called by the constructor of a subclass before any
        modification are made. Either create or exists must be True but not both.

        :param bool create: a boolean indicating if the config will try to create a new job store

        :param bool exists: a boolean indicating if the config will try to reconnect to an existing
               job store

        :raise JobStoreCreationException:  if create == exists
        """
        if create and exists:
            raise JobStoreCreationException("The job store '%s' already exists. Use --restart to "
                                            "resume the workflow, or remove the job store with "
                                            "'toil clean' to start the workflow from scratch" %
                                            jobStoreString) 
        if not create and not exists:
            raise JobStoreCreationException("The job store '%s' does not exist, so there "
                                            "is nothing to restart." % jobStoreString)

[docs]    def importFile(self, srcUrl, sharedFileName=None):
        """
        Imports the file at the given URL into job store. The jobStoreFileId of the new
        file is returned. If a shared file name is given, the file will be imported as a shared
        file and None is returned.

        Note that the helper method _importFile is used to read from the source and write to
        destination (which is the current job store in this case). To implement any optimizations that
        circumvent this, the _importFile method should be overridden by subclasses of AbstractJobStore.

        Currently supported schemes are:
            - 's3' for objects in Amazon S3
                e.g. s3://bucket/key

            - 'wasb' for blobs in Azure Blob Storage
                e.g. wasb://container/blob

            - 'file' for local files
                e.g. file:///local/file/path

            - 'http'
                e.g. http://someurl.com/path

        :param str srcUrl: URL that points to a file or object in the storage mechanism of a
                supported URL scheme e.g. a blob in an Azure Blob Storage container.

        :param str sharedFileName: Optional name to assign to the imported file within the job store

        :return The jobStoreFileId of the imported file or None if sharedFileName was given
        :rtype: str|None
        """
        url = urlparse.urlparse(srcUrl)
        otherCls = findJobStoreForUrl(url)
        return self._importFile(otherCls, url, sharedFileName=sharedFileName)


    def _importFile(self, otherCls, url, sharedFileName=None):
        """
        Import the file at the given URL using the given job store class to retrieve that file.
        See also :meth:`importFile`. This method applies a generic approach to importing: it asks
        the other job store class for a stream and writes that stream as eiher a regular or a
        shared file.

        :param AbstractJobStore  otherCls: The concrete subclass of AbstractJobStore that supports
               reading from the given URL.

        :param urlparse.ParseResult url: The location of the file to import.

        :param str sharedFileName: Optional name to assign to the imported file within the job store

        :return The jobStoreFileId of imported file or None if sharedFileName was given
        :rtype: str|None
        """
        if sharedFileName is None:
            with self.writeFileStream() as (writable, jobStoreFileID):
                otherCls._readFromUrl(url, writable)
                return jobStoreFileID
        else:
            self._requireValidSharedFileName(sharedFileName)
            with self.writeSharedFileStream(sharedFileName) as writable:
                otherCls._readFromUrl(url, writable)
                return None

[docs]    def exportFile(self, jobStoreFileID, dstUrl):
        """
        Exports file to destination pointed at by the destination URL.

        Refer to AbstractJobStore.importFile documentation for currently supported URL schemes.

        Note that the helper method _exportFile is used to read from the source and write to
        destination. To implement any optimizations that circumvent this, the _exportFile method
        should be overridden by subclasses of AbstractJobStore.

        :param str jobStoreFileID: The id of the file in the job store that should be exported.
        :param str dstUrl: URL that points to a file or object in the storage mechanism of a
                supported URL scheme e.g. a blob in an Azure Blob Storage container.
        """
        url = urlparse.urlparse(dstUrl)
        return self._exportFile(findJobStoreForUrl(url, export=True), jobStoreFileID, url)


    def _exportFile(self, otherCls, jobStoreFileID, url):
        """
        Refer to exportFile docstring for information about this method.

        :param type otherCls: The concrete subclass of AbstractJobStore that supports exporting to the given URL.
        :param str jobStoreFileID: The id of the file that will be exported.
        :param urlparse.ParseResult url: The parsed url given to importFile.
        """
        with self.readFileStream(jobStoreFileID) as readable:
            otherCls._writeToUrl(readable, url)

    @abstractclassmethod
    def _readFromUrl(cls, url, writable):
        """
        Reads the contents of the object at the specified location and writes it to the given
        writable stream.

        Refer to AbstractJobStore.importFile documentation for currently supported URL schemes.

        :param urlparse.ParseResult url: URL that points to a file or object in the storage mechanism of a
                supported URL scheme e.g. a blob in an Azure Blob Storage container.
        :param writable: a writable stream
        """
        raise NotImplementedError()

    @abstractclassmethod
    def _writeToUrl(cls, readable, url):
        """
        Reads the contents of the given readable stream and writes it to the object at the
        specified location.

        Refer to AbstractJobStore.importFile documentation for currently supported URL schemes.

        :param urlparse.ParseResult url: URL that points to a file or object in the storage mechanism of a
                supported URL scheme e.g. a blob in an Azure Blob Storage container.
        :param readable: a readable stream
        """
        raise NotImplementedError()

    @abstractclassmethod
    def _supportsUrl(cls, url, export=False):
        """
        Returns True if the job store supports the URL's scheme.

        Refer to AbstractJobStore.importFile documentation for currently supported URL schemes.

        :param bool export: Determines if the url is supported for exported
        :param urlparse.ParseResult url: a parsed URL that may be supported
        :return bool: returns true if the cls supports the URL
        """
        raise NotImplementedError()

    @abstractmethod
[docs]    def deleteJobStore(self):
        """
        Removes the job store from the disk/store. Careful!
        """
        raise NotImplementedError()


[docs]    def getEnv(self):
        """
        Returns a dictionary of environment variables that this job store requires to be set in
        order to function properly on a worker.

        :rtype: dict[str,str]
        """
        return {}


    ##Cleanup functions

[docs]    def clean(self, jobCache=None):
        """
        Function to cleanup the state of a job store after a restart.
        Fixes jobs that might have been partially updated. Resets the try counts and removes jobs
        that are not successors of the current root job.

        :param dict[str,toil.jobWrapper.JobWrapper] jobCache: if a value it must be a dict
               from job ID keys to JobWrapper object values. Jobs will be loaded from the cache
               (which can be downloaded from the job store in a batch) instead of piecemeal when 
               recursed into.
        """
        if jobCache is None:
            logger.warning("Cleaning jobStore recursively. This may be slow.")
        
        # Functions to get and check the existence of jobs, using the jobCache
        # if present
        def getJob(jobId):
            if jobCache is not None:
                try:
                    return jobCache[jobId]
                except KeyError:
                    self.load(jobId)
            else:
                return self.load(jobId)

        def haveJob(jobId):
            if jobCache is not None:
                if jobCache.has_key(jobId):
                    return True
                else:
                    return self.exists(jobId)
            else:
                return self.exists(jobId)

        def getJobs():
            if jobCache is not None:
                return jobCache.itervalues()
            else:
                return self.jobs()
        
        # Iterate from the root jobWrapper and collate all jobs that are reachable from it
        # All other jobs returned by self.jobs() are orphaned and can be removed
        reachableFromRoot = set()

        def getConnectedJobs(jobWrapper):
            if jobWrapper.jobStoreID in reachableFromRoot:
                return
            reachableFromRoot.add(jobWrapper.jobStoreID)
            # Traverse jobs in stack
            for jobs in jobWrapper.stack:
                for successorJobStoreID in map(lambda x: x[0], jobs):
                    if successorJobStoreID not in reachableFromRoot and haveJob(successorJobStoreID):
                        getConnectedJobs(getJob(successorJobStoreID))
            # Traverse service jobs
            for jobs in jobWrapper.services:
                for serviceJobStoreID in map(lambda x: x[0], jobs):
                    if haveJob(serviceJobStoreID):
                        assert serviceJobStoreID not in reachableFromRoot
                        reachableFromRoot.add(serviceJobStoreID)

        logger.info("Checking job graph connectivity...")
        getConnectedJobs(self.loadRootJob())
        logger.info("%d jobs reachable from root." % len(reachableFromRoot))

        # Cleanup jobs that are not reachable from the root, and therefore orphaned
        jobsToDelete = filter(lambda x : x.jobStoreID not in reachableFromRoot, getJobs())
        for jobWrapper in jobsToDelete:
            # clean up any associated files before deletion
            for fileID in jobWrapper.filesToDelete:
                # Delete any files that should already be deleted
                logger.critical(
                    "Removing file in job store: %s that was marked for deletion but not previously removed" % fileID)
                self.deleteFile(fileID)
            # Delete the job
            self.delete(jobWrapper.jobStoreID)

        # Clean up jobs that are in reachable from the root
        for jobWrapper in (getJob(x) for x in reachableFromRoot):
            # jobWrappers here are necessarily in reachable from root.
            
            changed = [False] # This is a flag to indicate the jobWrapper state has 
            # changed
            
            # If the job has files to delete delete them.
            if len(jobWrapper.filesToDelete) != 0:
                # Delete any files that should already be deleted
                for fileID in jobWrapper.filesToDelete:
                    logger.critical("Removing file in job store: %s that was "
                                    "marked for deletion but not previously removed" % fileID)
                    self.deleteFile(fileID)
                jobWrapper.filesToDelete = []
                changed[0] = True

            # For a job whose command is already executed, remove jobs from the
            # stack that are already deleted. 
            # This cleans up the case that the jobWrapper
            # had successors to run, but had not been updated to reflect this
            if jobWrapper.command is None:
                stackSizeFn = lambda : sum(map(len, jobWrapper.stack))
                startStackSize = stackSizeFn()
                # Remove deleted jobs
                jobWrapper.stack = map(lambda x : filter(lambda y : self.exists(y[0]), x), jobWrapper.stack)
                # Remove empty stuff from the stack
                jobWrapper.stack = filter(lambda x : len(x) > 0, jobWrapper.stack)
                # Check if anything got removed
                if stackSizeFn() != startStackSize:
                    changed[0] = True
                
            # Cleanup any services that have already been finished.
            # Filter out deleted services and update the flags for services that exist
            # If there are services then renew  
            # the start and terminate flags if they have been removed
            def subFlagFile(jobStoreID, jobStoreFileID, flag):
                if self.fileExists(jobStoreFileID):
                    return jobStoreFileID
                
                # Make a new flag
                newFlag = self.getEmptyFileStoreID()
                
                # Load the jobWrapper for the service and initialise the link
                serviceJobWrapper = getJob(jobStoreID)
                
                if flag == 1:
                    logger.debug("Recreating a start service flag for job: %s, flag: %s", jobStoreID, newFlag)
                    serviceJobWrapper.startJobStoreID = newFlag
                elif flag == 2:
                    logger.debug("Recreating a terminate service flag for job: %s, flag: %s", jobStoreID, newFlag)
                    serviceJobWrapper.terminateJobStoreID = newFlag
                else:
                    logger.debug("Recreating a error service flag for job: %s, flag: %s", jobStoreID, newFlag)
                    assert flag == 3
                    serviceJobWrapper.errorJobStoreID = newFlag
                    
                # Update the service job on disk
                self.update(serviceJobWrapper)
                
                changed[0] = True
                
                return newFlag
            
            servicesSizeFn = lambda : sum(map(len, jobWrapper.services))
            startServicesSize = servicesSizeFn()
            jobWrapper.services = filter(lambda z : len(z) > 0, map(lambda serviceJobList : 
                                        map(lambda x : x[:4] + (subFlagFile(x[0], x[4], 1), 
                                                                subFlagFile(x[0], x[5], 2), 
                                                                subFlagFile(x[0], x[6], 3)), 
                                        filter(lambda y : self.exists(y[0]), serviceJobList)), jobWrapper.services)) 
            if servicesSizeFn() != startServicesSize:
                changed[0] = True

            # Reset the retry count of the jobWrapper
            if jobWrapper.remainingRetryCount != self._defaultTryCount():
                jobWrapper.remainingRetryCount = self._defaultTryCount()
                changed[0] = True

            # This cleans the old log file which may
            # have been left if the jobWrapper is being retried after a jobWrapper failure.
            if jobWrapper.logJobStoreFileID != None:
                self.delete(jobWrapper.logJobStoreFileID)
                jobWrapper.logJobStoreFileID = None
                changed[0] = True

            if changed[0]:  # Update, but only if a change has occurred
                logger.critical("Repairing job: %s" % jobWrapper.jobStoreID)
                self.update(jobWrapper)

        # Remove any crufty stats/logging files from the previous run
        logger.info("Discarding old statistics and logs...")
        self.readStatsAndLogging(lambda x: None)

        logger.info("Job store is clean")
        # TODO: reloading of the rootJob may be redundant here
        return self.loadRootJob()


    ##########################################
    # The following methods deal with creating/loading/updating/writing/checking for the
    # existence of jobs
    ##########################################  

    @abstractmethod
[docs]    def create(self, command, memory, cores, disk, preemptable, predecessorNumber=0):
        """
        Creates a jobWrapper with specified resources and command, adds it to the job store and
        returns it.
        
        :param str command: the shell command that will be executed when the job is being run

        :param int memory: the amount of RAM in bytes needed to run the job

        :param float cores: the number of cores needed to run the job

        :param int disk: the amount of disk in bytes needed to run the job

        :param bool preemptable: whether the job can be run on a preemptable node

        :param int predecessorNumber: argument to the job constructor. Specifies the number of
               other jobWrappers that specify this job in their stack

        :return: the newly created jobWrapper object
        :rtype: toil.jobWrapper.JobWrapper
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def exists(self, jobStoreID):
        """
        Indicates whether the job with the specified jobStoreID exists in the job store

        :rtype: bool
        """
        raise NotImplementedError()


    # One year should be sufficient to finish any pipeline ;-)
    publicUrlExpiration = timedelta(days=365)

    @abstractmethod
[docs]    def getPublicUrl(self, fileName):
        """
        Returns a publicly accessible URL to the given file in the job store. The returned URL may
        expire as early as 1h after its been returned. Throw an exception if the file does not
        exist.

        :param str fileName: the jobStoreFileID of the file to generate a URL for

        :raise NoSuchFileException: if the specified file does not exist in this job store

        :rtype: str
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def getSharedPublicUrl(self, sharedFileName):
        """
        Differs from :meth:`getPublicUrl` in that this method is for generating URLs for shared
        files written by :meth:`writeSharedFileStream`.

        Returns a publicly accessible URL to the given file in the job store. The returned URL
        starts with 'http:',  'https:' or 'file:'. The returned URL may expire as early as 1h
        after its been returned. Throw an exception if the file does not exist.

        :param str sharedFileName: The name of the shared file to generate a publically accessible url for.

        :raise NoSuchFileException: raised if the specified file does not exist in the store

        :rtype: str
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def load(self, jobStoreID):
        """
        Loads the job referenced by the given ID and returns it.

        :param str jobStoreID: the ID of the job to load

        :raise NoSuchJobException: if there is no job with the given ID

        :rtype: toil.jobWrapper.JobWrapper
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def update(self, job):
        """
        Persists the job in this store atomically.

        :param toil.jobWrapper.JobWrapper job: the job to write to this job store
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def delete(self, jobStoreID):
        """
        Removes from store atomically, can not then subsequently call load(), write(), update(),
        etc. with the job.

        This operation is idempotent, i.e. deleting a job twice or deleting a non-existent job
        will succeed silently.

        :param str jobStoreID: the ID of the job to delete from this job store
        """
        raise NotImplementedError()


[docs]    def jobs(self):
        """
        Best effort attempt to return iterator on all jobs in the store. The iterator may not
        return all jobs and may also contain orphaned jobs that have already finished succesfully
        and should not be rerun. To guarantee you get any and all jobs that can be run instead
        construct a more expensive ToilState object

        :return: Returns iterator on jobs in the store. The iterator may or may not contain all jobs and may contain
                 invalid jobs
        :rtype: Iterator[toil.jobWrapper.JobWrapper]
        """
        raise NotImplementedError()


    ##########################################
    # The following provide an way of creating/reading/writing/updating files
    # associated with a given job.
    ##########################################  

    @abstractmethod
[docs]    def writeFile(self, localFilePath, jobStoreID=None):
        """
        Takes a file (as a path) and places it in this job store. Returns an ID that can be used
        to retrieve the file at a later time. 

        :param str localFilePath: the path to the local file that will be uploaded to the job store.

        :param str|None jobStoreID: If specified the file will be associated with that job and when
               jobStore.delete(job) is called all files written with the given job.jobStoreID will
               be removed from the job store.

        :raise ConcurrentFileModificationException: if the file was modified concurrently during
               an invocation of this method

        :raise NoSuchJobException: if the job specified via jobStoreID does not exist

        FIXME: some implementations may not raise this

        :return: an ID referencing the newly created file and can be used to read the
                 file in the future.
        :rtype: str
        """
        raise NotImplementedError()


    @abstractmethod
    @contextmanager
[docs]    def writeFileStream(self, jobStoreID=None):
        """
        Similar to writeFile, but returns a context manager yielding a tuple of 
        1) a file handle which can be written to and 2) the ID of the resulting 
        file in the job store. The yielded file handle does not need to and 
        should not be closed explicitly.

        :param str jobStoreID: the id of a job, or None. If specified, the file will be associated
               with that job and when when jobStore.delete(job) is called all files written with the
               given job.jobStoreID will be removed from the job store.

        :raise ConcurrentFileModificationException: if the file was modified concurrently during
               an invocation of this method

        :raise NoSuchJobException: if the job specified via jobStoreID does not exist

        FIXME: some implementations may not raise this

        :return: an ID that references the newly created file and can be used to read the
                 file in the future.
        :rtype: str
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def getEmptyFileStoreID(self, jobStoreID=None):
        """
        Creates an empty file in the job store and returns its ID.
        Call to fileExists(getEmptyFileStoreID(jobStoreID)) will return True.
        
        :param str jobStoreID: the id of a job, or None. If specified, the file will be associated with
               that job and when jobStore.delete(job) is called a best effort attempt is made to delete
               all files written with the given job.jobStoreID

        :return: a jobStoreFileID that references the newly created file and can be used to reference the
                 file in the future.
        :rtype: str
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def readFile(self, jobStoreFileID, localFilePath):
        """
        Copies the file referenced by jobStoreFileID to the given local file path. The version 
        will be consistent with the last copy of the file written/updated. 
        
        The file at the given local path may not be modified after this method returns! 

        :param str jobStoreFileID: ID of the file to be copied

        :param str localFilePath: the local path indicating where to place the contents of the 
               given file in the job store 
        """
        raise NotImplementedError()


    @abstractmethod
    @contextmanager
[docs]    def readFileStream(self, jobStoreFileID):
        """
        Similar to readFile, but returns a context manager yielding a file handle which can be
        read from. The yielded file handle does not need to and should not be closed explicitly.

        :param str jobStoreFileID: ID of the file to get a readable file handle for
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def deleteFile(self, jobStoreFileID):
        """
        Deletes the file with the given ID from this job store. This operation is idempotent, i.e.
        deleting a file twice or deleting a non-existent file will succeed silently.

        :param str jobStoreFileID: ID of the file to delete
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def fileExists(self, jobStoreFileID):
        """
        Determine whether a file exists in this job store.

        :param str jobStoreFileID: an ID referencing the file to be checked

        :rtype: bool
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def updateFile(self, jobStoreFileID, localFilePath):
        """
        Replaces the existing version of a file in the job store. Throws an exception if the file
        does not exist.

        :param str jobStoreFileID: the ID of the file in the job store to be updated

        :param str localFilePath: the local path to a file that will overwrite the current version
          in the job store

        :raise ConcurrentFileModificationException: if the file was modified concurrently during
               an invocation of this method

        :raise NoSuchFileException: if the specified file does not exist
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def updateFileStream(self, jobStoreFileID):
        """
        Replaces the existing version of a file in the job store. Similar to writeFile, but
        returns a context manager yielding a file handle which can be written to. The
        yielded file handle does not need to and should not be closed explicitly.

        :param str jobStoreFileID: the ID of the file in the job store to be updated

        :raise ConcurrentFileModificationException: if the file was modified concurrently during
               an invocation of this method

        :raise NoSuchFileException: if the specified file does not exist
        """
        raise NotImplementedError()


    ##########################################
    # The following methods deal with shared files, i.e. files not associated
    # with specific jobs.
    ##########################################  

    sharedFileNameRegex = re.compile(r'^[a-zA-Z0-9._-]+$')

    # FIXME: Rename to updateSharedFileStream

    @abstractmethod
    @contextmanager
[docs]    def writeSharedFileStream(self, sharedFileName, isProtected=None):
        """
        Returns a context manager yielding a writable file handle to the global file referenced
        by the given name.

        :param str sharedFileName: A file name matching AbstractJobStore.fileNameRegex, unique within
               this job store

        :param bool isProtected: True if the file must be encrypted, None if it may be encrypted or
               False if it must be stored in the clear.

        :raise ConcurrentFileModificationException: if the file was modified concurrently during
               an invocation of this method
        """
        raise NotImplementedError()


    @abstractmethod
    @contextmanager
[docs]    def readSharedFileStream(self, sharedFileName):
        """
        Returns a context manager yielding a readable file handle to the global file referenced
        by the given name.

        :param str sharedFileName: A file name matching AbstractJobStore.fileNameRegex, unique within
               this job store
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def writeStatsAndLogging(self, statsAndLoggingString):
        """
        Adds the given statistics/logging string to the store of statistics info.

        :param str statsAndLoggingString: the string to be written to the stats file

        :raise ConcurrentFileModificationException: if the file was modified concurrently during
               an invocation of this method
        """
        raise NotImplementedError()


    @abstractmethod
[docs]    def readStatsAndLogging(self, callback, readAll=False):
        """
        Reads stats/logging strings accumulated by the writeStatsAndLogging() method. For each
        stats/logging string this method calls the given callback function with an open,
        readable file handle from which the stats string can be read. Returns the number of
        stats/logging strings processed. Each stats/logging string is only processed once unless
        the readAll parameter is set, in which case the given callback will be invoked for all
        existing stats/logging strings, including the ones from a previous invocation of this
        method.

        :param Callable callback: a function to be applied to each of the stats file handles found

        :param bool readAll: a boolean indicating whether to read the already processed stats files
               in addition to the unread stats files

        :raise ConcurrentFileModificationException: if the file was modified concurrently during
               an invocation of this method

        :return: the number of stats files processed
        :rtype: int
        """
        raise NotImplementedError()


    ## Helper methods for subclasses

    def _defaultTryCount(self):
        return int(self.config.retryCount + 1)

    @classmethod
    def _validateSharedFileName(cls, sharedFileName):
        return bool(cls.sharedFileNameRegex.match(sharedFileName))

    @classmethod
    def _requireValidSharedFileName(cls, sharedFileName):
        if not cls._validateSharedFileName(sharedFileName):
            raise ValueError("Not a valid shared file name: '%s'." % sharedFileName)



class JobStoreSupport(AbstractJobStore):
    __metaclass__ = ABCMeta

    @classmethod
    def _supportsUrl(cls, url, export=False):
        return url.scheme.lower() in ('http', 'https') and not export

    @classmethod
    def _readFromUrl(cls, url, writable):
        for attempt in retry_http():
            with attempt:
                with closing(urllib2.urlopen(url.geturl())) as readable:
                    shutil.copyfileobj(readable, writable)
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  Source code for toil.test.src.jobCacheEjectionTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import, print_function
import random
import os
import tempfile

from toil.job import Job
from toil.test import ToilTest

class JobCacheEjectionTest(ToilTest):
    """
    Tests testing the Job.FileStore class
    """
    def testCacheEjection(self):
        """
        Test cache always always ejects least recently created file
        """
        # Makes three jobs that create an output file each which they write to filestore.  The combined size of any two
        # files is always less that cacheSize but the combined size of all 3 is always more so 1 file always has to be
        # ejected. Test to ensure that A is always ejected regardless of size.
        #  Make a temp directory for the test
        test_dir = self._createTempDir()
        for test in xrange(10):
            options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
            options.logLevel = "DEBUG"
            options.cacheSize = 100000
            options.retryCount=100
            options.badWorker=0.5
            options.badWorkerFailInterval = 1.0
            # Create a temp file to write the test results
            handle, logfile = tempfile.mkstemp(dir=test_dir)
            os.close(handle)
            file_sizes = [50000, 40000, 30000]
            # Randomize to (potentially) test all combinations
            random.shuffle(file_sizes)
            # Run the workflow. A, B and C do the cache operations, and D prints test status to tempFile
            A = Job.wrapJobFn(fileTestJob, file_sizes[0])
            B = Job.wrapJobFn(fileTestJob, file_sizes[0])
            C = Job.wrapJobFn(fileTestJob, file_sizes[0])
            D = Job.wrapJobFn(fileTestCache, A.rv(), B.rv(), C.rv(), logfile)
            A.addChild(B)
            B.addChild(C)
            C.addChild(D)
            Job.Runner.startToil(A, options)
            #  Assert jobs passed by reading test results from tempFile
            with open(logfile, 'r') as outfile:
                for test_status in outfile:
                    assert test_status.strip() == 'True'



[docs]def fileTestCache(job, file_a, file_b, file_c, logfile):
    """
    Test job exercises Job.FileStore functions
    """
    with open(logfile, 'w') as lf:
        print(file_a not in job.fileStore._jobStoreFileIDToCacheLocation.items(), file=lf)
        print(file_b not in job.fileStore._jobStoreFileIDToCacheLocation.items(), file=lf)
        print(file_c not in job.fileStore._jobStoreFileIDToCacheLocation.items(), file=lf)


[docs]def fileTestJob(job, file_size):
    """
    Test job exercises Job.FileStore functions
    """
    def randomString(str_len):
        chars = "ABCDEFGHIJKLMNOPQRSTUVWXYZ"
        s = "".join(map(lambda i : random.choice(chars), xrange(str_len)))
        return s
    if random.random() > 0.5:
        #Make a local copy of the file
        tempFile = job.fileStore.getLocalTempFile()
    else:
        tempDir = job.fileStore.getLocalTempDir()
        handle, tempFile = tempfile.mkstemp(dir=tempDir)
        os.close(handle)
    with open(tempFile, 'w') as fH:
        fH.write(os.urandom(file_size))
    job.fileStore.writeGlobalFile(tempFile)
    return fH.name
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  Source code for toil.test.src.userDefinedJobArgTypeTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
import sys
from subprocess import check_call
from toil.job import Job
from toil.test import ToilTest


class UserDefinedJobArgTypeTest(ToilTest):
    """
    Test for issue #423 (Toil can't unpickle classes defined in user scripts) and variants
    thereof.

    https://github.com/BD2KGenomics/toil/issues/423
    """

    def setUp(self):
        super(UserDefinedJobArgTypeTest, self).setUp()
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.logLevel = "INFO"
        options.foo = Foo()
        self.options = options

    def testJobFunction(self):
        """Test with first job being a function"""
        Job.Runner.startToil(Job.wrapJobFn(jobFunction, 0, Foo()), self.options)

    def testJobClass(self):
        """Test with first job being an instance of a class"""
        Job.Runner.startToil(JobClass(0, Foo()), self.options)

    def testJobFunctionFromMain(self):
        """Test with first job being a function defined in __main__"""
        self._testFromMain()

    def testJobClassFromMain(self):
        """Test with first job being an instance of a class defined in __main__"""
        self._testFromMain()

    def _testFromMain(self):
        testMethodName = self.id().split('.')[-1]
        self.assertTrue(testMethodName.endswith('FromMain'))
        check_call([sys.executable, '-m', self.__module__, testMethodName[:-8]])


class JobClass(Job):
    def __init__(self, level, foo):
        Job.__init__(self, memory=100000, cores=2, disk="300M")
        self.level = level
        self.foo = foo

    def run(self, fileStore):
        self.foo.assertIsCopy()
        if self.level < 2:
            self.addChildJobFn(jobFunction, self.level + 1, Foo(), cores=1, memory="1M",
                               disk="300M")


[docs]def jobFunction(job, level, foo):
    foo.assertIsCopy()
    if level < 2:
        job.addChild(JobClass(level + 1, Foo()))



class Foo(object):
    def __init__(self):
        super(Foo, self).__init__()
        self.original_id = id(self)

    def assertIsCopy(self):
        assert self.original_id != id(self)


[docs]def main():
    testMethodName = sys.argv[1]
    test = UserDefinedJobArgTypeTest(testMethodName)
    test.setUpClass()
    test.debug()
    test.tearDownClass()
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Running Spark on Toil



General Architecture


Toil’s Service Job infrastructure (toil.job.ServiceJob) allows for
the creation of long lived services that persist for the whole duration of
a subtree of a Toil workflow DAG. This infrastructure can be used to implement
a cluster running Apache Spark_ [ZAHARIA12] and the Apache Hadoop_
Distributed File System (HDFS). We run Apache Spark in standalone mode on
top of Toil.





		[ZAHARIA12]		Zaharia, Matei, et al. “Resilient distributed datasets: A fault-tolerant abstraction for in-memory cluster computing.” Proceedings of the 9th USENIX conference on Networked Systems Design and Implementation. USENIX Association, 2012.






Similar to Toil, both Spark and HDFS use a master/slave architecture. In Spark,
the application driver (typically the user application or shell) submits work
to the Spark master, which manages the scheduling and distribution of work
across a collection of Spark workers. Spark is typically used with a distributed
mounted file system, that ensures that a given file can be accessed by all of
the workers in the cluster. We run Spark on top of HDFS, which is a typical
configuration. However, Spark can also load data from block stores like S3, or
from HPC style distributed file systems like NFS, Gluster, or Ceph. In HDFS,
the master is called the namenode, and workers are datanodes. The HDFS namenode
manages file metadata across the cluster, while the datanodes store the raw data.
HDFS has very good performance for large reads; write performance varies with
the cluster configuration.


We decompose this cluster into two separate classes inside of Toil:
toil.lib.spark.SparkService and
toil.lib.spark.WorkerService. The
toil.lib.spark.SparkService class launches the Spark master
and HDFS namenode, and then adds one or more
toil.lib.spark.WorkerService child services. The
toil.lib.spark.WorkerService class then launches the
Spark worker and HDFS datanode. The individual Spark and HDFS applications are
run using docker containers from cgl-docker-lib [https://github.com/BD2KGenomics/cgl-docker-lib].





Launching a Spark Cluster


To launch a Spark cluster, import:



		::


		from toil.lib.spark import spawn_spark_cluster





Then, add a service job:



		::


		masterIPPromise = spawn_spark_cluster(job, ...)





The service job will return a promise for the IP address of the master node.
The service job takes several parameters:



		job: The job that the Spark cluster should descend from.


		sudo: Whether or not to run the Docker containers with sudo permission.


		numWorkers: The number of workers to start in the cluster. Must be greater than
or equal to one.





We also take several optional parameters:



		cores: An optional parameter to set the number of cores that each machine should
use. If not provided, we will auto-detect the cores on a worker.


		overrideLeaderIP: an optional parameter that can override the leader IP.


		memory: The amount of memory to allocate for each worker used by Spark.


		disk: The amount of disk to request for each worker.





When launching a Spark cluster, there is one important caveat: the job that
launches the services must be executed with checkpoint = True. If the job is
not checkpointable, then the cluster may not restart robustly. This is important
if you are running on a preemptable cluster: in Spark and HDFS, failed workers can
be restarted, but a failed master will cause all workers in the cluster to
dissociate. If the cluster does not restart, this causes a deadlock.





Using Locally


To use Spark locally, you must install Toil and Docker. Docker installation
instructions can be found [here](https://docs.docker.com/engine/installation/).
For examples of how to connect to a Toil-based Spark cluster, see the Spark
unit tests:



		::


		make test tests=src/toil/test/spark/sparkTest.py





These unit tests create a Spark cluster, and then run a simple job using PySpark.


You must install Spark and make PySpark available on your
Python PATH. Pre-built binaries for Spark can be downloaded from the
[Apache Spark downloads page](http://spark.apache.org/downloads.html). Once
these are downloaded, untar the archive, and add the following location
to your PYTHONPATH environment variable:



		::


		export PYTHONPATH=${SPARK_HOME}/python:${SPARK_HOME}/python/lib/py4j-0.10.1-src.zip:${PYTHONPATH}





SPARK_HOME should be the location where you installed Spark. We run
Spark 1.5.2 by default, but are compatible with all Spark versions prior
to 1.5.2, and may be compatible with some Spark 1.6.x programs.
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  Source code for toil.test.mesos.stress

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import
import sys
from argparse import ArgumentParser

from toil.job import Job

[docs]def touchFile( fileStore ):
    with fileStore.writeGlobalFileStream() as (f, id):
        f.write( "This is a triumph" )


class LongTestJob(Job):
    def __init__(self, numJobs):
        Job.__init__(self,  memory=100000, cores=0.01)
        self.numJobs = numJobs

    def run(self, fileStore):
        for i in range(0,self.numJobs):
            self.addChild(HelloWorldJob(i))
        self.addFollowOn(LongTestFollowOn())

class LongTestFollowOn(Job):

    def __init__(self):
        Job.__init__(self,  memory=1000000, cores=0.01)

    def run(self, fileStore):
        touchFile( fileStore )

class HelloWorldJob(Job):

    def __init__(self,i):
        Job.__init__(self,  memory=100000, cores=0.01)
        self.i=i


    def run(self, fileStore):
        touchFile( fileStore )
        self.addFollowOn(HelloWorldFollowOn(self.i))

class HelloWorldFollowOn(Job):

    def __init__(self,i):
        Job.__init__(self,  memory=200000, cores=0.01)
        self.i = i

    def run(self, fileStore):
        touchFile( fileStore)

[docs]def main(numJobs):
    # Boilerplate -- startToil requires options
    parser = ArgumentParser()
    Job.Runner.addToilOptions(parser)
    options = parser.parse_args( args=["./toilTest"] )
    options.batchSystem="mesos"
    # Launch first toil Job
    i = LongTestJob( numJobs )
    Job.Runner.startToil(i,  options )


if __name__=="__main__":
    main(numJobs=5)
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  Source code for toil.test.mesos.helloWorld

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
"""
A simple user script for Toil
"""

from __future__ import absolute_import
import argparse
import os
from toil.common import Toil
from toil.job import Job

childMessage = "The child job is now running!"
parentMessage = "The parent job is now running!"

[docs]def hello_world(job):

    job.fileStore.logToMaster(parentMessage)
    with open('foo_bam.txt', 'w') as handle:
        handle.write('\nThis is a triumph...\n')

    # Assign FileStoreID to a given file
    foo_bam = job.fileStore.writeGlobalFile('foo_bam.txt')


    # Spawn child
    job.addChildJobFn(hello_world_child, foo_bam, memory=100, cores=0.5, disk="3G")



[docs]def hello_world_child(job, hw):

    path = job.fileStore.readGlobalFile(hw)
    job.fileStore.logToMaster(childMessage)
    # NOTE: path and the udpated file are stored to /tmp
    # If we want to SAVE our changes to this tmp file, we must write it out.
    with open(path, 'r') as r:
        with open('bar_bam.txt', 'w') as handle:
            for line in r.readlines():
                handle.write(line)

    # Assign FileStoreID to a given file
    # can also use:  job.updateGlobalFile() given the FileStoreID instantiation.
    job.fileStore.writeGlobalFile('bar_bam.txt')



[docs]def main():
    # Boilerplate -- startToil requires options

    parser = argparse.ArgumentParser()
    Job.Runner.addToilOptions(parser)
    options = parser.parse_args()

    # Create object that contains our FileStoreIDs

    # Launch first toil Job
    i = Job.wrapJobFn(hello_world, memory=100, cores=0.5, disk="3G")
    with Toil(options) as toil:
        toil.start(i)



if __name__ == '__main__':
    main()
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  Source code for toil.test.src.retainTempDirTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import, print_function
import os
import shutil
from toil.job import Job
from toil.leader import FailedJobsException
from toil.test import ToilTest

class CleanWorkDirTest(ToilTest):
    """
    Tests testing the Job.FileStore class
    """
    def setUp(self):
        super(CleanWorkDirTest, self).setUp()
        self.testDir = self._createTempDir()

    def tearDown(self):
        super(CleanWorkDirTest, self).tearDown()
        shutil.rmtree(self.testDir)

    def testNever(self):
        retainedTempData = self._runAndReturnWorkDir("never", job=tempFileTestJob)
        self.assertNotEqual(retainedTempData, [], "The worker's temporary workspace was deleted despite "
                                                  "cleanWorkDir being set to 'never'")

    def testAlways(self):
        retainedTempData = self._runAndReturnWorkDir("always", job=tempFileTestJob)
        self.assertEqual(retainedTempData, [], "The worker's temporary workspace was not deleted despite "
                                               "cleanWorkDir being set to 'always'")

    def testOnErrorWithError(self):
        retainedTempData = self._runAndReturnWorkDir("onError", job=tempFileTestErrorJob, expectError=True)
        self.assertEqual(retainedTempData, [], "The worker's temporary workspace was not deleted despite "
                                               "an error occurring and cleanWorkDir being set to 'onError'")

    def testOnErrorWithNoError(self):
        retainedTempData = self._runAndReturnWorkDir("onError", job=tempFileTestJob)
        self.assertNotEqual(retainedTempData, [], "The worker's temporary workspace was deleted despite "
                                                  "no error occurring and cleanWorkDir being set to 'onError'")

    def testOnSuccessWithError(self):
        retainedTempData = self._runAndReturnWorkDir("onSuccess", job=tempFileTestErrorJob, expectError=True)
        self.assertNotEqual(retainedTempData, [], "The worker's temporary workspace was deleted despite "
                                                  "an error occurring and cleanWorkDir being set to 'onSuccesss'")

    def testOnSuccessWithSuccess(self):
        retainedTempData = self._runAndReturnWorkDir("onSuccess", job=tempFileTestJob)
        self.assertEqual(retainedTempData, [], "The worker's temporary workspace was not deleted despite "
                                               "a successful job execution and cleanWorkDir being set to 'onSuccesss'")

    def _runAndReturnWorkDir(self, cleanWorkDir, job, expectError=False):
        """
        Runs toil with the specified job and cleanWorkDir setting. expectError determines whether the test's toil
        run is expected to succeed, and the test will fail if that expectation is not met. returns the contents of
        the workDir after completion of the run
        """
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.workDir = self.testDir
        options.clean = "always"
        options.cleanWorkDir = cleanWorkDir
        A = Job.wrapJobFn(job)
        if expectError:
            self._launchError(A, options)
        else:
            self._launchRegular(A, options)
        return os.listdir(self.testDir)

    def _launchRegular(self, A, options):
        Job.Runner.startToil(A, options)

    def _launchError(self, A, options):
        try:
            Job.Runner.startToil(A, options)
        except FailedJobsException:
            pass  # we expect a job to fail here
        else:
            self.fail("Toil run succeeded unexpectedly")

[docs]def tempFileTestJob(job):
    with open(job.fileStore.getLocalTempFile(), "w") as f:
        f.write("test file retention")


[docs]def tempFileTestErrorJob(job):
    with open(job.fileStore.getLocalTempFile(), "w") as f:
        f.write("test file retention")
    raise RuntimeError()  # test failure
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  Source code for toil.lib.spark

# Copyright (C) 2016 UCSC Computational Genomics Lab
# Copyright (C) 2016 UC Berkeley AMPLab
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import logging
import multiprocessing
import os
import subprocess
import time

from toil.job import Job

_log = logging.getLogger(__name__)
_SPARK_MASTER_PORT = "7077"

[docs]def spawn_spark_cluster(job,
                        sudo,
                        numWorkers,
                        cores=None,
                        memory=None,
                        disk=None,
                        overrideLeaderIP=None):
    '''
    :param sudo: Whether this code should run docker containers with sudo.
    :param numWorkers: The number of worker nodes to have in the cluster. \
    Must be greater than or equal to 1.
    :param cores: Optional parameter to set the number of cores per node. \
    If not provided, we use the number of cores on the node that launches \
    the service.
    :param memory: Optional parameter to set the memory requested per node.
    :param disk: Optional parameter to set the disk requested per node.
    :type sudo: boolean
    :type leaderMemory: int or string convertable by bd2k.util.humanize.human2bytes to an int
    :type numWorkers: int
    :type cores: int
    :type memory: int or string convertable by bd2k.util.humanize.human2bytes to an int
    :type disk: int or string convertable by bd2k.util.humanize.human2bytes to an int
    '''

    if numWorkers < 1:
        raise ValueError("Must have more than one worker. %d given." % numWorkers)

    leaderService = SparkService(sudo,
                                 cores=cores,
                                 memory=memory,
                                 disk=disk,
                                 overrideLeaderIP=overrideLeaderIP)
    leaderIP = job.addService(leaderService)
    for i in range(numWorkers):
        job.addService(WorkerService(leaderIP,
                                     sudo,
                                     cores=cores,
                                     disk=disk,
                                     memory=memory),
                       parentService=leaderService)

    return leaderIP


#
# FIXME: Where should this go?
# See discussion in https://github.com/BD2KGenomics/toil-scripts/pull/190.
# @benedictpaten thinks this should go in toil. If so, where in toil?
#
# @jvivian has been tagged to resolve this at a later point in time
#
def _docker_call(work_dir,
                 tool_parameters,
                 tool,
                 java_opts=None,
                 outfile=None,
                 sudo=False,
                 docker_parameters=None,
                 check_output=False,
                 no_rm=False):
    """
    Makes subprocess call of a command to a docker container.

    tool_parameters: list   An array of the parameters to be passed to the tool
    tool: str               Name of the Docker image to be used (e.g. quay.io/ucsc_cgl/samtools)
    java_opts: str          Optional commands to pass to a java jar execution. (e.g. '-Xmx15G')
    outfile: file           Filehandle that stderr will be passed to
    sudo: bool              If the user wants the docker command executed as sudo
    """
    rm = '--rm'
    if no_rm:
        rm = ''

    base_docker_call = ('docker run %s --log-driver=none -v %s:/data' % (rm, work_dir)).split()

    if sudo:
        base_docker_call = ['sudo'] + base_docker_call
    if java_opts:
        base_docker_call = base_docker_call + ['-e', 'JAVA_OPTS={}'.format(java_opts)]
    if docker_parameters:
        base_docker_call = base_docker_call + docker_parameters

    _log.warn("Calling docker with %s." % " ".join(base_docker_call + [tool] + tool_parameters))

    try:
        if outfile:
            subprocess.check_call(base_docker_call + [tool] + tool_parameters, stdout=outfile)
        else:
            if check_output:
                return subprocess.check_output(base_docker_call + [tool] + tool_parameters)
            else:
                subprocess.check_call(base_docker_call + [tool] + tool_parameters)

    except subprocess.CalledProcessError:
        raise RuntimeError('docker command returned a non-zero exit status. Check error logs.')
    except OSError:
        raise RuntimeError('docker not found on system. Install on all nodes.')


def _checkContainerStatus(sparkContainerID,
                          hdfsContainerID,
                          sparkNoun='leader',
                          hdfsNoun='namenode'):

    containers = subprocess.check_output(["docker", "ps", "-q"])

    # docker ps emits shortened versions of the hash
    # these shortened hashes are 12 characters long
    shortSpark = sparkContainerID[0:11]
    shortHdfs = hdfsContainerID[0:11]

    if ((sparkContainerID not in containers and
         shortSpark not in containers) or
        (hdfsContainerID not in containers and
         shortHdfs not in containers)):
        raise RuntimeError('Lost both Spark %s and HDFS %s.' % (sparkNoun, hdfsNoun))
    elif sparkContainerID not in containers and shortSpark not in containers:
        raise RuntimeError('Lost Spark %s. %r' % sparkNoun)
    elif hdfsContainerID not in containers and shortHdfs not in containers:
        raise RuntimeError('Lost HDFS %s. %r' % hdfsNoun)
    else:
        return True
    

class SparkService(Job.Service):
    """
    A Service job that spins up a Spark cluster that child jobs can then attach
    to. If the job that spawns this job is run with `checkpoint = True`, then
    this service will robustly restart the Spark cluster upon the loss of any
    nodes in the cluster.
    """

    def __init__(self,
                 sudo,
                 memory=None,
                 disk=None,
                 cores=None,
                 overrideLeaderIP=None):
        """
        :param sudo: Whether this code should run docker containers with sudo.
        :param memory: The amount of memory to be requested for the Spark leader. Optional.
        :param disk: The amount of disk to be requested for the Spark leader. Optional.
        :param cores: Optional parameter to set the number of cores per node. \
        If not provided, we use the number of cores on the node that launches \
        the service.
        :type sudo: boolean
        :type memory: int or string convertable by bd2k.util.humanize.human2bytes to an int
        :type disk: int or string convertable by bd2k.util.humanize.human2bytes to an int
        :type cores: int
        """
        self.sudo = sudo

        if cores is None:
            cores = multiprocessing.cpu_count()

        self.hostname = overrideLeaderIP

        Job.Service.__init__(self, memory=memory, cores=cores, disk=disk)


    def start(self, fileStore):
        """
        Start spark and hdfs master containers

        :param fileStore: Unused
        """

        if self.hostname is None:
            self.hostname = subprocess.check_output(["hostname", "-f",])[:-1]

        _log.info("Started Spark master container.")
        self.sparkContainerID = _docker_call(no_rm = True,
                                             work_dir = os.getcwd(),
                                             tool = "quay.io/ucsc_cgl/apache-spark-master:1.5.2",
                                             docker_parameters = ["--net=host",
                                                                  "-d",
                                                                  "-v", "/mnt/ephemeral/:/ephemeral/:rw",
                                                                  "-e", "SPARK_MASTER_IP="+self.hostname,
                                                                  "-e", "SPARK_LOCAL_DIRS=/ephemeral/spark/local",
                                                                  "-e", "SPARK_WORKER_DIR=/ephemeral/spark/work"],
                                             tool_parameters = [self.hostname],
                                             sudo = self.sudo,
                                             check_output = True)[:-1]
        _log.info("Started HDFS Datanode.")
        self.hdfsContainerID = _docker_call(no_rm = True,
                                            work_dir = os.getcwd(),
                                            tool = "quay.io/ucsc_cgl/apache-hadoop-master:2.6.2",
                                            docker_parameters = ["--net=host",
                                                                 "-d"],
                                            tool_parameters = [self.hostname],
                                            sudo = self.sudo,
                                            check_output = True)[:-1]

        return self.hostname


    def stop(self, fileStore):
        """
        Stop and remove spark and hdfs master containers

        fileStore: Unused
        """

        sudo = []
        if self.sudo:
            sudo = ["sudo"]
            
        subprocess.call(sudo + ["docker", "exec", self.sparkContainerID, "rm", "-r", "/ephemeral/spark"])
        subprocess.call(sudo + ["docker", "stop", self.sparkContainerID])
        subprocess.call(sudo + ["docker", "rm", self.sparkContainerID])
        _log.info("Stopped Spark master.")

        subprocess.call(sudo + ["docker", "stop", self.hdfsContainerID])
        subprocess.call(sudo + ["docker", "rm", self.hdfsContainerID])
        _log.info("Stopped HDFS namenode.")

        return


    def check(self):
        """
        Checks to see if Spark master and HDFS namenode are still running.
        """
        
        status = _checkContainerStatus(self.sparkContainerID, self.hdfsContainerID)

        return status

class WorkerService(Job.Service):
    """
    Service Job that implements the worker nodes in a Spark/HDFS cluster.
    Should not be called outside of `SparkService`.
    """
    
    def __init__(self, masterIP, sudo, memory=None, cores=None, disk=None):
        """
        :param sudo: Whether this code should run docker containers with sudo.
        :param memory: The memory requirement for each node in the cluster. Optional.
        :param disk: The disk requirement for each node in the cluster. Optional.
        :param cores: Optional parameter to set the number of cores per node. \
        If not provided, we use the number of cores on the node that launches \
        the service.
        :type sudo: boolean
        :type memory: int or string convertable by bd2k.util.humanize.human2bytes to an int
        :type disk: int or string convertable by bd2k.util.humanize.human2bytes to an int
        :type cores: int
        """

        self.masterIP = masterIP
        self.sudo = sudo

        if cores is None:
            cores = multiprocessing.cpu_count()
            
        Job.Service.__init__(self, memory=memory, cores=cores, disk=disk)


    def start(self, fileStore):
        """
        Start spark and hdfs worker containers

        :param fileStore: Unused
        """

        # start spark and our datanode
        self.sparkContainerID = _docker_call(no_rm = True,
                                             work_dir = os.getcwd(),
                                             tool = "quay.io/ucsc_cgl/apache-spark-worker:1.5.2",
                                             docker_parameters = ["--net=host", 
                                                                  "-d",
                                                                  "-v", "/mnt/ephemeral/:/ephemeral/:rw",
                                                                  "-e", "\"SPARK_MASTER_IP="+self.masterIP+":"+_SPARK_MASTER_PORT+"\"",
                                                                  "-e", "SPARK_LOCAL_DIRS=/ephemeral/spark/local",
                                                                  "-e", "SPARK_WORKER_DIR=/ephemeral/spark/work"],
                                             tool_parameters = [self.masterIP+":"+_SPARK_MASTER_PORT],
                                             sudo = self.sudo,
                                             check_output = True)[:-1]
        self.__start_datanode()
        
        # fake do/while to check if HDFS is up
        hdfs_down = True
        retries = 0
        while hdfs_down and (retries < 5):

            _log.info("Sleeping 30 seconds before checking HDFS startup.")
            time.sleep(30)
            clusterID = ""
            try:
                clusterID = check_output(["docker",
                                          "exec",
                                          self.hdfsContainerID,
                                          "grep",
                                          "clusterID",
                                          "-R",
                                          "/opt/apache-hadoop/logs"])
            except:
                # grep returns a non-zero exit code if the pattern is not found
                # we expect to not find the pattern, so a non-zero code is OK
                pass

            if "Incompatible" in clusterID:
                _log.warning("Hadoop Datanode failed to start with: %s", clusterID)
                _log.warning("Retrying container startup, retry #%d.", retries)
                retries += 1

                _log.warning("Removing ephemeral hdfs directory.")
                check_call(["docker",
                            "exec",
                            self.hdfsContainerID,
                            "rm",
                            "-rf",
                            "/ephemeral/hdfs"])

                _log.warning("Killing container %s.", self.hdfsContainerID)
                check_call(["docker",
                            "kill",
                            self.hdfsContainerID])

                # todo: this is copied code. clean up!
                _log.info("Restarting datanode.")
                self.__start_datanode()

            else:
                _log.info("HDFS datanode started up OK!")
                hdfs_down = False

        if retries >= 5:
            raise RuntimeError("Failed %d times trying to start HDFS datanode." % retries)

        return


    def __start_datanode(self):
        """
        Launches the Hadoop datanode.
        """
        self.hdfsContainerID = _docker_call(no_rm = True,
                                            work_dir = os.getcwd(),
                                            tool = "quay.io/ucsc_cgl/apache-hadoop-worker:2.6.2",
                                            docker_parameters = ["--net=host",
                                                                 "-d",
                                                                 "-v", "/mnt/ephemeral/:/ephemeral/:rw"],
                                            tool_parameters = [self.masterIP],
                                            sudo = self.sudo,
                                            check_output = True)[:-1]


    def stop(self, fileStore):
        """
        Stop spark and hdfs worker containers

        :param fileStore: Unused
        """

        sudo = []
        if self.sudo:
            sudo = ['sudo']

        subprocess.call(sudo + ["docker", "exec", self.sparkContainerID, "rm", "-r", "/ephemeral/spark"])
        subprocess.call(sudo + ["docker", "stop", self.sparkContainerID])
        subprocess.call(sudo + ["docker", "rm", self.sparkContainerID])
        _log.info("Stopped Spark worker.")

        subprocess.call(sudo + ["docker", "exec", self.hdfsContainerID, "rm", "-r", "/ephemeral/hdfs"])
        subprocess.call(sudo + ["docker", "stop", self.hdfsContainerID])
        subprocess.call(sudo + ["docker", "rm", self.hdfsContainerID])
        _log.info("Stopped HDFS datanode.")

        return


    def check(self):
        """
        Checks to see if Spark worker and HDFS datanode are still running.
        """

        status = _checkContainerStatus(self.sparkContainerID,
                                       self.hdfsContainerID,
                                       sparkNoun='worker',
                                       hdfsNoun='datanode')
        
        return status
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  Source code for toil.test.src.promisedRequirementTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import, print_function
import os
import logging
import toil.test.batchSystems.batchSystemTest as batchSystemTest

from toil.job import Job
from toil.job import PromisedRequirement
from toil.test import needs_mesos
from toil.batchSystems.mesos.test import MesosTestSupport

log = logging.getLogger(__name__)


class hidden:
    """
    Hide abstract base class from unittest's test case loader.

    http://stackoverflow.com/questions/1323455/python-unit-test-with-base-and-sub-class#answer-25695512
    """

    class AbstractPromisedRequirementsTest(batchSystemTest.hidden.AbstractBatchSystemJobTest):
        """
        An abstract base class for testing Toil workflows with promised requirements.
        """

        def testPromisedRequirementDynamic(self):
            """
            Asserts that promised core resources are allocated properly using a dynamic Toil workflow
            """
            for coresPerJob in self.allocatedCores:
                tempDir = self._createTempDir('testFiles')
                counterPath = self.getCounterPath(tempDir)

                root = Job.wrapJobFn(maxConcurrency, self.cpuCount, counterPath, coresPerJob,
                                     cores=1, memory='1M', disk='1M')
                values = Job.Runner.startToil(root, self.getOptions(tempDir))
                maxValue = max(values)
                self.assertEqual(maxValue, self.cpuCount / coresPerJob)

        def testPromisedRequirementStatic(self):
            """
            Asserts that promised core resources are allocated properly using a static DAG
            """
            for coresPerJob in self.allocatedCores:
                tempDir = self._createTempDir('testFiles')
                counterPath = self.getCounterPath(tempDir)

                root = Job()
                one = Job.wrapFn(getOne, cores=0.1, memory='32M', disk='1M')
                thirtyTwoMb = Job.wrapFn(getThirtyTwoMb, cores=0.1, memory='32M', disk='1M')
                root.addChild(one)
                root.addChild(thirtyTwoMb)
                for _ in range(self.cpuCount):
                    root.addFollowOn(Job.wrapFn(batchSystemTest.measureConcurrency, counterPath,
                                                cores=PromisedRequirement(lambda x: x * coresPerJob, one.rv()),
                                                memory=PromisedRequirement(thirtyTwoMb.rv()),
                                                disk='1M'))
                Job.Runner.startToil(root, self.getOptions(tempDir))
                _, maxValue = batchSystemTest.getCounters(counterPath)
                self.assertEqual(maxValue, self.cpuCount / coresPerJob)

        def getOptions(self, tempDir):
            """
            Configures options for Toil workflow and makes job store.
            :param str tempDir: path to test directory
            :return: Toil options object
            """
            options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
            options.logLevel = "DEBUG"
            options.batchSystem = self.batchSystemName
            options.workDir = tempDir
            options.maxCores = self.cpuCount
            return options

        def getCounterPath(self, tempDir):
            """
            Returns path to a counter file
            :param str tempDir: path to test directory
            :return: path to counter file
            """
            counterPath = os.path.join(tempDir, 'counter')
            batchSystemTest.resetCounters(counterPath)
            minValue, maxValue = batchSystemTest.getCounters(counterPath)
            assert (minValue, maxValue) == (0, 0)
            return counterPath

        # Disable the concurrency test in this case

        def testJobConcurrency(self):
            pass


[docs]def maxConcurrency(job, cpuCount, filename, coresPerJob):
    """
    Returns the max number of concurrent tasks when using a PromisedRequirement instance
    to allocate the number of cores per job.

    :param int cpuCount: number of available cpus
    :param str filename: path to counter file
    :param int coresPerJob: number of cores assigned to each job
    :return int max concurrency value:
    """
    one = job.addChildFn(getOne, cores=0.1, memory='32M', disk='1M')
    thirtyTwoMb = job.addChildFn(getThirtyTwoMb, cores=0.1, memory='32M', disk='1M')

    values = []
    for _ in range(cpuCount):
        value = job.addFollowOnFn(batchSystemTest.measureConcurrency, filename,
                                  cores=PromisedRequirement(lambda x: x * coresPerJob, one.rv()),
                                  memory=PromisedRequirement(thirtyTwoMb.rv()),
                                  disk='1M').rv()
        values.append(value)
    return values



[docs]def getOne():
    return 1



[docs]def getThirtyTwoMb():
    return '32M'



class SingleMachinePromisedRequirementsTest(hidden.AbstractPromisedRequirementsTest):
    """
    Tests against the SingleMachine batch system
    """

    def getBatchSystemName(self):
        return "singleMachine"

    def tearDown(self):
        pass


@needs_mesos
class MesosPromisedRequirementsTest(hidden.AbstractPromisedRequirementsTest, MesosTestSupport):
    """
    Tests against the Mesos batch system
    """

    def getBatchSystemName(self):
        self._startMesos(self.cpuCount)
        return "mesos"

    def tearDown(self):
        self._stopMesos()
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  Source code for toil.test.src.jobTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import
import unittest
import os
import random

from toil.lib.bioio import getTempFile
from toil.job import Job, JobGraphDeadlockException
from toil.test import ToilTest


class JobTest(ToilTest):
    """
    Tests testing the job class
    """
    
    def testStatic(self):
        """
        Create a DAG of jobs non-dynamically and run it. DAG is:
        
        A -> F
        \-------
        B -> D  \ 
         \       \
          ------- C -> E
          
        Follow on is marked by ->
        """
        outFile = getTempFile(rootDir=self._createTempDir())
        try:

            # Create the jobs
            A = Job.wrapFn(fn1Test, "A", outFile)
            B = Job.wrapFn(fn1Test, A.rv(), outFile)
            C = Job.wrapFn(fn1Test, B.rv(), outFile)
            D = Job.wrapFn(fn1Test, C.rv(), outFile)
            E = Job.wrapFn(fn1Test, D.rv(), outFile)
            F = Job.wrapFn(fn1Test, E.rv(), outFile)
            # Connect them into a workflow
            A.addChild(B)
            A.addChild(C)
            B.addChild(C)
            B.addFollowOn(E)
            C.addFollowOn(D)
            A.addFollowOn(F)

            # Create the runner for the workflow.
            options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
            options.logLevel = "INFO"
            options.retryCount=100
            options.badWorker=0.5
            options.badWorkerFailInterval = 0.01
            # Run the workflow, the return value being the number of failed jobs
            Job.Runner.startToil(A, options)

            # Check output
            self.assertEquals(open(outFile, 'r').readline(), "ABCDEFG")
        finally:
            os.remove(outFile)
    
    def testStatic2(self):
        """
        Create a DAG of jobs non-dynamically and run it. DAG is:
        
        A -> F
        \-------
        B -> D  \ 
         \       \
          ------- C -> E
          
        Follow on is marked by ->
        """
        outFile = getTempFile(rootDir=self._createTempDir())
        try:

            # Create the jobs
            A = Job.wrapFn(fn1Test, "A", outFile)
            B = Job.wrapFn(fn1Test, A.rv(), outFile)
            C = Job.wrapFn(fn1Test, B.rv(), outFile)
            D = Job.wrapFn(fn1Test, C.rv(), outFile)
            
            # Connect them into a workflow
            A.addChild(B)
            A.addFollowOn(C)
            C.addChild(D)

            # Create the runner for the workflow.
            options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
            options.logLevel = "INFO"
            options.retryCount=100
            options.badWorker=0.5
            options.badWorkerFailInterval = 0.01
            # Run the workflow, the return value being the number of failed jobs
            Job.Runner.startToil(A, options)

            # Check output
            self.assertEquals(open(outFile, 'r').readline(), "ABCDE")
        finally:
            os.remove(outFile)

    def testDeadlockDetection(self):
        """
        Randomly generate job graphs with various types of cycle in them and
        check they cause an exception properly. Also check that multiple roots 
        causes a deadlock exception.
        """
        for test in xrange(100):
            # Make a random DAG for the set of child edges
            nodeNumber = random.choice(xrange(2, 20))
            childEdges = self.makeRandomDAG(nodeNumber)
            # Get an adjacency list representation and check is acyclic
            adjacencyList = self.getAdjacencyList(nodeNumber, childEdges)
            self.assertTrue(self.isAcyclic(adjacencyList))
            # Add in follow on edges - these are returned as a list, and as a set
            # of augmented edges in the adjacency list
            followOnEdges = self.addRandomFollowOnEdges(adjacencyList)
            self.assertTrue(self.isAcyclic(adjacencyList))
            # Make the job graph
            rootJob = self.makeJobGraph(nodeNumber, childEdges, followOnEdges, None)
            rootJob.checkJobGraphAcylic()  # This should not throw an exception
            rootJob.checkJobGraphConnected()  # Nor this
            # Check root detection explicitly
            self.assertEquals(rootJob.getRootJobs(), set((rootJob,)))

            # Test making multiple roots
            childEdges2 = childEdges.copy()
            childEdges2.add((nodeNumber, 1))  # This creates an extra root at "nodeNumber"
            rootJob2 = self.makeJobGraph(nodeNumber + 1, childEdges2, followOnEdges, None)
            try:
                rootJob2.checkJobGraphConnected()
                self.assertTrue(False)  # Multiple roots were not detected
            except JobGraphDeadlockException:
                pass  # This is the expected behaviour

            def checkChildEdgeCycleDetection(fNode, tNode):
                childEdges.add((fNode, tNode))  # Create a cycle
                adjacencyList[fNode].add(tNode)
                self.assertTrue(not self.isAcyclic(adjacencyList))
                try:
                    self.makeJobGraph(nodeNumber, childEdges,
                                      followOnEdges, None).checkJobGraphAcylic()
                    self.assertTrue(False)  # A cycle was not detected
                except JobGraphDeadlockException:
                    pass  # This is the expected behaviour
                # Remove the edges
                childEdges.remove((fNode, tNode))
                adjacencyList[fNode].remove(tNode)
                # Check is now acyclic again
                self.makeJobGraph(nodeNumber, childEdges,
                                  followOnEdges, None).checkJobGraphAcylic()

            # Now try adding edges that create a cycle

            ##Try adding a child edge from a descendant to an ancestor
            fNode, tNode = self.getRandomEdge(nodeNumber)
            while fNode not in self.reachable(tNode, adjacencyList):
                fNode, tNode = self.getRandomEdge(nodeNumber)
            checkChildEdgeCycleDetection(fNode, tNode)

            ##Try adding a self child edge
            node = random.choice(xrange(nodeNumber))
            checkChildEdgeCycleDetection(node, node)

            def checkFollowOnEdgeCycleDetection(fNode, tNode):
                followOnEdges.add((fNode, tNode))  # Create a cycle
                try:
                    self.makeJobGraph(nodeNumber, childEdges,
                                      followOnEdges, None).checkJobGraphAcylic()
                    # self.assertTrue(False) #The cycle was not detected
                except JobGraphDeadlockException:
                    pass  # This is the expected behaviour
                # Remove the edges
                followOnEdges.remove((fNode, tNode))
                # Check is now acyclic again
                self.makeJobGraph(nodeNumber, childEdges,
                                  followOnEdges, None).checkJobGraphAcylic()

            ##Try adding a follow on edge from a descendant to an ancestor
            fNode, tNode = self.getRandomEdge(nodeNumber)
            while fNode not in self.reachable(tNode, adjacencyList):
                fNode, tNode = self.getRandomEdge(nodeNumber)
            checkFollowOnEdgeCycleDetection(fNode, tNode)

            ##Try adding a self follow on edge
            node = random.choice(xrange(nodeNumber))
            checkFollowOnEdgeCycleDetection(node, node)

            ##Try adding a follow on edge between two nodes with shared descendants
            fNode, tNode = self.getRandomEdge(nodeNumber)
            if (len(self.reachable(tNode, adjacencyList). \
                            intersection(self.reachable(fNode, adjacencyList))) > 0 and
                        (fNode, tNode) not in childEdges):
                checkFollowOnEdgeCycleDetection(fNode, tNode)

    def testEvaluatingRandomDAG(self):
        """
        Randomly generate test input then check that the ordering of the running
        respected the constraints.
        """
        jobStore = self._getTestJobStorePath()
        for test in xrange(30):
            # Temporary file
            tempDir = self._createTempDir(purpose='tempDir')
            # Make a random DAG for the set of child edges
            nodeNumber = random.choice(xrange(2, 20))
            childEdges = self.makeRandomDAG(nodeNumber)
            # Get an adjacency list representation and check is acyclic
            adjacencyList = self.getAdjacencyList(nodeNumber, childEdges)
            self.assertTrue(self.isAcyclic(adjacencyList))
            # Add in follow on edges - these are returned as a list, and as a set
            # of augmented edges in the adjacency list
            followOnEdges = self.addRandomFollowOnEdges(adjacencyList)
            self.assertTrue(self.isAcyclic(adjacencyList))
            # Make the job graph
            rootJob = self.makeJobGraph(nodeNumber, childEdges, followOnEdges, tempDir)
            # Run the job  graph
            options = Job.Runner.getDefaultOptions("%s.%i" % (jobStore, test))
            options.retryCount = 100
            options.badWorker=0.5
            options.badWorkerFailInterval = 0.01
            #options.logLevel = "DEBUG"
            Job.Runner.startToil(rootJob, options)
            # For each job check it created a valid output file
            # and add the ordering relationships contained within the output
            # file to the ordering relationship, so we can check they are compatible
            # with the relationships defined by the job DAG.
            for i in xrange(nodeNumber):
                with open(os.path.join(tempDir, str(i)), 'r') as fH:
                    ordering = map(int, fH.readline().split())
                    self.assertEquals(int(ordering[-1]), i)
                    for j in ordering[:-1]:
                        adjacencyList[int(j)].add(int(ordering[-1]))
            # Check the ordering retains an acyclic graph
            if not self.isAcyclic(adjacencyList):
                print "ORDERING", ordering
                print "CHILD EDGES", childEdges
                print "FOLLOW ON EDGES", followOnEdges
                print "ADJACENCY LIST", adjacencyList
            self.assertTrue(self.isAcyclic(adjacencyList))

    @staticmethod
    def getRandomEdge(nodeNumber):
        assert nodeNumber > 1
        fNode = random.choice(xrange(nodeNumber - 1))
        return (fNode, random.choice(xrange(fNode, nodeNumber)))

    @staticmethod
    def makeRandomDAG(nodeNumber):
        """
        Makes a random dag with "nodeNumber" nodes in which all nodes are 
        connected. Return value is list of edges, each of form (a, b), 
        where a and b are integers >= 0 < nodeNumber 
        referring to nodes and the edge is from a to b.
        """
        # Pick number of total edges to create
        edgeNumber = random.choice(xrange(nodeNumber - 1, 1 + (nodeNumber * (nodeNumber - 1)) / 2))
        # Make a spanning tree of edges so that nodes are connected
        edges = set(map(lambda i: (random.choice(xrange(i)), i), xrange(1, nodeNumber)))
        # Add extra random edges until there are edgeNumber edges
        while edgeNumber < len(edges):
            edges.add(JobTest.getRandomEdge(nodeNumber))
        return edges

    @staticmethod
    def getAdjacencyList(nodeNumber, edges):
        """
        Make adjacency list representation of edges
        """
        adjacencyList = [set() for i in xrange(nodeNumber)]
        for fNode, tNode in edges:
            adjacencyList[fNode].add(tNode)
        return adjacencyList

    @staticmethod
    def reachable(node, adjacencyList, followOnAdjacencyList=None):
        """
        Find the set of nodes reachable from this node (including the node). 
        Return is a set of integers. 
        """
        visited = set()

        def dfs(fNode):
            if fNode not in visited:
                visited.add(fNode)
                for tNode in adjacencyList[fNode]:
                    dfs(tNode)
                if followOnAdjacencyList != None:
                    for tNode in followOnAdjacencyList[fNode]:
                        dfs(tNode)

        dfs(node)
        return visited

    @staticmethod
    def addRandomFollowOnEdges(childAdjacencyList):
        """
        Adds random follow on edges to the graph, represented as an adjacency list.
        The follow on edges are returned as a set and their augmented edges
        are added to the adjacency list.
        """
        # This function makes the augmented adjacency list
        def makeAugmentedAdjacencyList():
            augmentedAdjacencyList = map(lambda i: childAdjacencyList[i].union(followOnAdjacencyList[i]),
                                         range(len(childAdjacencyList)))

            def addImpliedEdges(node, followOnEdges):
                visited = set()

                def f(node):
                    if node not in visited:
                        visited.add(node)
                        for i in followOnEdges:
                            augmentedAdjacencyList[node].add(i)
                        map(f, childAdjacencyList[node])
                        map(f, followOnAdjacencyList[node])

                map(f, childAdjacencyList[node])

            for node in xrange(len(followOnAdjacencyList)):
                addImpliedEdges(node, followOnAdjacencyList[node])
            return augmentedAdjacencyList

        followOnEdges = set()
        followOnAdjacencyList = map(lambda i: set(), childAdjacencyList)
        # Loop to create the follow on edges (try 1000 times)
        while random.random() > 0.001:
            fNode, tNode = JobTest.getRandomEdge(len(childAdjacencyList))
            # Get the  descendants of fNode not on a path of edges starting with a follow-on
            # edge from fNode
            fDescendants = reduce(lambda i, j: i.union(j), map(lambda c:
                                                               JobTest.reachable(c, childAdjacencyList,
                                                                                 followOnAdjacencyList),
                                                               childAdjacencyList[fNode]), set())
            fDescendants.add(fNode)

            # Make an adjacency list including augmented edges and proposed
            # follow on edge

            # Add the new follow on edge
            followOnAdjacencyList[fNode].add(tNode)

            augmentedAdjacencyList = makeAugmentedAdjacencyList()

            # If the augmented adjacency doesn't contain a cycle then add the follow on edge
            # to the list of follow ons else remove the follow on edge from the follow on
            # adjacency list
            if JobTest.isAcyclic(augmentedAdjacencyList):
                followOnEdges.add((fNode, tNode))
            else:
                followOnAdjacencyList[fNode].remove(tNode)

        # Update adjacency list adding in augmented edges
        childAdjacencyList[:] = makeAugmentedAdjacencyList()[:]

        return followOnEdges

    @staticmethod
    def makeJobGraph(nodeNumber, childEdges, followOnEdges, outPath):
        """
        Converts a DAG into a job graph. childEdges and followOnEdges are
        the lists of child and followOn edges.
        """
        #Map of jobs to the list of promises they have
        jobsToPromisesMap = {}
        #Function for making job
        def makeJob(string):
            promises = []
            job = Job.wrapFn(fn2Test, promises, string, 
                             os.path.join(outPath, string) if outPath != None else None)
            jobsToPromisesMap[job] = promises
            return job
        #Make the jobs
        jobs = map(lambda i: makeJob(str(i)), xrange(nodeNumber))
        #Make the edges
        for fNode, tNode in childEdges:
            jobs[fNode].addChild(jobs[tNode])
        for fNode, tNode in followOnEdges:
            jobs[fNode].addFollowOn(jobs[tNode])
        #Function to get a random predecessor for a job
        def getRandomPredecessor(job):
            predecessor = random.choice(list(job._directPredecessors))
            while random.random() > 0.5 and len(predecessor._directPredecessors) > 0:
                predecessor = random.choice(list(predecessor._directPredecessors))
            return predecessor
        #Connect up set of random promises compatible with graph
        while random.random() > 0.01:
            job = random.choice(jobsToPromisesMap.keys())
            promises = jobsToPromisesMap[job]
            if len(job._directPredecessors) > 0:
                predecessor = getRandomPredecessor(job)
                promises.append(predecessor.rv())
                
        return jobs[0]

    @staticmethod
    def isAcyclic(adjacencyList):
        """
        Returns true if there are any cycles in the graph, which is represented as an
        adjacency list. 
        """

        def cyclic(fNode, visited, stack):
            if fNode not in visited:
                visited.add(fNode)
                assert fNode not in stack
                stack.append(fNode)
                for tNode in adjacencyList[fNode]:
                    if cyclic(tNode, visited, stack):
                        return True
                assert stack.pop() == fNode
            return fNode in stack

        visited = set()
        for i in xrange(len(adjacencyList)):
            if cyclic(i, visited, []):
                return False
        return True

[docs]def fn1Test(string, outputFile, promises=[]):
    """
    Function appends string to output file, then returns the 
    next ascii character of the first character in the string, e.g.
    if string is "AA" returns "B"
    """
    rV = string + chr(ord(string[-1]) + 1)
    with open(outputFile, 'w') as fH:
        fH.write(rV)
    return rV


[docs]def fn2Test(pStrings, s, outputFile):
    """
    Function concatenates the strings in pStrings and s, in that order, and writes
    the result to the output file. Returns s.
    """
    with open(outputFile, 'w') as fH:
        fH.write(" ".join(pStrings) + " " + s)
    return s


if __name__ == '__main__':
    unittest.main()
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  Source code for toil.test.src.jobEncapsulationTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import
import os

from toil.lib.bioio import getTempFile
from toil.job import Job as T
from toil.test import ToilTest
from toil.test.src.jobTest import fn1Test as f


class JobEncapsulationTest(ToilTest):
    """
    Tests testing the EncapsulationJob class
    """

    def testEncapsulation(self):
        """
        Tests the Job.encapsulation method, which uses the EncapsulationJob
        class.
        """
        # Temporary file
        outFile = getTempFile(rootDir=self._createTempDir())
        try:
            # Encapsulate a job graph
            a = T.wrapJobFn(encapsulatedJobFn, "A", outFile)
            a = a.encapsulate()
            # Now add children/follow to the encapsulated graph
            d = T.wrapFn(f, a.rv(), outFile)
            e = T.wrapFn(f, d.rv(), outFile)
            a.addChild(d)
            a.addFollowOn(e)
            # Create the runner for the workflow.
            options = T.Runner.getDefaultOptions(self._getTestJobStorePath())
            options.logLevel = "INFO"
            # Run the workflow, the return value being the number of failed jobs
            T.Runner.startToil(a, options)
            # Check output
            self.assertEquals(open(outFile, 'r').readline(), "ABCDE")
        finally:
            os.remove(outFile)
            
[docs]def encapsulatedJobFn(job, string, outFile):
    a = job.addChildFn(f, string, outFile)
    b = a.addFollowOnFn(f, a.rv(), outFile)
    return b.rv()
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  Source code for toil.test.src.jobFileStoreTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import
import random
import os
from toil.job import Job
from toil.test import ToilTest

PREFIX_LENGTH=200

class JobFileStoreTest(ToilTest):
    """
    Tests testing the Job.FileStore class
    """
    def testJobFileStoreWithSmallCache(self, retryCount=0, badWorker=0.0, 
                         stringNo=1, stringLength=1000000, cacheSize=10000, testNo=2):
        """
        Creates a chain of jobs, each reading and writing files using the 
        Job.FileStore interface. Verifies the files written are always what we expect.
        The chain tests the caching behavior. 
        """
        for test in xrange(testNo):
            #Make a list of random strings, each of 100k chars and hash the first 200 
            #base prefix to the string
            def randomString():
                chars = "ABCDEFGHIJKLMNOPQRSTUVWXYZ"
                s = "".join(map(lambda i : random.choice(chars), xrange(stringLength)))
                return s[:PREFIX_LENGTH], s
            #Total length is 2 million characters (20 strings of length 100K each) 
            testStrings = dict(map(lambda i : randomString(), xrange(stringNo)))
            options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
            options.logLevel = "INFO"
            options.cacheSize = cacheSize
            options.retryCount=retryCount
            options.badWorker=badWorker
            options.badWorkerFailInterval = 1.0
            chainLength = 10
            # Run the workflow, the return value being the number of failed jobs
            Job.Runner.startToil(Job.wrapJobFn(fileTestJob, [], 
                                               testStrings, chainLength), 
                                 options)
            
    def testJobFileStoreWithOverLargeCache(self):
        """
        Tests case that all files are cached.
        """
        self.testJobFileStoreWithSmallCache(retryCount=0, badWorker=0.0, 
                         stringNo=5, stringLength=1000000, 
                         cacheSize=10000000)
        
    def testJobFileStoreWithMediumCache(self):
        """
        Tests case that about half the files are cached
        """
        self.testJobFileStoreWithSmallCache(retryCount=0, badWorker=0.0, 
                         stringNo=5, stringLength=1000000, 
                         cacheSize=3000000)
    
    def testJobFileStoreWithMediumCacheAndBadWorker(self):
        """
        Tests case that about half the files are cached and the worker is randomly
        failing.
        """
        self.testJobFileStoreWithSmallCache(retryCount=100, badWorker=0.5, 
                         stringNo=5, stringLength=1000000, 
                         cacheSize=3000000)
        
[docs]def fileTestJob(job, inputFileStoreIDs, testStrings, chainLength):
    """
    Test job exercises Job.FileStore functions
    """
    outputFileStoreIds = [] #Strings passed to the next job in the chain
    
    #Load the input jobStoreFileIDs and check that they map to the 
    #same set of random input strings, exercising the different functions in the fileStore interface
    for fileStoreID in inputFileStoreIDs:
        if random.random() > 0.5:
            #Read the file for the fileStoreID, randomly picking a way to invoke readGlobalFile
            if random.random() > 0.5:
                tempFile = job.fileStore.readGlobalFile(fileStoreID, 
                                                        job.fileStore.getLocalTempFileName() if
                                                        random.random() > 0.5 else None,
                                                        cache=random.random() > 0.5)
                with open(tempFile, 'r') as fH:
                    string = fH.readline()
            else:
                #Check the local file is as we expect
                with job.fileStore.readGlobalFileStream(fileStoreID) as fH:
                    string = fH.readline()
                    
            #Check the string we get back is what we expect
            assert testStrings[string[:PREFIX_LENGTH]] == string
            
            #This allows the file to be passed to the next job
            outputFileStoreIds.append(fileStoreID)
        else:
            #This tests deletion
            job.fileStore.deleteGlobalFile(fileStoreID)
    
    #Fill out the output strings until we have the same number as the input strings
    #exercising different ways of writing files to the file store
    while len(outputFileStoreIds) < len(testStrings):
        #Pick a string and write it into a file
        testString = random.choice(testStrings.values())
        if random.random() > 0.5:
            #Make a local copy of the file
            tempFile = job.fileStore.getLocalTempFile() if random.random() > 0.5 \
            else os.path.join(job.fileStore.getLocalTempDir(), "temp.txt")
            with open(tempFile, 'w') as fH:
                fH.write(testString)
            #Write a local copy of the file using the local file
            outputFileStoreIds.append(job.fileStore.writeGlobalFile(tempFile))
        else:
            #Use the writeGlobalFileStream method to write the file
            with job.fileStore.writeGlobalFileStream() as (fH, fileStoreID):
                fH.write(testString)
                outputFileStoreIds.append(fileStoreID)

    if chainLength > 0:
        #Make a child that will read these files and check it gets the same results
        job.addChildJobFn(fileTestJob, outputFileStoreIds, testStrings, chainLength-1)
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  Source code for toil.test.batchSystems.batchSystemTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
from abc import ABCMeta, abstractmethod
from contextlib import contextmanager
from fractions import Fraction
from inspect import getsource
import logging
import os
import fcntl
import tempfile
from textwrap import dedent
import time
import multiprocessing
import sys
import subprocess
from unittest import skipIf

from toil.common import Config
from toil.batchSystems.mesos.test import MesosTestSupport
from toil.batchSystems.parasolTestSupport import ParasolTestSupport
from toil.batchSystems.parasol import ParasolBatchSystem
from toil.batchSystems.singleMachine import SingleMachineBatchSystem
from toil.batchSystems.abstractBatchSystem import (InsufficientSystemResources,
                                                   AbstractBatchSystem,
                                                   BatchSystemSupport)
from toil.job import Job
from toil.test import ToilTest, needs_mesos, needs_parasol, needs_gridengine, needs_slurm

log = logging.getLogger(__name__)

# How many cores should be utilized by this test. The test will fail if the running system
# doesn't have at least that many cores.

numCores = 2

preemptable = True

defaultRequirements = dict(memory=100e6, cores=1, disk=1000, preemptable=preemptable)


class hidden:
    """
    Hide abstract base class from unittest's test case loader

    http://stackoverflow.com/questions/1323455/python-unit-test-with-base-and-sub-class#answer-25695512
    """

    class AbstractBatchSystemTest(ToilTest):
        """
        A base test case with generic tests that every batch system should pass
        """
        __metaclass__ = ABCMeta

        @abstractmethod
        def createBatchSystem(self):
            """
            :rtype: AbstractBatchSystem
            """
            raise NotImplementedError

        def supportsWallTime(self):
            return False

        def _createDummyConfig(self):
            return Config()

        @classmethod
        def setUpClass(cls):
            super(hidden.AbstractBatchSystemTest, cls).setUpClass()
            logging.basicConfig(level=logging.DEBUG)

        def setUp(self):
            super(hidden.AbstractBatchSystemTest, self).setUp()
            self.config = self._createDummyConfig()
            self.batchSystem = self.createBatchSystem()
            self.tempDir = self._createTempDir('testFiles')

        def tearDown(self):
            self.batchSystem.shutdown()
            super(hidden.AbstractBatchSystemTest, self).tearDown()

        def testAvailableCores(self):
            self.assertTrue(multiprocessing.cpu_count() >= numCores)

        def testRunJobs(self):
            testPath = os.path.join(self.tempDir, "test.txt")

            job1 = self.batchSystem.issueBatchJob("sleep 1000", **defaultRequirements)
            job2 = self.batchSystem.issueBatchJob("sleep 1000", **defaultRequirements)

            issuedIDs = self._waitForJobsToIssue(2)
            self.assertEqual(set(issuedIDs), {job1, job2})

            runningJobIDs = self._waitForJobsToStart(2)
            self.assertEqual(set(runningJobIDs), {job1, job2})

            # Killing the jobs instead of allowing them to complete means this test can run very
            # quickly if the batch system issues and starts the jobs quickly.
            self.batchSystem.killBatchJobs([job1, job2])
            self.assertEqual({}, self.batchSystem.getRunningBatchJobIDs())

            # Issue a job and then allow it to finish by itself, causing it to be added to the
            # updated jobs queue.
            self.assertFalse(os.path.exists(testPath))
            job3 = self.batchSystem.issueBatchJob("touch %s" % testPath, **defaultRequirements)

            updatedID, exitStatus, wallTime = self.batchSystem.getUpdatedBatchJob(maxWait=1000)

            # Since the first two jobs were killed, the only job in the updated jobs queue should
            # be job 3. If the first two jobs were (incorrectly) added to the queue, this will
            # fail with updatedID being equal to job1 or job2.
            self.assertEqual(exitStatus, 0)
            self.assertEqual(updatedID, job3)
            if self.supportsWallTime():
                self.assertTrue(wallTime > 0)
            else:
                self.assertIsNone(wallTime)
            self.assertTrue(os.path.exists(testPath))
            self.assertFalse(self.batchSystem.getUpdatedBatchJob(0))

            # Make sure killBatchJobs can handle jobs that don't exist
            self.batchSystem.killBatchJobs([10])

        def testSetEnv(self):
            # Parasol disobeys shell rules and stupidly splits the command at the space character
            # before exec'ing it, whether the space is quoted, escaped or not. This means that we
            # can't have escaped or quotes spaces in the command line. So we can't use bash -c
            #  '...' or python -c '...'. The safest thing to do here is to script the test and
            # invoke that script rather than inline the test via -c.
            def assertEnv():
                import os, sys
                sys.exit(0 if os.getenv('FOO') == 'bar' else 42)

            script_body = dedent('\n'.join(getsource(assertEnv).split('\n')[1:]))
            with tempFileContaining(script_body) as script_path:
                # First, ensure that the test fails if the variable is *not* set
                command = sys.executable + ' ' + script_path
                job4 = self.batchSystem.issueBatchJob(command, **defaultRequirements)
                updatedID, exitStatus, wallTime = self.batchSystem.getUpdatedBatchJob(maxWait=1000)
                self.assertEqual(exitStatus, 42)
                self.assertEqual(updatedID, job4)
                # Now set the variable and ensure that it is present
                self.batchSystem.setEnv('FOO', 'bar')
                job5 = self.batchSystem.issueBatchJob(command, **defaultRequirements)
                updatedID, exitStatus, wallTime = self.batchSystem.getUpdatedBatchJob(maxWait=1000)
                self.assertEqual(exitStatus, 0)
                self.assertEqual(updatedID, job5)

        def testCheckResourceRequest(self):
            if isinstance(self.batchSystem, BatchSystemSupport):
                checkResourceRequest = self.batchSystem.checkResourceRequest
                self.assertRaises(InsufficientSystemResources, checkResourceRequest,
                                  memory=1000, cores=200, disk=1e9)
                self.assertRaises(InsufficientSystemResources, checkResourceRequest,
                                  memory=5, cores=200, disk=1e9)
                self.assertRaises(InsufficientSystemResources, checkResourceRequest,
                                  memory=1001e9, cores=1, disk=1e9)
                self.assertRaises(InsufficientSystemResources, checkResourceRequest,
                                  memory=5, cores=1, disk=2e9)
                self.assertRaises(AssertionError, checkResourceRequest,
                                  memory=None, cores=1, disk=1000)
                self.assertRaises(AssertionError, checkResourceRequest,
                                  memory=10, cores=None, disk=1000)
                checkResourceRequest(memory=10, cores=1, disk=100)

        def testGetRescueJobFrequency(self):
            self.assertTrue(self.batchSystem.getRescueBatchJobFrequency() > 0)

        def testScalableBatchSystem(self):
            # If instance of scalable batch system
            pass

        def _waitForJobsToIssue(self, numJobs):
            issuedIDs = []
            while not len(issuedIDs) == numJobs:
                issuedIDs = self.batchSystem.getIssuedBatchJobIDs()
            return issuedIDs

        def _waitForJobsToStart(self, numJobs):
            runningIDs = []
            while not len(runningIDs) == numJobs:
                time.sleep(0.1)
                runningIDs = self.batchSystem.getRunningBatchJobIDs().keys()
            return runningIDs

    class AbstractBatchSystemJobTest(ToilTest):
        """
        An abstract base class for batch system tests that use a full Toil workflow rather
        than using the batch system directly.
        """

        __metaclass__ = ABCMeta

        cpuCount = multiprocessing.cpu_count()
        allocatedCores = sorted({1, 2, cpuCount})
        sleepTime = 5

        @abstractmethod
        def getBatchSystemName(self):
            """
            :rtype: (str, AbstractBatchSystem)
            """
            raise NotImplementedError

        def setUp(self):
            self.batchSystemName = self.getBatchSystemName()
            super(hidden.AbstractBatchSystemJobTest, self).setUp()

        def tearDown(self):
            super(hidden.AbstractBatchSystemJobTest, self).tearDown()

        def testJobConcurrency(self):
            """
            Tests that the batch system is allocating core resources properly for concurrent tasks.
            """
            for coresPerJob in self.allocatedCores:
                tempDir = self._createTempDir('testFiles')

                options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
                options.workDir = tempDir
                options.maxCores = self.cpuCount
                options.batchSystem = self.batchSystemName

                counterPath = os.path.join(tempDir, 'counter')
                resetCounters(counterPath)
                value, maxValue = getCounters(counterPath)
                assert (value, maxValue) == (0, 0)

                root = Job()
                for _ in range(self.cpuCount):
                    root.addFollowOn(Job.wrapFn(measureConcurrency, counterPath, self.sleepTime,
                                                cores=coresPerJob, memory='1M', disk='1Mi'))
                Job.Runner.startToil(root, options)
                _, maxValue = getCounters(counterPath)
                self.assertEqual(maxValue, self.cpuCount / coresPerJob)


@needs_mesos
class MesosBatchSystemTest(hidden.AbstractBatchSystemTest, MesosTestSupport):
    """
    Tests against the Mesos batch system
    """

    def supportsWallTime(self):
        return True

    def createBatchSystem(self):
        from toil.batchSystems.mesos.batchSystem import MesosBatchSystem
        self._startMesos(numCores)
        return MesosBatchSystem(config=self.config,
                                maxCores=numCores, maxMemory=1e9, maxDisk=1001,
                                masterAddress='127.0.0.1:5050')

    def tearDown(self):
        self._stopMesos()
        super(MesosBatchSystemTest, self).tearDown()


class SingleMachineBatchSystemTest(hidden.AbstractBatchSystemTest):
    """
    Tests against the single-machine batch system
    """

    def supportsWallTime(self):
        return True

    def createBatchSystem(self):
        return SingleMachineBatchSystem(config=self.config,
                                        maxCores=numCores, maxMemory=1e9, maxDisk=1001)


class MaxCoresSingleMachineBatchSystemTest(ToilTest):
    """
    This test ensures that single machine batch system doesn't exceed the configured number of
    cores
    """

    @classmethod
    def setUpClass(cls):
        super(MaxCoresSingleMachineBatchSystemTest, cls).setUpClass()
        logging.basicConfig(level=logging.DEBUG)

    def setUp(self):
        super(MaxCoresSingleMachineBatchSystemTest, self).setUp()

        def writeTempFile(s):
            fd, path = tempfile.mkstemp()
            try:
                assert os.write(fd, s) == len(s)
            except:
                os.unlink(path)
                raise
            else:
                return path
            finally:
                os.close(fd)

        # Write initial value of counter file containing a tuple of two integers (i, n) where i
        # is the number of currently executing tasks and n the maximum observed value of i
        self.counterPath = writeTempFile('0,0')

        def script():
            import os, sys, fcntl, time
            def count(delta):
                """
                Adjust the first integer value in a file by the given amount. If the result
                exceeds the second integer value, set the second one to the first.
                """
                fd = os.open(sys.argv[1], os.O_RDWR)
                try:
                    fcntl.flock(fd, fcntl.LOCK_EX)
                    try:
                        s = os.read(fd, 10)
                        value, maxValue = map(int, s.split(','))
                        value += delta
                        if value > maxValue: maxValue = value
                        os.lseek(fd, 0, 0)
                        os.ftruncate(fd, 0)
                        os.write(fd, ','.join(map(str, (value, maxValue))))
                    finally:
                        fcntl.flock(fd, fcntl.LOCK_UN)
                finally:
                    os.close(fd)

            # Without the second argument, increment counter, sleep one second and decrement.
            # Othwerise, adjust the counter by the given delta, which can be useful for services.
            if len(sys.argv) < 3:
                count(1)
                try:
                    time.sleep(1)
                finally:
                    count(-1)
            else:
                count(int(sys.argv[2]))

        self.scriptPath = writeTempFile(dedent('\n'.join(getsource(script).split('\n')[1:])))

    def tearDown(self):
        os.unlink(self.scriptPath)
        os.unlink(self.counterPath)

    def scriptCommand(self):
        return ' '.join([sys.executable, self.scriptPath, self.counterPath])

    def test(self):
        # We'll use fractions to avoid rounding errors. Remember that not every fraction can be
        # represented as a floating point number.
        F = Fraction
        # This test isn't general enough to cover every possible value of minCores in
        # SingleMachineBatchSystem. Instead we hard-code a value and assert it.
        minCores = F(1, 10)
        self.assertEquals(float(minCores), SingleMachineBatchSystem.minCores)
        for maxCores in {F(minCores), minCores * 10, F(1), F(numCores, 2), F(numCores)}:
            for coresPerJob in {F(minCores), F(minCores * 10), F(1), F(maxCores, 2), F(maxCores)}:
                for load in (F(1, 10), F(1), F(10)):
                    jobs = int(maxCores / coresPerJob * load)
                    if jobs >= 1 and minCores <= coresPerJob < maxCores:
                        self.assertEquals(maxCores, float(maxCores))
                        bs = SingleMachineBatchSystem(config=Config(),
                                                      maxCores=float(maxCores),
                                                      # Ensure that memory or disk requirements
                                                      # don't get in the way.
                                                      maxMemory=jobs * 10,
                                                      maxDisk=jobs * 10)
                        try:
                            jobIds = set()
                            for i in range(0, int(jobs)):
                                jobIds.add(bs.issueBatchJob(command=self.scriptCommand(),
                                                            cores=float(coresPerJob),
                                                            memory=1,
                                                            disk=1,
                                                            preemptable=preemptable))
                            self.assertEquals(len(jobIds), jobs)
                            while jobIds:
                                job = bs.getUpdatedBatchJob(maxWait=10)
                                self.assertIsNotNone(job)
                                jobId, status, wallTime = job
                                self.assertEquals(status, 0)
                                # would raise KeyError on absence
                                jobIds.remove(jobId)
                        finally:
                            bs.shutdown()
                        concurrentTasks, maxConcurrentTasks = getCounters(self.counterPath)
                        self.assertEquals(concurrentTasks, 0)
                        log.info('maxCores: {maxCores}, '
                                 'coresPerJob: {coresPerJob}, '
                                 'load: {load}'.format(**locals()))
                        # This is the key assertion:
                        expectedMaxConcurrentTasks = min(maxCores / coresPerJob, jobs)
                        self.assertEquals(maxConcurrentTasks, expectedMaxConcurrentTasks)
                        resetCounters(self.counterPath)


    @skipIf(SingleMachineBatchSystem.numCores < 3, 'Need at least three cores to run this test')
    def testServices(self):
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.logDebug = True
        options.maxCores = 3
        self.assertTrue(options.maxCores <= SingleMachineBatchSystem.numCores)
        Job.Runner.startToil(Job.wrapJobFn(parentJob, self.scriptCommand()), options)
        with open(self.counterPath, 'r+') as f:
            s = f.read()
        log.info('Counter is %s', s)
        self.assertEqual(getCounters(self.counterPath), (0, 3))


# Toil can use only top-level functions so we have to add them here:

[docs]def parentJob(job, cmd):
    job.addChildJobFn(childJob, cmd)



[docs]def childJob(job, cmd):
    job.addService(Service(cmd))
    job.addChildJobFn(grandChildJob, cmd)
    subprocess.check_call(cmd, shell=True)



[docs]def grandChildJob(job, cmd):
    job.addService(Service(cmd))
    job.addChildFn(greatGrandChild, cmd)
    subprocess.check_call(cmd, shell=True)



[docs]def greatGrandChild(cmd):
    subprocess.check_call(cmd, shell=True)



class Service(Job.Service):
    def __init__(self, cmd):
        super(Service, self).__init__()
        self.cmd = cmd

    def start(self, fileStore):
        subprocess.check_call(self.cmd + ' 1', shell=True)

    def check(self):
        return True

    def stop(self, fileStore):
        subprocess.check_call(self.cmd + ' -1', shell=True)


@needs_parasol
class ParasolBatchSystemTest(hidden.AbstractBatchSystemTest, ParasolTestSupport):
    """
    Tests the Parasol batch system
    """

    def supportsWallTime(self):
        return True

    def _createDummyConfig(self):
        config = super(ParasolBatchSystemTest, self)._createDummyConfig()
        # can't use _getTestJobStorePath since that method removes the directory
        config.jobStore = self._createTempDir('jobStore')
        return config

    def createBatchSystem(self):
        memory = int(3e9)
        self._startParasol(numCores=numCores, memory=memory)
        return ParasolBatchSystem(config=self.config,
                                  maxCores=numCores,
                                  maxMemory=memory,
                                  maxDisk=1001)

    def tearDown(self):
        super(ParasolBatchSystemTest, self).tearDown()
        self._stopParasol()

    def testBatchResourceLimits(self):
        job1 = self.batchSystem.issueBatchJob("sleep 1000", memory=1 << 30, cores=1, disk=1000,
                                              preemptable=preemptable)
        self.assertIsNotNone(job1)
        job2 = self.batchSystem.issueBatchJob("sleep 1000", memory=2 << 30, cores=1, disk=1000,
                                              preemptable=preemptable)
        self.assertIsNotNone(job2)
        batches = self._getBatchList()
        self.assertEqual(len(batches), 2)
        # It would be better to directly check that the batches have the correct memory and cpu
        # values, but Parasol seems to slightly change the values sometimes.
        self.assertNotEqual(batches[0]['ram'], batches[1]['ram'])
        # Need to kill one of the jobs because there are only two cores available
        self.batchSystem.killBatchJobs([job2])
        job3 = self.batchSystem.issueBatchJob("sleep 1000", memory=1 << 30, cores=1, disk=1000,
                                              preemptable=preemptable)
        self.assertIsNotNone(job3)
        batches = self._getBatchList()
        self.assertEqual(len(batches), 1)

    def _parseBatchString(self, batchString):
        import re
        batchInfo = dict()
        memPattern = re.compile("(\d+\.\d+)([kgmbt])")
        items = batchString.split()
        batchInfo["cores"] = int(items[7])
        name = str(items[11])
        memMatch = memPattern.match(items[8])
        ramValue = float(memMatch.group(1))
        ramUnits = memMatch.group(2)
        ramConversion = {'b': 1e0, 'k': 1e3, 'm': 1e6, 'g': 1e9, 't': 1e12}
        batchInfo["ram"] = ramValue * ramConversion[ramUnits]
        return batchInfo

    def _getBatchList(self):
        # noinspection PyUnresolvedReferences
        exitStatus, batchLines = self.batchSystem._runParasol(['list', 'batches'])
        self.assertEqual(exitStatus, 0)
        return [self._parseBatchString(line) for line in batchLines[1:] if line]


@needs_gridengine
class GridEngineBatchSystemTest(hidden.AbstractBatchSystemTest):
    """
    Tests against the GridEngine batch system
    """

    def _createDummyConfig(self):
        config = super(GridEngineBatchSystemTest, self)._createDummyConfig()
        # can't use _getTestJobStorePath since that method removes the directory
        config.jobStore = self._createTempDir('jobStore')
        return config

    def createBatchSystem(self):
        from toil.batchSystems.gridengine import GridengineBatchSystem
        return GridengineBatchSystem(config=self.config, maxCores=numCores, maxMemory=1000e9,
                                     maxDisk=1e9)


@needs_slurm
class SlurmBatchSystemTest(hidden.AbstractBatchSystemTest):
    """
    Tests against the Slurm batch system
    """

    def _createDummyConfig(self):
        config = super(SlurmBatchSystemTest, self)._createDummyConfig()
        # can't use _getTestJobStorePath since that method removes the directory
        config.jobStore = self._createTempDir('jobStore')
        return config

    def createBatchSystem(self):
        from toil.batchSystems.slurm import SlurmBatchSystem
        return SlurmBatchSystem(config=self.config, maxCores=numCores, maxMemory=1000e9,
                                maxDisk=1e9)

    def tearDown(self):
        super(SlurmBatchSystemTest, self).tearDown()
        # Cleanup 'slurm-%j.out' produced by sbatch
        from glob import glob
        for f in glob('slurm-*.out'):
            os.unlink(f)


@contextmanager
[docs]def tempFileContaining(content):
    fd, path = tempfile.mkstemp(suffix='.py')
    try:
        os.write(fd, content)
    except:
        os.close(fd)
        raise
    else:
        os.close(fd)
        yield path
    finally:
        os.unlink(path)



class SingleMachineBatchSystemJobTest(hidden.AbstractBatchSystemJobTest):
    """
    Tests Toil workflow against the SingleMachine batch system
    """

    def getBatchSystemName(self):
        return "singleMachine"


@needs_mesos
class MesosBatchSystemJobTest(hidden.AbstractBatchSystemJobTest, MesosTestSupport):
    """
    Tests Toil workflow against the Mesos batch system
    """

    def getBatchSystemName(self):
        self._startMesos(self.cpuCount)
        return "mesos"

    def tearDown(self):
        self._stopMesos()


[docs]def measureConcurrency(filepath, sleep_time=5):
    """
    Run in parallel to determine the number of concurrent tasks.
    This code was copied from toil.batchSystemTestMaxCoresSingleMachineBatchSystemTest
    :param str filepath: path to counter file
    :param int sleep_time: number of seconds to sleep before counting down
    :return int max concurrency value:
    """
    count(1, filepath)
    try:
        time.sleep(sleep_time)
    finally:
        return count(-1, filepath)



[docs]def count(delta, file_path):
    """
    Increments counter file and returns the max number of times the file
    has been modified. Counter data must be in the form:
     concurrent tasks, max concurrent tasks (counter should be initialized to 0,0)

    :param int delta: increment value
    :param str file_path: path to shared counter file
    :return int max concurrent tasks:
    """
    fd = os.open(file_path, os.O_RDWR)
    try:
        fcntl.flock(fd, fcntl.LOCK_EX)
        try:
            s = os.read(fd, 10)
            value, maxValue = map(int, s.split(','))
            value += delta
            if value > maxValue: maxValue = value
            os.lseek(fd, 0, 0)
            os.ftruncate(fd, 0)
            os.write(fd, ','.join(map(str, (value, maxValue))))
        finally:
            fcntl.flock(fd, fcntl.LOCK_UN)
    finally:
        os.close(fd)
    return maxValue



[docs]def getCounters(path):
    with open(path, 'r+') as f:
        s = f.read()
        concurrentTasks, maxConcurrentTasks = map(int, s.split(','))
    return concurrentTasks, maxConcurrentTasks



[docs]def resetCounters(path):
    with open(path, "w") as f:
        f.write("0,0")
        f.close()
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  Source code for toil.test.sort.sortTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
import unittest
import os
import random
from uuid import uuid4
import logging
import subprocess
from toil import resolveEntryPoint

from toil.batchSystems.parasolTestSupport import ParasolTestSupport
from toil.common import Toil
from toil.job import Job, JobException
from toil.lib.bioio import getLogLevelString
from toil.batchSystems.mesos.test import MesosTestSupport
from toil.test.sort.lib import merge, sort, copySubRangeOfFile, getMidPoint
from toil.test.sort.sort import setup, sortMemory
from toil.test import (ToilTest,
                       needs_aws,
                       needs_mesos,
                       needs_azure,
                       needs_parasol,
                       needs_gridengine,
                       needs_google,
                       experimental)
from toil.jobStores.abstractJobStore import JobStoreCreationException
from toil.leader import FailedJobsException

log = logging.getLogger(__name__)

defaultLineLen = int(os.environ.get('TOIL_TEST_SORT_LINE_LEN', '10'))
defaultLines = int(os.environ.get('TOIL_TEST_SORT_LINES', '10'))
defaultN = int(os.environ.get('TOIL_TEST_SORT_N', str(defaultLineLen * defaultLines / 5)))


class SortTest(ToilTest, MesosTestSupport, ParasolTestSupport):
    """
    Tests Toil by sorting a file in parallel on various combinations of job stores and batch
    systems.
    """
    def setUp(self):
        super(SortTest, self).setUp()
        self.tempDir = self._createTempDir(purpose='tempDir')

    def _toilSort(self, jobStore, batchSystem,
                  lines=defaultLines, N=defaultN, testNo=1, lineLen=defaultLineLen,
                  retryCount=2, badWorker=0.5, downCheckpoints=False):
        """
        Generate a file consisting of the given number of random lines, each line of the given
        length. Sort the file with Toil by splitting the file recursively until each part is less
        than the given number of bytes, sorting each part and merging them back together. Then
        verify the result.

        :param jobStore: a job store string

        :param batchSystem: the name of the batch system

        :param lines: the number of random lines to generate

        :param N: the size in bytes of each split

        :param testNo: the number of repeats of this test

        :param lineLen: the length of each random line in the file
        """
        for test in xrange(testNo):
            try:
                # Specify options
                options = Job.Runner.getDefaultOptions(jobStore)
                options.logLevel = getLogLevelString()
                options.retryCount = retryCount
                options.batchSystem = batchSystem
                options.clean = "never"
                options.badWorker = badWorker
                options.badWorkerFailInterval = 0.05

                # Make the file to sort
                tempSortFile = os.path.join(self.tempDir, "fileToSort.txt")
                makeFileToSort(tempSortFile, lines=lines, lineLen=lineLen)

                # First make our own sorted version
                with open(tempSortFile, 'r') as fileHandle:
                    l = fileHandle.readlines()
                    l.sort()

                # Make the first job
                firstJob = Job.wrapJobFn(setup, tempSortFile, N, downCheckpoints=downCheckpoints, memory=sortMemory)

                # Check we get an exception if we try to restart a workflow that doesn't exist
                options.restart = True
                try:
                    with Toil(options) as toil:
                        toil.restart()
                    self.fail()
                except JobStoreCreationException:
                    pass

                options.restart = False

                # Now actually run the workflow
                try:
                    with Toil(options) as toil:
                        toil.start(firstJob)
                    i = 0
                except FailedJobsException as e:
                    i = e.numberOfFailedJobs

                # Check we get an exception if we try to run without restart on an existing store
                try:
                    with Toil(options) as toil:
                        toil.start(firstJob)
                    self.fail()
                except JobStoreCreationException:
                    pass

                options.restart = True

                # This loop tests the restart behavior
                totalTrys = 1
                while i != 0:
                    options.useExistingOptions = random.random() > 0.5
                    try:
                        with Toil(options) as toil:
                            toil.restart()
                        i = 0
                    except FailedJobsException as e:
                        i = e.numberOfFailedJobs
                        if totalTrys > 32: #p(fail after this many restarts) = 0.5**32
                            self.fail() #Exceeded a reasonable number of restarts    
                        totalTrys += 1    

                # Now check that if you try to restart from here it will raise an exception
                # indicating that there are no jobs remaining in the workflow.
                try:
                    with Toil(options) as toil:
                        toil.restart()
                except JobException:
                    pass
                else:
                    self.fail('Expected %s to be raised' % JobException )

                # Now check the file is properly sorted..
                with open(tempSortFile, 'r') as fileHandle:
                    l2 = fileHandle.readlines()
                    self.assertEquals(l, l2)
            finally:
                subprocess.check_call([resolveEntryPoint('toil'), 'clean', jobStore])

    @needs_aws
    def testAwsSingle(self):
        self._toilSort(jobStore=self._awsJobStore(), batchSystem='singleMachine')

    @needs_aws
    @needs_mesos
    def testAwsMesos(self):
        self._startMesos()
        try:
            self._toilSort(jobStore=self._awsJobStore(), batchSystem="mesos")
        finally:
            self._stopMesos()

    @needs_mesos
    def testFileMesos(self):
        self._startMesos()
        try:
            self._toilSort(jobStore=self._getTestJobStorePath(), batchSystem="mesos")
        finally:
            self._stopMesos()

    @experimental
    @needs_azure
    def testAzureSingle(self):
        self._toilSort(jobStore=self._azureJobStore(), batchSystem='singleMachine')

    @experimental
    @needs_azure
    @needs_mesos
    def testAzureMesos(self):
        self._startMesos()
        try:
            self._toilSort(jobStore=self._azureJobStore(), batchSystem="mesos")
        finally:
            self._stopMesos()

    @experimental
    @needs_google
    def testGoogleSingle(self):
        self._toilSort(jobStore=self._googleJobStore(), batchSystem="singleMachine")

    @experimental
    @needs_google
    @needs_mesos
    def testGoogleMesos(self):
        self._startMesos()
        try:
            self._toilSort(jobStore=self._googleJobStore(), batchSystem="mesos")
        finally:
            self._stopMesos()

    def testFileSingle(self):
        self._toilSort(jobStore=self._getTestJobStorePath(), batchSystem='singleMachine')

    def testFileSingleCheckpoints(self):
        self._toilSort(jobStore=self._getTestJobStorePath(), batchSystem='singleMachine', retryCount=2, downCheckpoints=True)

    def testFileSingle10000(self):
        self._toilSort(jobStore=self._getTestJobStorePath(), batchSystem='singleMachine',
                       lines=10000, N=10000)

    @needs_gridengine
    @unittest.skip('Gridengine does not support shared caching')
    def testFileGridEngine(self):
        self._toilSort(jobStore=self._getTestJobStorePath(), batchSystem='gridengine')

    @needs_parasol
    @unittest.skip("skipping until parasol support is less flaky (see github issue #449")
    def testFileParasol(self):
        self._startParasol()
        try:
            self._toilSort(jobStore=self._getTestJobStorePath(), batchSystem='parasol')
        finally:
            self._stopParasol()

    # The following functions test the functions in the test

    testNo = 5

    def testSort(self):
        for test in xrange(self.testNo):
            tempFile1 = os.path.join(self.tempDir, "fileToSort.txt")
            makeFileToSort(tempFile1)
            lines1 = self._loadFile(tempFile1)
            lines1.sort()
            sort(tempFile1)
            with open(tempFile1, 'r') as f:
                lines2 = f.readlines()
            self.assertEquals(lines1, lines2)

    def testMerge(self):
        for test in xrange(self.testNo):
            tempFile1 = os.path.join(self.tempDir, "fileToSort1.txt")
            tempFile2 = os.path.join(self.tempDir, "fileToSort2.txt")
            tempFile3 = os.path.join(self.tempDir, "mergedFile.txt")
            makeFileToSort(tempFile1)
            makeFileToSort(tempFile2)
            sort(tempFile1)
            sort(tempFile2)
            with open(tempFile3, 'w') as fileHandle:
                with open(tempFile1) as tempFileHandle1:
                    with open(tempFile2) as tempFileHandle2:
                        merge(tempFileHandle1, tempFileHandle2, fileHandle)
            lines1 = self._loadFile(tempFile1) + self._loadFile(tempFile2)
            lines1.sort()
            with open(tempFile3, 'r') as f:
                lines2 = f.readlines()
            self.assertEquals(lines1, lines2)

    def testCopySubRangeOfFile(self):
        for test in xrange(self.testNo):
            tempFile = os.path.join(self.tempDir, "fileToSort1.txt")
            outputFile = os.path.join(self.tempDir, "outputFileToSort1.txt")
            makeFileToSort(tempFile, lines=10, lineLen=defaultLineLen)
            fileSize = os.path.getsize(tempFile)
            assert fileSize > 0
            fileStart = random.choice(xrange(0, fileSize))
            fileEnd = random.choice(xrange(fileStart, fileSize))
            fileHandle = open(outputFile, 'w')
            copySubRangeOfFile(tempFile, fileStart, fileEnd, fileHandle)
            fileHandle.close()
            l = open(outputFile, 'r').read()
            l2 = open(tempFile, 'r').read()[fileStart:fileEnd]
            self.assertEquals(l, l2)

    def testGetMidPoint(self):
        for test in xrange(self.testNo):
            tempFile = os.path.join(self.tempDir, "fileToSort.txt")
            makeFileToSort(tempFile)
            l = open(tempFile, 'r').read()
            fileSize = os.path.getsize(tempFile)
            midPoint = getMidPoint(tempFile, 0, fileSize)
            print "the mid point is %i of a file of %i bytes" % (midPoint, fileSize)
            assert midPoint < fileSize
            assert l[midPoint] == '\n'
            assert midPoint >= 0

    # Support methods

    def _awsJobStore(self):
        return "aws:us-west-2:sort-test-%s" % uuid4()

    def _azureJobStore(self):
        return "azure:toiltest:sort-test-%s" % uuid4()

    def _googleJobStore(self):
        return "google:cgc-05-0006:sort-test-%s" % uuid4()

    def _loadFile(self, path):
        with open(path, 'r') as f:
            return f.readlines()


[docs]def makeFileToSort(fileName, lines=defaultLines, lineLen=defaultLineLen):
    with open(fileName, 'w') as fileHandle:
        for _ in xrange(lines):
            line = "".join(random.choice('actgACTGNXYZ') for _ in xrange(lineLen - 1)) + '\n'
            fileHandle.write(line)
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  Source code for toil.test.src.jobServiceTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import
import os
import random
from toil.lib.bioio import getTempFile
from toil.job import Job
from toil.test import ToilTest
import time
import sys
from threading import Thread, Event
import logging
logger = logging.getLogger( __name__ )
from unittest import skipIf
from toil.batchSystems.singleMachine import SingleMachineBatchSystem
from toil.leader import FailedJobsException

class JobServiceTest(ToilTest):
    """
    Tests testing the Job.Service class
    """
    
    def testServiceSerialization(self):
        """
        Tests that a service can receive a promise without producing a serialization
        error.
        """
        job = Job()
        service = TestServiceSerialization("woot")
        startValue = job.addService(service) # Add a first service to job
        subService = TestServiceSerialization(startValue) # Now create a child of 
        # that service that takes the start value promise from the parent service
        job.addService(subService, parentService=service) # This should work if
        # serialization on services is working correctly.
        
        self.runToil(job)
        
    def testService(self, checkpoint=False):
        """
        Tests the creation of a Job.Service with random failures of the worker.
        """
        for test in xrange(2):
            outFile = getTempFile(rootDir=self._createTempDir()) # Temporary file
            messageInt = random.randint(1, sys.maxint)
            try:
                # Wire up the services/jobs
                t = Job.wrapJobFn(serviceTest, outFile, messageInt, checkpoint=checkpoint)

                # Run the workflow repeatedly until success
                self.runToil(t)

                # Check output
                self.assertEquals(int(open(outFile, 'r').readline()), messageInt)
            finally:
                os.remove(outFile)

    def testServiceWithCheckpoints(self):
        """
        Tests the creation of a Job.Service with random failures of the worker, making the root job use checkpointing to 
        restart the subtree.
        """
        self.testService(checkpoint=True)

    @skipIf(SingleMachineBatchSystem.numCores < 4, 'Need at least four cores to run this test')
    def testServiceRecursive(self, checkpoint=True):
        """
        Tests the creation of a Job.Service, creating a chain of services and accessing jobs.
        Randomly fails the worker.
        """
        for test in xrange(1):
            # Temporary file
            outFile = getTempFile(rootDir=self._createTempDir())
            messages = [ random.randint(1, sys.maxint) for i in xrange(3) ]
            try:
                # Wire up the services/jobs
                t = Job.wrapJobFn(serviceTestRecursive, outFile, messages, checkpoint=checkpoint)

                # Run the workflow repeatedly until success
                self.runToil(t)

                # Check output
                self.assertEquals(map(int, open(outFile, 'r').readlines()), messages)
            finally:
                os.remove(outFile)

    @skipIf(SingleMachineBatchSystem.numCores < 4, 'Need at least four cores to run this test')
    def testServiceParallelRecursive(self, checkpoint=True):
        """
        Tests the creation of a Job.Service, creating parallel chains of services and accessing jobs.
        Randomly fails the worker.
        """
        for test in xrange(1):
            # Temporary file
            outFiles = [ getTempFile(rootDir=self._createTempDir()) for j in xrange(2) ]
            messageBundles = [ [ random.randint(1, sys.maxint) for i in xrange(3) ] for j in xrange(2) ]
            try:
                # Wire up the services/jobs
                t = Job.wrapJobFn(serviceTestParallelRecursive, outFiles, messageBundles, checkpoint=True)

                # Run the workflow repeatedly until success
                self.runToil(t, retryCount=2)

                # Check output
                for (messages, outFile) in zip(messageBundles, outFiles):
                    self.assertEquals(map(int, open(outFile, 'r').readlines()), messages)
            finally:
                map(os.remove, outFiles)

    def runToil(self, rootJob, retryCount=1, badWorker=0.5, badWorkedFailInterval=0.05):
        # Create the runner for the workflow.
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.logLevel = "INFO"

        options.retryCount = retryCount
        options.badWorker = badWorker
        options.badWorkerFailInterval = badWorkedFailInterval
        options.servicePollingInterval = 1

        # Run the workflow
        totalTrys = 0
        while True:
            try:
                Job.Runner.startToil(rootJob, options)
                break
            except FailedJobsException as e:
                i = e.numberOfFailedJobs
                if totalTrys > 40: #p(fail after this many restarts) = 0.5**32
                    self.fail() #Exceeded a reasonable number of restarts
                totalTrys += 1
                options.restart = True

[docs]def serviceTest(job, outFile, messageInt):
    """
    Creates one service and one accessing job, which communicate with two files to establish
    that both run concurrently. 
    """
    #Clean out out-file
    open(outFile, 'w').close()
    randInt = random.randint(1, sys.maxint) # We create a random number that is added to messageInt and subtracted by the serviceAccessor, to prove that
    # when service test is checkpointed and restarted there is never a connection made between an earlier service and later serviceAccessor, or vice versa.
    job.addChildJobFn(serviceAccessor, job.addService(TestService(messageInt + randInt)), outFile, randInt)


[docs]def serviceTestRecursive(job, outFile, messages):
    """
    Creates a chain of services and accessing jobs, each paired together.
    """
    if len(messages) > 0:
        #Clean out out-file
        open(outFile, 'w').close()
        randInt = random.randint(1, sys.maxint)
        service = TestService(messages[0] + randInt)
        child = job.addChildJobFn(serviceAccessor, job.addService(service), outFile, randInt)

        for i in xrange(1, len(messages)):
            randInt = random.randint(1, sys.maxint)
            service2 = TestService(messages[i] + randInt, cores=0.1)
            child = child.addChildJobFn(serviceAccessor,
                                        job.addService(service2, parentService=service),
                                        outFile, randInt, cores=0.1)
            service = service2


[docs]def serviceTestParallelRecursive(job, outFiles, messageBundles):
    """
    Creates multiple chains of services and accessing jobs.
    """
    for messages, outFile in zip(messageBundles, outFiles):
        #Clean out out-file
        open(outFile, 'w').close()
        if len(messages) > 0:
            randInt = random.randint(1, sys.maxint)
            service = TestService(messages[0] + randInt)
            child = job.addChildJobFn(serviceAccessor, job.addService(service), outFile, randInt)

            for i in xrange(1, len(messages)):
                randInt = random.randint(1, sys.maxint)
                service2 = TestService(messages[i] + randInt, cores=0.1)
                child = child.addChildJobFn(serviceAccessor,
                                            job.addService(service2, parentService=service),
                                            outFile, randInt, cores=0.1)
                service = service2


class TestService(Job.Service):
    def __init__(self, messageInt, *args, **kwargs):
        """
        While established the service repeatedly:
             - reads an integer i from the inJobStoreFileID file
             - writes i and messageInt to the outJobStoreFileID file
        """
        Job.Service.__init__(self, *args, **kwargs)
        self.messageInt = messageInt

    def start(self, fileStore):
        self.terminate = Event()
        self.error = Event()
        inJobStoreID = fileStore.jobStore.getEmptyFileStoreID()
        outJobStoreID = fileStore.jobStore.getEmptyFileStoreID()
        self.serviceThread = Thread(target=self.serviceWorker,
                                    args=(fileStore.jobStore, self.terminate, self.error,
                                          inJobStoreID, outJobStoreID,
                                          self.messageInt))
        self.serviceThread.start()
        return (inJobStoreID, outJobStoreID)

    def stop(self, fileStore):
        self.terminate.set()
        self.serviceThread.join()

    def check(self):
        if self.error.isSet():
            raise RuntimeError("Service worker failed")
        return True

    @staticmethod
    def serviceWorker(jobStore, terminate, error, inJobStoreID, outJobStoreID, messageInt):
        try:
            while True:
                if terminate.isSet(): # Quit if we've got the terminate signal
                    logger.debug("Demo service worker being told to quit")
                    return

                time.sleep(0.2) # Sleep to avoid thrashing

                # Try reading a line from the input file
                try:
                    with jobStore.readFileStream(inJobStoreID) as fH:
                        line = fH.readline()
                except:
                    logger.debug("Something went wrong reading a line")
                    raise

                # Try converting the input line into an integer
                try:
                    inputInt = int(line)
                except ValueError:
                    logger.debug("Tried casting input line to integer but got error: %s" % line)
                    continue

                # Write out the resulting read integer and the message              
                with jobStore.updateFileStream(outJobStoreID) as fH:
                    fH.write("%s %s\n" % (inputInt, messageInt))
        except:
            error.set()
            raise

[docs]def serviceAccessor(job, communicationFiles, outFile, randInt):
    """
    Writes a random integer iinto the inJobStoreFileID file, then tries 10 times reading
    from outJobStoreFileID to get a pair of integers, the first equal to i the second written into the outputFile.
    """
    inJobStoreFileID, outJobStoreFileID = communicationFiles

    # Get a random integer
    key = random.randint(1, sys.maxint)

    # Write the integer into the file
    logger.debug("Writing key to inJobStoreFileID")
    with job.fileStore.jobStore.updateFileStream(inJobStoreFileID) as fH:
        fH.write("%s\n" % key)

    logger.debug("Trying to read key and message from outJobStoreFileID")
    for i in xrange(10): # Try 10 times over
        time.sleep(0.2) #Avoid thrashing

        # Try reading an integer from the input file and writing out the message
        with job.fileStore.jobStore.readFileStream(outJobStoreFileID) as fH:
            line = fH.readline()

        tokens = line.split()
        if len(tokens) != 2:
            continue

        key2, message = tokens

        if int(key2) == key:
            logger.debug("Matched key's: %s, writing message: %s with randInt: %s" % (key, int(message) - randInt, randInt))
            with open(outFile, 'a') as fH:
                fH.write("%s\n" % (int(message) - randInt))
            return

    assert 0 # Job failed to get info from the service

    
class TestServiceSerialization(Job.Service):
    def __init__(self, messageInt, *args, **kwargs):
        """
        Trivial service for testing serialization.
        """
        Job.Service.__init__(self, *args, **kwargs)
        self.messageInt = messageInt

    def start(self, fileStore):
        return self.messageInt

    def stop(self, fileStore):
        pass

    def check(self):
        return True
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  Source code for toil.test.src.promisesTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
from __future__ import absolute_import
from toil.job import Job
from toil.test import ToilTest

class CachedUnpicklingJobStoreTest(ToilTest):
    """
    https://github.com/BD2KGenomics/toil/issues/817
    """
    def test(self):
        """
        Runs two identical Toil workflows with different job store paths
        """
        for _ in range(2):
            options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
            options.logLevel = "INFO"
            root = Job.wrapJobFn(parent)
            value = Job.Runner.startToil(root, options)


[docs]def parent(job):
    return job.addChildFn(child).rv()



[docs]def child():
    return 1
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  Source code for toil.test.src.helloWorldTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
from toil.job import Job
from toil.test import ToilTest

class HelloWorldTest(ToilTest):
    def testHelloWorld(self):
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.logLevel = "INFO"
        Job.Runner.startToil(HelloWorld(), options)

class HelloWorld(Job):
    def __init__(self):
        Job.__init__(self,  memory=100000, cores=2, disk="3G")

    def run(self, fileStore):
        fileID = self.addChildJobFn(childFn, cores=1, memory="1M", disk="3G").rv()
        self.addFollowOn(FollowOn(fileID))

[docs]def childFn(job):
    with job.fileStore.writeGlobalFileStream() as (fH, fileID):
        fH.write("Hello, World!")
        return fileID


class FollowOn(Job):
    def __init__(self,fileId):
        Job.__init__(self)
        self.fileId=fileId

    def run(self, fileStore):
        tempDir = fileStore.getLocalTempDir()
        tempFilePath = "/".join([tempDir,"LocalCopy"])
        with fileStore.readGlobalFileStream(self.fileId) as globalFile:
            with open(tempFilePath, "w") as localFile:
                localFile.write(globalFile.read())
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  Source code for toil.test.src.toilContextManagerTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import
from toil.common import Toil, ToilContextManagerException
from toil.job import Job
from toil.test import ToilTest


class ToilContextManagerTest(ToilTest):
    def testContextManger(self):
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.logLevel = 'INFO'
        with Toil(options) as toil:
            toil.start(HelloWorld())

    def testNoContextManger(self):
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.logLevel = 'INFO'
        toil = Toil(options)
        self.assertRaises(ToilContextManagerException, toil.start, HelloWorld())


class HelloWorld(Job):
    def __init__(self):
        Job.__init__(self, memory=100000, cores=2, disk='1M')

    def run(self, fileStore):
        fileID = self.addChildJobFn(childFn, cores=1, memory='1M', disk='1M').rv()
        self.addFollowOn(FollowOn(fileID))


[docs]def childFn(job):
    with job.fileStore.writeGlobalFileStream() as (fH, fileID):
        fH.write("Hello, World!")
        return fileID



class FollowOn(Job):
    def __init__(self, fileId):
        Job.__init__(self)
        self.fileId = fileId

    def run(self, fileStore):
        tempDir = fileStore.getLocalTempDir()
        tempFilePath = "/".join([tempDir, 'LocalCopy'])
        with fileStore.readGlobalFileStream(self.fileId) as globalFile:
            with open(tempFilePath, "w") as localFile:
                localFile.write(globalFile.read())
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  Source code for toil.utils.toilStats

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.


""" Reports data about the given toil run.
"""
from __future__ import absolute_import
from functools import partial
import logging
import json
from toil.lib.bioio import getBasicOptionParser
from toil.lib.bioio import parseBasicOptions
from toil.common import Toil
from toil.version import version
from bd2k.util.expando import Expando

logger = logging.getLogger( __name__ )

class ColumnWidths(object):
    """ Convenience object that stores the width of columns for printing.
    Helps make things pretty.
    """
    def __init__(self):
        self.categories = ["time", "clock", "wait", "memory"]
        self.fields_count = ["count", "min", "med", "ave", "max", "total"]
        self.fields = ["min", "med", "ave", "max", "total"]
        self.data = {}
        for category in self.categories:
            for field in self.fields_count:
                self.setWidth(category, field, 8)
    def title(self, category):
        """ Return the total printed length of this category item.
        """
        return sum(
            map(lambda x: self.getWidth(category, x), self.fields))
    def getWidth(self, category, field):
        category = category.lower()
        return self.data["%s_%s" % (category, field)]
    def setWidth(self, category, field, width):
        category = category.lower()
        self.data["%s_%s" % (category, field)] = width
    def report(self):
        for c in self.categories:
            for f in self.fields:
                print '%s %s %d' % (c, f, self.getWidth(c, f))

[docs]def initializeOptions(parser):
    ##########################################
    # Construct the arguments.
    ##########################################
    parser.add_argument("jobStore", type=str,
              help=("Store in which to place job management files \
              and the global accessed temporary files"
              "(If this is a file path this needs to be globally accessible "
              "by all machines running jobs).\n"
              "If the store already exists and restart is false an"
              " ExistingJobStoreException exception will be thrown."))
    parser.add_argument("--outputFile", dest="outputFile", default=None,
                      help="File in which to write results")
    parser.add_argument("--raw", action="store_true", default=False,
                      help="output the raw json data.")
    parser.add_argument("--pretty", "--human", action="store_true", default=False,
                      help=("if not raw, prettify the numbers to be "
                            "human readable."))
    parser.add_argument("--categories",
                      help=("comma separated list from [time, clock, wait, "
                            "memory]"))
    parser.add_argument("--sortCategory", default="time",
                      help=("how to sort Job list. may be from [alpha, "
                            "time, clock, wait, memory, count]. "
                            "default=%(default)s"))
    parser.add_argument("--sortField", default="med",
                      help=("how to sort Job list. may be from [min, "
                            "med, ave, max, total]. "
                            "default=%(default)s"))
    parser.add_argument("--sortReverse", "--reverseSort", default=False,
                      action="store_true",
                      help="reverse sort order.")
    parser.add_argument("--version", action='version', version=version)


[docs]def checkOptions(options, parser):
    """ Check options, throw parser.error() if something goes wrong
    """
    logger.info("Parsed arguments")
    logger.info("Checking if we have files for toil")
    if options.jobStore == None:
        parser.error("Specify --jobStore")
    defaultCategories = ["time", "clock", "wait", "memory"]
    if options.categories is None:
        options.categories = defaultCategories
    else:
        options.categories = map(lambda x: x.lower(),
                                 options.categories.split(","))
    for c in options.categories:
        if c not in defaultCategories:
            parser.error("Unknown category %s. Must be from %s"
                         % (c, str(defaultCategories)))
    extraSort = ["count", "alpha"]
    if options.sortCategory is not None:
        if (options.sortCategory not in defaultCategories and
            options.sortCategory not in extraSort):
            parser.error("Unknown --sortCategory %s. Must be from %s"
                         % (options.sortCategory,
                            str(defaultCategories + extraSort)))
    sortFields = ["min", "med", "ave", "max", "total"]
    if options.sortField is not None:
        if (options.sortField not in sortFields):
            parser.error("Unknown --sortField %s. Must be from %s"
                         % (options.sortField, str(sortFields)))
    logger.info("Checked arguments")


[docs]def printJson(elem):
    """ Return a JSON formatted string
    """
    prettyString = json.dumps(elem, indent=4, separators=(',',': '))
    return prettyString


[docs]def padStr(s, field=None):
    """ Pad the begining of a string with spaces, if necessary.
    """
    if field is None:
        return s
    else:
      if len(s) >= field:
          return s
      else:
          return " " * (field - len(s)) + s


[docs]def prettyMemory(k, field=None, isBytes=False):
    """ Given input k as kilobytes, return a nicely formatted string.
    """
    if isBytes:
        k /= 1024
    if k < 1024:
        return padStr("%gK" % k, field)
    if k < (1024 * 1024):
        return padStr("%.1fM" % (k / 1024.0), field)
    if k < (1024 * 1024 * 1024):
        return padStr("%.1fG" % (k / 1024.0 / 1024.0), field)
    if k < (1024 * 1024 * 1024 * 1024):
        return padStr("%.1fT" % (k / 1024.0 / 1024.0 / 1024.0), field)
    if k < (1024 * 1024 * 1024 * 1024 * 1024):
        return padStr("%.1fP" % (k / 1024.0 / 1024.0 / 1024.0 / 1024.0), field)


[docs]def prettyTime(t, field=None):
    """ Given input t as seconds, return a nicely formatted string.
    """
    from math import floor
    pluralDict = {True: "s", False: ""}
    if t < 120:
        return padStr("%ds" % t, field)
    if t < 120 * 60:
        m = floor(t / 60.)
        s = t % 60
        return padStr("%dm%ds" % (m, s), field)
    if t < 25 * 60 * 60:
        h = floor(t / 60. / 60.)
        m = floor((t - (h * 60. * 60.)) / 60.)
        s = t % 60
        return padStr("%dh%gm%ds" % (h, m, s), field)
    if t < 7 * 24 * 60 * 60:
        d = floor(t / 24. / 60. / 60.)
        h = floor((t - (d * 24. * 60. * 60.)) / 60. / 60.)
        m = floor((t
                   - (d * 24. * 60. * 60.)
                   - (h * 60. * 60.))
                  / 60.)
        s = t % 60
        dPlural = pluralDict[d > 1]
        return padStr("%dday%s%dh%dm%ds" % (d, dPlural, h, m, s), field)
    w = floor(t / 7. / 24. / 60. / 60.)
    d = floor((t - (w * 7 * 24 * 60 * 60)) / 24. / 60. / 60.)
    h = floor((t
                 - (w * 7. * 24. * 60. * 60.)
                 - (d * 24. * 60. * 60.))
                / 60. / 60.)
    m = floor((t
                 - (w * 7. * 24. * 60. * 60.)
                 - (d * 24. * 60. * 60.)
                 - (h * 60. * 60.))
                / 60.)
    s = t % 60
    wPlural = pluralDict[w > 1]
    dPlural = pluralDict[d > 1]
    return padStr("%dweek%s%dday%s%dh%dm%ds" % (w, wPlural, d,
                                                dPlural, h, m, s), field)


[docs]def reportTime(t, options, field=None):
    """ Given t seconds, report back the correct format as string.
    """
    if options.pretty:
        return prettyTime(t, field=field)
    else:
        if field is not None:
            return "%*.2f" % (field, t)
        else:
            return "%.2f" % t


[docs]def reportMemory(k, options, field=None, isBytes=False):
    """ Given k kilobytes, report back the correct format as string.
    """
    if options.pretty:
        return prettyMemory(int(k), field=field, isBytes=isBytes)
    else:
        if isBytes:
            k /= 1024.
        if field is not None:
            return "%*dK" % (field - 1, k)  # -1 for the "K"
        else:
            return "%dK" % int(k)


[docs]def reportNumber(n, options, field=None):
    """ Given n an integer, report back the correct format as string.
    """
    if field is not None:
        return "%*g" % (field, n)
    else:
        return "%g" % n


[docs]def refineData(root, options):
    """ walk down from the root and gather up the important bits.
    """
    worker = root.worker
    job = root.jobs
    jobTypesTree = root.job_types
    jobTypes = []
    for childName in jobTypesTree:
        jobTypes.append(jobTypesTree[childName])
    return root, worker, job, jobTypes


[docs]def sprintTag(key, tag, options, columnWidths=None):
    """ Generate a pretty-print ready string from a JTTag().
    """
    if columnWidths is None:
        columnWidths = ColumnWidths()
    header = "  %7s " % decorateTitle("Count", options)
    sub_header = "  %7s " % "n"
    tag_str = "  %s" % reportNumber(tag.total_number, options, field=7)
    out_str = ""
    if key == "job":
        out_str += " %-12s | %7s%7s%7s%7s\n" % ("Worker Jobs", "min",
                                           "med", "ave", "max")
        worker_str = "%s| " % (" " * 14)
        for t in [tag.min_number_per_worker, tag.median_number_per_worker,
                  tag.average_number_per_worker, tag.max_number_per_worker]:
            worker_str += reportNumber(t, options, field=7)
        out_str += worker_str + "\n"
    if "time" in options.categories:
        header += "| %*s " % (columnWidths.title("time"),
                              decorateTitle("Time", options))
        sub_header += decorateSubHeader("Time", columnWidths, options)
        tag_str += " | "
        for t, width in [
            (tag.min_time, columnWidths.getWidth("time", "min")),
            (tag.median_time, columnWidths.getWidth("time", "med")),
            (tag.average_time, columnWidths.getWidth("time", "ave")),
            (tag.max_time, columnWidths.getWidth("time", "max")),
            (tag.total_time, columnWidths.getWidth("time", "total")),
            ]:
            tag_str += reportTime(t, options, field=width)
    if "clock" in options.categories:
        header += "| %*s " % (columnWidths.title("clock"),
                              decorateTitle("Clock", options))
        sub_header += decorateSubHeader("Clock", columnWidths, options)
        tag_str += " | "
        for t, width in [
            (tag.min_clock, columnWidths.getWidth("clock", "min")),
            (tag.median_clock, columnWidths.getWidth("clock", "med")),
            (tag.average_clock, columnWidths.getWidth("clock", "ave")),
            (tag.max_clock, columnWidths.getWidth("clock", "max")),
            (tag.total_clock, columnWidths.getWidth("clock", "total")),
            ]:
            tag_str += reportTime(t, options, field=width)
    if "wait" in options.categories:
        header += "| %*s " % (columnWidths.title("wait"),
                              decorateTitle("Wait", options))
        sub_header += decorateSubHeader("Wait", columnWidths, options)
        tag_str += " | "
        for t, width in [
            (tag.min_wait, columnWidths.getWidth("wait", "min")),
            (tag.median_wait, columnWidths.getWidth("wait", "med")),
            (tag.average_wait, columnWidths.getWidth("wait", "ave")),
            (tag.max_wait, columnWidths.getWidth("wait", "max")),
            (tag.total_wait, columnWidths.getWidth("wait", "total")),
            ]:
            tag_str += reportTime(t, options, field=width)
    if "memory" in options.categories:
        header += "| %*s " % (columnWidths.title("memory"),
                              decorateTitle("Memory", options))
        sub_header += decorateSubHeader("Memory", columnWidths, options)
        tag_str += " | "
        for t, width in [
            (tag.min_memory, columnWidths.getWidth("memory", "min")),
            (tag.median_memory, columnWidths.getWidth("memory", "med")),
            (tag.average_memory, columnWidths.getWidth("memory", "ave")),
            (tag.max_memory, columnWidths.getWidth("memory", "max")),
            (tag.total_memory, columnWidths.getWidth("memory", "total")),
            ]:
            tag_str += reportMemory(t, options, field=width, isBytes=True)
    out_str += header + "\n"
    out_str += sub_header + "\n"
    out_str += tag_str + "\n"
    return out_str


[docs]def decorateTitle(title, options):
    """ Add a marker to TITLE if the TITLE is sorted on.
    """
    if title.lower() == options.sortCategory:
        return "%s*" % title
    else:
        return title


[docs]def decorateSubHeader(title, columnWidths, options):
    """ Add a marker to the correct field if the TITLE is sorted on.
    """
    title = title.lower()
    if title != options.sortCategory:
        s = "| %*s%*s%*s%*s%*s " % (
            columnWidths.getWidth(title, "min"), "min",
            columnWidths.getWidth(title, "med"), "med",
            columnWidths.getWidth(title, "ave"), "ave",
            columnWidths.getWidth(title, "max"), "max",
            columnWidths.getWidth(title, "total"), "total")
        return s
    else:
        s = "| "
        for field, width in [("min", columnWidths.getWidth(title, "min")),
                             ("med", columnWidths.getWidth(title, "med")),
                             ("ave", columnWidths.getWidth(title, "ave")),
                             ("max", columnWidths.getWidth(title, "max")),
                             ("total", columnWidths.getWidth(title, "total"))]:
            if options.sortField == field:
                s += "%*s*" % (width - 1, field)
            else:
                s += "%*s" % (width, field)
        s += " "
        return s


[docs]def get(tree, name):
    """ Return a float value attribute NAME from TREE.
    """
    if name in tree:
        value = tree[name]
    else:
        return float("nan")
    try:
        a = float(value)
    except ValueError:
        a = float("nan")
    return a


[docs]def sortJobs(jobTypes, options):
    """ Return a jobTypes all sorted.
    """
    longforms = {"med": "median",
                 "ave": "average",
                 "min": "min",
                 "total": "total",
                 "max": "max",}
    sortField = longforms[options.sortField]
    if (options.sortCategory == "time" or
        options.sortCategory == "clock" or
        options.sortCategory == "wait" or
        options.sortCategory == "memory"
        ):
        return sorted(
            jobTypes,
            key=lambda tag: getattr(tag, "%s_%s"
                                    % (sortField, options.sortCategory)),
            reverse=options.sortReverse)
    elif options.sortCategory == "alpha":
        return sorted(
            jobTypes, key=lambda tag: tag.name,
            reverse=options.sortReverse)
    elif options.sortCategory == "count":
        return sorted(jobTypes, key=lambda tag: tag.total_number,
                      reverse=options.sortReverse)


[docs]def reportPrettyData(root, worker, job, job_types, options):
    """ print the important bits out.
    """
    out_str = "Batch System: %s\n" % root.batch_system
    out_str += ("Default Cores: %s  Default Memory: %s\n"
                "Max Cores: %s  Max Threads: %s\n" % (
        reportNumber(get(root, "default_cores"), options),
        reportMemory(get(root, "default_memory"), options, isBytes=True),
        reportNumber(get(root, "max_cores"), options),
        reportNumber(get(root, "max_threads"), options),
        ))
    out_str += ("Total Clock: %s  Total Runtime: %s\n" % (
        reportTime(get(root, "total_clock"), options),
        reportTime(get(root, "total_run_time"), options),
        ))
    job_types = sortJobs(job_types, options)
    columnWidths = computeColumnWidths(job_types, worker, job, options)
    out_str += "Worker\n"
    out_str += sprintTag("worker", worker, options, columnWidths=columnWidths)
    out_str += "Job\n"
    out_str += sprintTag("job", job, options, columnWidths=columnWidths)
    for t in job_types:
        out_str += " %s\n" % t.name
        out_str += sprintTag(t.name, t, options, columnWidths=columnWidths)
    return out_str


[docs]def computeColumnWidths(job_types, worker, job, options):
    """ Return a ColumnWidths() object with the correct max widths.
    """
    cw = ColumnWidths()
    for t in job_types:
        updateColumnWidths(t, cw, options)
    updateColumnWidths(worker, cw, options)
    updateColumnWidths(job, cw, options)
    return cw


[docs]def updateColumnWidths(tag, cw, options):
    """ Update the column width attributes for this tag's fields.
    """
    longforms = {"med": "median",
                 "ave": "average",
                 "min": "min",
                 "total": "total",
                 "max": "max",}
    for category in ["time", "clock", "wait", "memory"]:
        if category in options.categories:
            for field in ["min", "med", "ave", "max", "total"]:
                t = getattr(tag, "%s_%s" % (longforms[field], category))
                if category in ["time", "clock", "wait"]:
                    s = reportTime(t, options,
                                   field=cw.getWidth(category, field)).strip()
                else:
                    s = reportMemory(t, options,
                                     field=cw.getWidth(category, field), isBytes=True).strip()
                if len(s) >= cw.getWidth(category, field):
                    # this string is larger than max, width must be increased
                    cw.setWidth(category, field, len(s) + 1)


[docs]def buildElement(element, items, itemName):
    """ Create an element for output.
    """
    def assertNonnegative(i,name):
        if i < 0:
            raise RuntimeError("Negative value %s reported for %s" %(i,name) )
        else:
            return float(i)

    itemTimes = []
    itemClocks = []
    itemMemory = []
    for item in items:
        itemTimes.append(assertNonnegative(item["time"], "time"))
        itemClocks.append(assertNonnegative(item["clock"], "clock"))
        itemMemory.append(assertNonnegative(item["memory"], "memory"))
    assert len(itemClocks) == len(itemTimes) == len(itemMemory)

    itemWaits=[]
    for index in range(0,len(itemTimes)):
        itemWaits.append(itemClocks[index]-itemTimes[index])

    itemWaits.sort()
    itemTimes.sort()
    itemClocks.sort()
    itemMemory.sort()

    if len(itemTimes) == 0:
        itemTimes.append(0)
        itemClocks.append(0)
        itemWaits.append(0)
        itemMemory.append(0)

    element[itemName]=Expando(
        total_number=float(len(items)),
        total_time=float(sum(itemTimes)),
        median_time=float(itemTimes[len(itemTimes)/2]),
        average_time=float(sum(itemTimes)/len(itemTimes)),
        min_time=float(min(itemTimes)),
        max_time=float(max(itemTimes)),
        total_clock=float(sum(itemClocks)),
        median_clock=float(itemClocks[len(itemClocks)/2]),
        average_clock=float(sum(itemClocks)/len(itemClocks)),
        min_clock=float(min(itemClocks)),
        max_clock=float(max(itemClocks)),
        total_wait=float(sum(itemWaits)),
        median_wait=float(itemWaits[len(itemWaits)/2]),
        average_wait=float(sum(itemWaits)/len(itemWaits)),
        min_wait=float(min(itemWaits)),
        max_wait=float(max(itemWaits)),
        total_memory=float(sum(itemMemory)),
        median_memory=float(itemMemory[len(itemMemory)/2]),
        average_memory=float(sum(itemMemory)/len(itemMemory)),
        min_memory=float(min(itemMemory)),
        max_memory=float(max(itemMemory)),
        name=itemName
    )
    return element[itemName]


[docs]def createSummary(element, containingItems, containingItemName, getFn):
    itemCounts = [len(getFn(containingItem)) for
                  containingItem in containingItems]
    itemCounts.sort()
    if len(itemCounts) == 0:
        itemCounts.append(0)
    element["median_number_per_%s" % containingItemName] = itemCounts[len(itemCounts) / 2]
    element["average_number_per_%s" % containingItemName] = float(sum(itemCounts)) / len(itemCounts)
    element["min_number_per_%s" % containingItemName] = min(itemCounts)
    element["max_number_per_%s" % containingItemName] = max(itemCounts)


[docs]def getStats(options):
    """ Collect and return the stats and config data.
    """
    def aggregateStats(fileHandle,aggregateObject):
        try:
            stats = json.load(fileHandle, object_hook=Expando)
            for key in stats.keys():
                if key in aggregateObject:
                    aggregateObject[key].append(stats[key])
                else:
                    aggregateObject[key]=[stats[key]]
        except ValueError:
            logger.critical("File %s contains corrupted json. Skipping file." % fileHandle)
            pass  # The file is corrupted.

    jobStore = Toil.loadOrCreateJobStore(options.jobStore)
    aggregateObject = Expando()
    callBack = partial(aggregateStats, aggregateObject=aggregateObject)
    jobStore.readStatsAndLogging(callBack, readAll=True)
    return aggregateObject


[docs]def processData(config, stats, options):
    ##########################################
    # Collate the stats and report
    ##########################################
    if stats.get("total_time", None) is None:  # Hack to allow unfinished toils.
        stats.total_time = {"total_time": "0.0", "total_clock": "0.0"}
    else:
        stats.total_time = sum([float(number) for number in stats.total_time])
        stats.total_clock = sum([float(number) for number in stats.total_clock])

    collatedStatsTag = Expando(total_run_time=stats.total_time,
                               total_clock=stats.total_clock,
                               batch_system=config.batchSystem,
                               default_memory=str(config.defaultMemory),
                               default_cores=str(config.defaultCores),
                               max_cores=str(config.maxCores)
                               )

    # Add worker info
    worker = filter(None, stats.workers)
    jobs = filter(None, stats.jobs)
    jobs = [item for sublist in jobs for item in sublist]

    def fn4(job):
        try:
            return list(jobs)
        except TypeError:
            return []

    buildElement(collatedStatsTag, worker, "worker")
    createSummary(buildElement(collatedStatsTag, jobs, "jobs"),
                  stats.workers, "worker", fn4)
    # Get info for each job
    jobNames = set()
    for job in jobs:
        jobNames.add(job.class_name)
    jobTypesTag = Expando()
    collatedStatsTag.job_types = jobTypesTag
    for jobName in jobNames:
        jobTypes = [ job for job in jobs if job.class_name == jobName ]
        buildElement(jobTypesTag, jobTypes, jobName)
    collatedStatsTag.name = "collatedStatsTag"
    return collatedStatsTag


[docs]def reportData(tree, options):
    # Now dump it all out to file
    if options.raw:
        out_str = printJson(tree)
    else:
        root, worker, job, job_types = refineData(tree, options)
        out_str = reportPrettyData(root, worker, job, job_types, options)
    if options.outputFile is not None:
        fileHandle = open(options.outputFile, "w")
        fileHandle.write(out_str)
        fileHandle.close()
    # Now dump onto the screen
    print out_str


[docs]def main():
    """ Reports stats on the workflow, use with --stats option to toil.
    """
    parser = getBasicOptionParser()
    initializeOptions(parser)
    options = parseBasicOptions(parser)
    checkOptions(options, parser)
    jobStore = Toil.loadOrCreateJobStore(options.jobStore)
    stats = getStats(options)
    collatedStatsTag = processData(jobStore.config, stats, options)
    reportData(collatedStatsTag, options)


def _test():
    import doctest
    return doctest.testmod()
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  Source code for toil.utils.toilStatus

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Reports the state of a Toil workflow
"""
from __future__ import absolute_import
from __future__ import print_function

import logging
import sys

from toil.lib.bioio import logStream
from toil.lib.bioio import getBasicOptionParser
from toil.lib.bioio import parseBasicOptions
from toil.common import Toil
from toil.leader import ToilState
from toil.job import JobException
from toil.version import version

logger = logging.getLogger( __name__ )

[docs]def main():
    """Reports the state of the toil.
    """
    
    ##########################################
    #Construct the arguments.
    ##########################################  
    
    parser = getBasicOptionParser()
    
    parser.add_argument("jobStore", type=str,
              help=("Store in which to place job management files \
              and the global accessed temporary files"
              "(If this is a file path this needs to be globally accessible "
              "by all machines running jobs).\n"
              "If the store already exists and restart is false an"
              " ExistingJobStoreException exception will be thrown."))
    
    parser.add_argument("--verbose", dest="verbose", action="store_true",
                      help="Print loads of information, particularly all the log files of \
                      jobs that failed. default=%(default)s",
                      default=False)
    
    parser.add_argument("--failIfNotComplete", dest="failIfNotComplete", action="store_true",
                      help="Return exit value of 1 if toil jobs not all completed. default=%(default)s",
                      default=False)
    parser.add_argument("--version", action='version', version=version)
    options = parseBasicOptions(parser)
    logger.info("Parsed arguments")
    
    if len(sys.argv) == 1:
        parser.print_help()
        sys.exit(0)
    
    ##########################################
    #Do some checks.
    ##########################################
    
    logger.info("Checking if we have files for Toil")
    assert options.jobStore is not None

    ##########################################
    #Survey the status of the job and report.
    ##########################################  
    
    jobStore = Toil.loadOrCreateJobStore(options.jobStore)
    try:
        rootJob = jobStore.loadRootJob()
    except JobException:
        print('The root job of the job store is absent, the workflow completed successfully.',
              file=sys.stderr)
        sys.exit(0)
    
    toilState = ToilState(jobStore, rootJob )

    # The first element of the toilState.updatedJobs tuple is the jobWrapper we want to inspect
    totalJobs = set(toilState.successorCounts.keys()) | \
                {jobTuple[0] for jobTuple in toilState.updatedJobs}

    failedJobs = [ job for job in totalJobs if job.remainingRetryCount == 0 ]

    print('There are %i active jobs, %i parent jobs with children, and %i totally failed jobs '
          'currently in %s.' % (len(toilState.updatedJobs), len(toilState.successorCounts),
                                len(failedJobs), options.jobStore), file=sys.stderr)
    
    if options.verbose: #Verbose currently means outputting the files that have failed.
        for job in failedJobs:
            if job.logJobStoreFileID is not None:
                with job.getLogFileHandle(jobStore) as logFileHandle:
                    logStream(logFileHandle, job.jobStoreID, logger.warn)
            else:
                print('Log file for job %s is absent.' % job.jobStoreID, file=sys.stderr)
        if len(failedJobs) == 0:
            print('There are no failed jobs to report.', file=sys.stderr)
    
    if (len(toilState.updatedJobs) + len(toilState.successorCounts)) != 0 and \
        options.failIfNotComplete:
        sys.exit(1)

    
def _test():
    import doctest      
    return doctest.testmod()
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  Source code for toil.utils.toilClean

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
"""Removes the JobStore from a toil run.
"""
from __future__ import absolute_import
import logging
import sys

from toil.lib.bioio import getBasicOptionParser
from toil.lib.bioio import parseBasicOptions
from toil.common import Toil
from toil.jobStores.abstractJobStore import JobStoreCreationException
from toil.version import version

logger = logging.getLogger( __name__ )

[docs]def main():
    """Removes the JobStore from a toil run.
    """

    ##########################################
    #Construct the arguments.
    ##########################################

    parser = getBasicOptionParser()
    parser.add_argument("jobStore", type=str,
                      help=("Store in which to place job management files \
                      and the global accessed temporary files"
                      "(If this is a file path this needs to be globally accessible "
                      "by all machines running jobs).\n"
                      "If the store already exists and restart is false an"
                      " ExistingJobStoreException exception will be thrown."))
    parser.add_argument("--version", action='version', version=version)
    options = parseBasicOptions(parser)
    logger.info("Parsed arguments")

    ##########################################
    #Survey the status of the job and report.
    ##########################################
    logger.info("Checking if we have files for toil")
    try:
        jobStore = Toil.loadOrCreateJobStore(options.jobStore)
    except JobStoreCreationException:
        logger.info("The specified JobStore does not exist, it may have already been deleted")
        sys.exit(0)

    logger.info("Attempting to delete the job store")
    jobStore.deleteJobStore()
    logger.info("Successfully deleted the job store")



def _test():
    import doctest
    return doctest.testmod()
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  Source code for toil.utils.toilKill

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""Kills any running jobs trees in a rogue toil.
"""
from __future__ import absolute_import
import logging

from toil.lib.bioio import getBasicOptionParser
from toil.lib.bioio import parseBasicOptions
from toil.common import Toil
from toil.version import version

logger = logging.getLogger( __name__ )

[docs]def main():
    parser = getBasicOptionParser()

    parser.add_argument("jobStore", type=str,
              help=("Store in which to place job management files \
              and the global accessed temporary files"
              "(If this is a file path this needs to be globally accessible "
              "by all machines running jobs).\n"
              "If the store already exists and restart is false an"
              " ExistingJobStoreException exception will be thrown."))
    parser.add_argument("--version", action='version', version=version)
    options = parseBasicOptions(parser)

    jobStore = Toil.loadOrCreateJobStore(options.jobStore)
    
    logger.info("Starting routine to kill running jobs in the toil workflow: %s" % options.jobStore)
    ####This behaviour is now broken
    batchSystem = Toil.createBatchSystem(jobStore.config) #This should automatically kill the existing jobs.. so we're good.
    for jobID in batchSystem.getIssuedBatchJobIDs(): #Just in case we do it again.
        batchSystem.killBatchJobs(jobID)
    logger.info("All jobs SHOULD have been killed")


def _test():
    import doctest
    return doctest.testmod()
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  Source code for toil.utils.toilMain

from __future__ import absolute_import, print_function
from toil.version import version
import pkg_resources
import os
import sys

[docs]def main():
    modules = loadModules()
    try:
        command = sys.argv[1]
    except IndexError:
        printHelp(modules)
    else:
        if command == '--help':
            printHelp(modules)
        elif command == '--version':
            try:
                print(pkg_resources.get_distribution('toil').version)
            except:
                print("Version gathered from toil.version: "+version)
        else:
            try:
                module = modules[command]
            except KeyError:
                print("Unknown option '%s'. "
                      "Pass --help to display usage information.\n" % command, file=sys.stderr)
                sys.exit(1)
            else:
                del sys.argv[1]
                module.main()



[docs]def loadModules():
    # noinspection PyUnresolvedReferences
    from toil.utils import toilKill, toilStats, toilStatus, toilClean
    return {name[4:].lower(): module for name, module in locals().iteritems()}



[docs]def printHelp(modules):
    usage = ("\n"
             "Usage: {name} COMMAND ...\n"
             "       {name} --help\n"
             "       {name} COMMAND --help\n\n"
             "where COMMAND is one of the following:\n\n{descriptions}\n\n")
    print(usage.format(
        name=os.path.basename(sys.argv[0]),
        commands='|'.join(modules.iterkeys()),
        descriptions='\n'.join("%s - %s" % (n, m.__doc__.strip()) for n, m in modules.iteritems())))
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  Source code for toil.test.sort.lib

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import

[docs]def sort(file):
    """Sorts the given file.
    """
    fileHandle = open(file, 'r')
    lines = fileHandle.readlines()
    fileHandle.close()
    lines.sort()
    fileHandle = open(file, 'w')
    for line in lines:
        fileHandle.write(line)
    fileHandle.close()


[docs]def merge(fileHandle1, fileHandle2, outputFileHandle):
    """Merges together two files maintaining sorted order.
    """
    line2 = fileHandle2.readline()
    for line1 in fileHandle1.readlines():
        while line2 != '' and line2 <= line1:
            outputFileHandle.write(line2)
            line2 = fileHandle2.readline()
        outputFileHandle.write(line1)
    while line2 != '':
        outputFileHandle.write(line2)
        line2 = fileHandle2.readline()


[docs]def copySubRangeOfFile(inputFile, fileStart, fileEnd, outputFileHandle):
    """Copies the range (in bytes) between fileStart and fileEnd to the given
    output file handle.
    """
    with open(inputFile, 'r') as fileHandle:
        fileHandle.seek(fileStart)
        data = fileHandle.read(fileEnd - fileStart)
        assert len(data) == fileEnd - fileStart
        outputFileHandle.write(data)

    
[docs]def getMidPoint(file, fileStart, fileEnd):
    """Finds the point in the file to split. 
    Returns an int i such that fileStart <= i < fileEnd
    """
    fileHandle = open(file, 'r')
    midPoint = (fileStart + fileEnd) / 2
    assert midPoint >= fileStart
    fileHandle.seek(midPoint)
    line = fileHandle.readline()
    assert len(line) >= 1
    if len(line) + midPoint < fileEnd:
        return midPoint + len(line) -1
    fileHandle.seek(fileStart)
    line = fileHandle.readline()
    assert len(line) >= 1
    assert len(line) + fileStart <= fileEnd
    return len(line) + fileStart -1
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  Source code for toil.test.utils.utilsTest

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from __future__ import absolute_import

import os
import sys
from subprocess import CalledProcessError, check_call

import toil
import toil.test.sort.sort
from toil import resolveEntryPoint
from toil.job import Job
from toil.lib.bioio import getTempFile
from toil.lib.bioio import system
from toil.test import ToilTest
from toil.test.sort.sortTest import makeFileToSort
from toil.utils.toilStats import getStats, processData
from toil.common import Toil


class UtilsTest(ToilTest):
    """
    Tests the utilities that toil ships with, e.g. stats and status, in conjunction with restart
    functionality.
    """

    def setUp(self):
        super(UtilsTest, self).setUp()
        self.tempDir = self._createTempDir()
        self.tempFile = getTempFile(rootDir=self.tempDir)
        self.outputFile = getTempFile(rootDir=self.tempDir)
        self.toilDir = os.path.join(self.tempDir, "jobstore")
        self.assertFalse(os.path.exists(self.toilDir))
        self.lines = 1000
        self.lineLen = 10
        self.N = 1000
        makeFileToSort(self.tempFile, self.lines, self.lineLen)
        # First make our own sorted version
        with open(self.tempFile, 'r') as fileHandle:
            self.correctSort = fileHandle.readlines()
            self.correctSort.sort()

    def tearDown(self):
        ToilTest.tearDown(self)
        system("rm -rf %s" % self.tempDir)

    @property
    def toilMain(self):
        return resolveEntryPoint('toil')

    @property
    def cleanCommand(self):
        return [self.toilMain, 'clean', self.toilDir]

    @property
    def statsCommand(self):
        return [self.toilMain, 'stats', self.toilDir, '--pretty']

    @property
    def statusCommand(self):
        return [self.toilMain, 'status', self.toilDir, '--failIfNotComplete']

    def testUtilsSort(self):
        """
        Tests the status and stats commands of the toil command line utility using the
        sort example with the --restart flag.
        """
        # Get the sort command to run
        toilCommand = [sys.executable,
                       '-m', toil.test.sort.sort.__name__,
                       self.toilDir,
                       '--logLevel=DEBUG',
                       '--fileToSort', self.tempFile,
                       '--N', str(self.N),
                       '--stats',
                       '--retryCount=2',
                       '--badWorker=0.5',
                       '--badWorkerFailInterval=0.05']
        # Try restarting it to check that a JobStoreException is thrown
        self.assertRaises(CalledProcessError, system, toilCommand + ['--restart'])
        # Check that trying to run it in restart mode does not create the jobStore
        self.assertFalse(os.path.exists(self.toilDir))

        # Status command
        # Run the script for the first time
        try:
            system(toilCommand)
            finished = True
        except CalledProcessError:  # This happens when the script fails due to having unfinished jobs
            self.assertRaises(CalledProcessError, system, self.statusCommand)
            finished = False
        self.assertTrue(os.path.exists(self.toilDir))

        # Try running it without restart and check an exception is thrown
        self.assertRaises(CalledProcessError, system, toilCommand)

        # Now restart it until done
        totalTrys = 1
        while not finished:
            try:
                system(toilCommand + ['--restart'])
                finished = True
            except CalledProcessError:  # This happens when the script fails due to having unfinished jobs
                self.assertRaises(CalledProcessError, system, self.statusCommand)
                if totalTrys > 16:
                    self.fail()  # Exceeded a reasonable number of restarts
                totalTrys += 1

                # Check the toil status command does not issue an exception
        system(self.statusCommand)

        # Check if we try to launch after its finished that we get a JobException
        self.assertRaises(CalledProcessError, system, toilCommand + ['--restart'])

        # Check we can run 'toil stats'
        system(self.statsCommand)

        # Check the file is properly sorted
        with open(self.tempFile, 'r') as fileHandle:
            l2 = fileHandle.readlines()
            self.assertEquals(self.correctSort, l2)

        # Check we can run 'toil clean'
        system(self.cleanCommand)

    def testUtilsStatsSort(self):
        """
        Tests the stats commands on a complete run of the stats test.
        """
        # Get the sort command to run
        toilCommand = [sys.executable,
                       '-m', toil.test.sort.sort.__name__,
                       self.toilDir,
                       '--logLevel=DEBUG',
                       '--fileToSort', self.tempFile,
                       '--N', str(self.N),
                       '--stats',
                       '--retryCount=99',
                       '--badWorker=0.5',
                       '--badWorkerFailInterval=0.01']

        # Run the script for the first time
        system(toilCommand)
        self.assertTrue(os.path.exists(self.toilDir))

        # Check we can run 'toil stats'
        system(self.statsCommand)

        # Check the file is properly sorted
        with open(self.tempFile, 'r') as fileHandle:
            l2 = fileHandle.readlines()
            self.assertEquals(self.correctSort, l2)

    def testUnicodeSupport(self):
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.clean = 'always'
        options.logLevel = 'debug'
        Job.Runner.startToil(Job.wrapFn(printUnicodeCharacter), options)

    def testMultipleJobsPerWorkerStats(self):
        """
        Tests case where multiple jobs are run on 1 worker to insure that all jobs report back their data
        """
        options = Job.Runner.getDefaultOptions(self._getTestJobStorePath())
        options.clean = 'never'
        options.stats = True
        Job.Runner.startToil(RunTwoJobsPerWorker(), options)

        jobStore = Toil.loadOrCreateJobStore(options.jobStore)
        stats = getStats(options)
        collatedStats =  processData(jobStore.config, stats, options)
        self.assertTrue(len(collatedStats.job_types)==2,"Some jobs are not represented in the stats")

[docs]def printUnicodeCharacter():
    # We want to get a unicode character to stdout but we can't print it directly because of
    # Python encoding issues. To work around this we print in a separate Python process. See
    # http://stackoverflow.com/questions/492483/setting-the-correct-encoding-when-piping-stdout-in-python
    check_call([sys.executable, '-c', "print '\\xc3\\xbc'"])


class RunTwoJobsPerWorker(Job):
    """
    Runs child job with same resources as self in an attempt to chain the jobs on the same worker
    """
    def __init__(self):
        Job.__init__(self)

    def run(self, fileStore):
        self.addChildFn(printUnicodeCharacter)
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  Source code for toil.test.sort.sort

# Copyright (C) 2015-2016 Regents of the University of California
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""A demonstration of toil. Sorts the lines of a file into ascending order by doing a parallel merge sort.
"""
from __future__ import absolute_import
from argparse import ArgumentParser
import os
import random
import logging
import shutil
from bd2k.util.humanize import human2bytes

from toil.job import Job
from toil.test.sort.lib import merge, sort, copySubRangeOfFile, getMidPoint

sortMemory = human2bytes('1000M')

[docs]def setup(job, inputFile, N, downCheckpoints):
    """Sets up the sort.
    """
    #Write the input file to the file store
    inputFileStoreID = job.fileStore.writeGlobalFile(inputFile, True)
    job.fileStore.logToMaster(" Starting the merge sort ")
    job.addFollowOnJobFn(cleanup, job.addChildJobFn(down, 
                        inputFileStoreID, N, downCheckpoints, 
                        checkpoint=downCheckpoints).rv(), inputFile)


[docs]def down(job, inputFileStoreID, N, downCheckpoints, memory=sortMemory):
    """Input is a file and a range into that file to sort and an output location in which
    to write the sorted file.
    If the range is larger than a threshold N the range is divided recursively and
    a follow on job is then created which merges back the results else
    the file is sorted and placed in the output.
    """
    #Read the file
    inputFile = job.fileStore.readGlobalFile(inputFileStoreID, cache=False)
    length = os.path.getsize(inputFile)
    if length > N:
        #We will subdivide the file
        job.fileStore.logToMaster( "Splitting file: %s of size: %s"
                                      % (inputFileStoreID, length), level=logging.CRITICAL )
        #Split the file into two copies
        midPoint = getMidPoint(inputFile, 0, length)
        t1 = job.fileStore.getLocalTempFile()
        with open(t1, 'w') as fH:
            copySubRangeOfFile(inputFile, 0, midPoint+1, fH)
        t2 = job.fileStore.getLocalTempFile()
        with open(t2, 'w') as fH:
            copySubRangeOfFile(inputFile, midPoint+1, length, fH)
        #Call down recursively
        return job.addFollowOnJobFn(up,
            job.addChildJobFn(down, job.fileStore.writeGlobalFile(t1), N, 
                              downCheckpoints, checkpoint=downCheckpoints, memory=sortMemory).rv(),
            job.addChildJobFn(down, job.fileStore.writeGlobalFile(t2), N, 
                              downCheckpoints, checkpoint=downCheckpoints, memory=sortMemory).rv()).rv()          
    else:
        #We can sort this bit of the file
        job.fileStore.logToMaster( "Sorting file: %s of size: %s"
                                      % (inputFileStoreID, length), level=logging.CRITICAL )
        #Sort the copy and write back to the fileStore
        shutil.copyfile(inputFile, inputFile + '.sort')
        sort(inputFile + '.sort')
        return job.fileStore.writeGlobalFile(inputFile + '.sort')


[docs]def up(job, inputFileID1, inputFileID2, memory=sortMemory):
    """Merges the two files and places them in the output.
    """
    with job.fileStore.writeGlobalFileStream() as (fileHandle, outputFileStoreID):
        with job.fileStore.readGlobalFileStream( inputFileID1 ) as inputFileHandle1:
            with job.fileStore.readGlobalFileStream( inputFileID2 ) as inputFileHandle2:
                merge(inputFileHandle1, inputFileHandle2, fileHandle)
                job.fileStore.logToMaster( "Merging %s and %s to %s"
                                       % (inputFileID1, inputFileID2, outputFileStoreID) )
        #Cleanup up the input files - these deletes will occur after the completion is successful. 
        job.fileStore.deleteGlobalFile(inputFileID1)
        job.fileStore.deleteGlobalFile(inputFileID2)
        return outputFileStoreID


[docs]def cleanup(job, tempOutputFileStoreID, outputFile, cores=1, memory=sortMemory, disk="3G"):
    """Copies back the temporary file to input once we've successfully sorted the temporary file.
    """
    fileName = job.fileStore.readGlobalFile(tempOutputFileStoreID)
    shutil.copyfile(fileName, outputFile)
    job.fileStore.logToMaster("Finished copying sorted file to output: %s" % outputFile)


[docs]def main():
    parser = ArgumentParser()
    Job.Runner.addToilOptions(parser)

    parser.add_argument("--fileToSort", dest="fileToSort",
                      help="The file you wish to sort")

    parser.add_argument("--N", dest="N",
                      help="The threshold below which a serial sort function is"
                      "used to sort file. All lines must of length less than or equal to N or program will fail",
                      default=10000)

    options = parser.parse_args()

    if options.fileToSort is None:
        raise RuntimeError("No file to sort given")

    if not os.path.exists(options.fileToSort):
        raise RuntimeError("File to sort does not exist: %s" % options.fileToSort)

    if int(options.N) <= 0:
        raise RuntimeError("Invalid value of N: %s" % options.N)

    #Now we are ready to run
    Job.Runner.startToil(Job.wrapJobFn(setup, options.fileToSort, int(options.N), False,
                                       memory=sortMemory), options)


if __name__ == '__main__':
    main()
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